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9
MEETING

1

(8:00 a.m.)

2
3

MS. SEGUI: Good morning, everyone. As we're about to get started, if you wouldn't

4

mind taking your seats, please clear the aisles. On behalf of my colleagues and I, I would

5

like to welcome you to The Evolving Role of Artificial Intelligence in Radiological Imaging.

6

This is an FDA public workshop hosted by the Division of Radiological Health.

7

I am Jennifer Segui. I'm a lead reviewer in the Mammography, Ultrasound, and

8

Imaging Software Team, and so it's a pleasure to be able to meet with so many people at

9

once. Very frequently, as a reviewer, I've worked with many of you just on a one-to-one

10
11

basis and so this is a privilege.
While we're waiting for more of our colleagues to show up, I know it's kind of tricky

12

to get in here, let's talk a little bit about what we're expecting today. First, this was booked

13

up. We are expecting 500 on-site attendees, registration was full within 1 month, and there

14

were more than 100 wait-listed before we decided to close registration. We received over

15

80 presentation requests for just 20 5-minute slots in the public presentation sessions and

16

we were able to include over 60 presenters, panelists, and moderators in this 2-day event.

17

We have the strongest representation from industry with several hundred expected

18

to be in attendance today and tomorrow, as well as 20 clinical, nearly 50 regulatory, five

19

patient advocates, nearly 90 government employees, almost 40 consultants, and about 70

20

from academia.

21

As of February 10th we had about 830 webcast attendees, but my understanding is

22

this is well over a thousand at this point, so it's fair to say that there's significant interest

23

and just so everyone is aware, I am frequently asked this, that the webcast will be available

24

online for up to 1 year after the event. We were the third most trafficked device site on

25

fda.gov within about a week, thanks to all of you for your interest.
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While you're here, just some brief logistics. Please keep the aisles clear, it will get

2

more crowded throughout the day as our colleagues make it through security. There are

3

coat racks underneath the stairs in case you missed them. Cafeteria and convenience are

4

upstairs. If you were able to pre-order your lunch, that should arrive by noon, and reserved

5

seating is in the front; this is for FDA management, moderators, and invited presenters and

6

panelists.

7

I'd like to talk a little bit about what this workshop is about and what it isn't since AI,

8

even AI in radiological imaging is a broad topic still. The 2-day event will cover autonomous

9

AI and AI-guided imaging. Day 1, software in which AI and machine learning is being used to

10

automate some portion of the radiological imaging workflow, such as detection, diagnosis,

11

and reporting tasks. Day 2 covers software used in conjunction with imaging hardware such

12

that artificial intelligence and machine learning driven real-time feedback guides a non-

13

expert user to acquire their own images to aid in or provide diagnostic or treatment

14

decisions and this can be including special environments such as the home.

15

We need to discuss what does this mean for the radiological imaging workflow,

16

patients, and healthcare providers, as well as regulatory considerations. Throughout the

17

day we'll more likely than not use AI. When we say AI, it means AI/ML, it's just kind of

18

clunky to say all the time.

19

This workshop is not about CAD, I don't mean to disappoint, it is not about

20

computer-aided detection or diagnosis or triage. It is not about quantitative imaging,

21

pathology or in vitro diagnostic devices or AI as an alternative technical method, but we can

22

certainly learn from these and we will hear about them throughout the day.

23

This event represents a prospective approach. Very frequently, by the time we're

24

holding a public workshop or meeting, it's maybe to -- in retrospect, to correct an issue that

25

developed and that we didn't foresee. This event is different. And we'll be talking about
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fully autonomous AI systems and AI-guided image acquisition because they do offer many

2

benefits and it is worth discussing this as early as we are able, and that is because it can

3

change or challenge the standard of care, introduce new questions of safety and

4

effectiveness into an established radiological imaging workflow. Our regulatory

5

considerations here will be covered in more detail by my colleague, Robert Ochs, in short

6

time. And it can introduce new intended use, including user and/or use environment.

7

A prospective approach allows the Agency to engage the public early, to promote

8

consistency and fairness. A community approach to identifying benefits and risks is needed

9

to ensure safety and build trust, develop approaches that ensure scientific integrity and

10
11

data quality while allowing flexibility for algorithm change and development.
A prospective approach can help inspire confidence through collaborative solutions

12

and we all know we need to begin working on collaborations early, these can take time to

13

become productive. There is potentially no human, or at least not an experienced human in

14

the loop serving as a mitigation. Let's get it right the first time. Applications in radiology

15

can impact a wide population of providers and patients.

16

As many of you know, especially if you're more on the regulatory side of the process,

17

in recent years pre-submission Q-subs have become very commonplace. Prior to submitting

18

a premarket submission to the FDA, the pre-submission Q-sub process allows you to -- for

19

example, to send us your proposed test protocol for our feedback before coming in with the

20

actual premarket submission.

21

For a higher-risk device, as you can imagine, it's more valuable for us to be able to

22

start working with everyone even when we're just speaking with prospective device

23

sponsors through the Q-submission process before we've actually gotten de novos and

24

PMAs in-house. And as you can appreciate, important precedent is set in first submissions

25

for a particular device classification regulation.
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The agenda is designed to cover major submission decisions and things that we

2

consider as a review team. So how and why do you bring an entire community including

3

patients, healthcare providers, regulators, manufacturers, and advisors along in a decision-

4

making process for these novel high-risk devices? We'll cover a little bit about the agenda

5

structure and how it's designed to accomplish this, and we do this because it is a large

6

community with a complicated ecosystem that we're all going to have to navigate together.

7

This can help facilitate efficient, effective approval classification and I do have to

8

acknowledge the challenging task that's faced by our workshop participants and I'm very

9

impressed with the willingness of everyone to talk about not the research, necessarily, but

10
11

what's next based on their understanding of what is already out there.
The first day of the agenda, as well as the second, we include a discussion of benefits

12

and risks and what it would be like to integrate these technologies into the clinical

13

workplace. This is needed to understand what kind of risk mitigations would be needed. In

14

the morning we'll talk more about benefits, risks, and clinical integration, moving on to the

15

afternoon talking more about device evaluation. And each day we have also included a

16

public presentation session following lunch.

17

Day 2, as I mentioned, covers AI-guided image acquisition, again, a similar structure,

18

slightly reversed. And as we already have one related de novo that was in-house and

19

classification granted, this event covers a bit of both of what is going on as well as what

20

could be going on, especially in the context of home use AI-guided ultrasound.

21

We feature discussion panels throughout the event, morning and afternoon.

22

Questions were preselected from panel members and the audience. For audience

23

members, if your questions were selected in advance, you would've been notified and the

24

moderator will call you to the aisle mikes at the appropriate time. Just to remind, it was

25

difficult to try to include as many people as we could in this event and there was still an
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impressive number who wanted to participate and we were not able to integrate into the

2

program, so please consider commenting on the public docket. If you're on the event

3

website, scroll down past registration to submit comments and you can easily access this

4

resource.
Throughout planning this event, we have received many presenter requests; please

5
6

contact the CDRH speaker liaison directly. You can contact me, but then I end up

7

forwarding you to them.
And an event like this takes many, many, many months to prepare and so I just

8
9

wanted to briefly acknowledge the organizers and moderators from Day 1 and Day 2, you'll

10

be hearing from them throughout the event. I'd also like to acknowledge Susan Monahan

11

and the CDRH public meetings working group, whom you've all met outside at registration,

12

as well as Lori MacLennan, our communications lead, and I'd like to acknowledge the

13

managerial and supervisory committee and thank them for providing this opportunity to

14

organize such an event.

15

All right, that is all I have. I would like to turn the floor over to my colleague,

16

Alex Cadotte. This morning you'll hear more from Alex -- my colleagues, Alex Cadotte and

17

Jessica Lamb.
DR. CADOTTE: Good morning, welcome to the session on Responsible Innovation

18
19

and Regulation of AI/Machine Learning in Radiological Imaging Software. I'm Alex Cadotte,

20

I'm the division lead for software and digital health for the Division of Radiological Health at

21

FDA.

22

Jen, thanks so much for organizing all this, we really appreciate it.

23

We're going to start off this morning with Bakul Patel, the director of the Division of

24
25

Digital Health/CDRH at FDA.
MR. PATEL: Thank you, Alex. Thank you, Jen. You know, one thing Jen forgot to
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1

mention, I think, congratulations to you to set up this event so nicely in a more organized

2

way, thank you for doing that.

3

Good morning, everybody. I'm hoping I can share a broad picture view of what we

4

mean by responsible innovation, at the same time start talking about what is necessary for

5

us to know as we move forward. I hope to paint a picture of how this workshop relates to

6

other activities that are going on in the Center and I'm hoping to sort of paint that picture

7

so we can walk over how this is so important for us to start thinking about as we move into

8

this world of AI/machine learning that is actually in the cusp of changing how we look at

9

products and how we look at this technology that's safe and effective.

10

So like I just said, there is a promise and the resulting challenge and the opportunity;

11

let's talk about that for a second. And then, what are we doing to tailor this, our regulatory

12

approach, so we play an important role? And then I'll talk about what's our path going

13

forward -- which is not yet built, but this is an opportunity for us to build together.

14

If you just do a simple Google search of promise of AI, you get something like this.

15

You get these quotes about AI is the new water, AI is helping organizations ride the wave,

16

you hear about a global opportunity and it's very true, it's not just about the U.S., it's not

17

just about a sector, it's not just about imaging, it's a lot broader than that.

18

But really, as we talk about the evolving role of machine learning and software in the

19

space of how healthcare is delivered, there's an estimated unmet demand of clinicians, so

20

that's being on the forefront of where these technologies are heading. And if you look at

21

some of the reports that have been put out, there's $150 billion expected to be invested in

22

this by 2025. And when you zoom in to the area of pulmonary diagnosis and automated

23

imaging diagnosis, I think this is where a staggering amount of the investment is going. If

24

you look for where people are innovating and we look at where things are happening and

25

where the world is heading towards, we all recognize, and we at FDA also recognize, that
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this is an important area for us to get involved in, but it doesn't come free. We have to talk

2

about what does that mean for daily responsibilities and we will see the discussions going

3

on today about this. There's a lot of discussions in the press that talks about, and actually

4

academic discussions, as well, about what's the bias and what's the ethics around it?

5

Now, some of these topics may not be very germane to FDA's view of how do you

6

regulate products, but it's important topics for us to consider when we think about benefits

7

and risk. How do you get access to evidence and experience that AI has this promise in

8

front of us to sort of bring it to the users in front of them and then how do we use this

9

technology to augment healthcare?

10

All of these things, they're just a handful of things I chose to put on the slide, but I'm

11

sure there's plenty of discussion that can be had for each one of these domains. We talk

12

about diversity in care delivery and can we use AI to address that or can we use AI to

13

amplify that in a certain way that actually is beneficial for healthcare delivery? So there's

14

many topics that we can talk about today but from a broad perspective, from a Center

15

perspective, an FDA perspective, we care about these things because they go into the

16

calculus of benefits and risk.

17

What I mean by responsible innovation is not having innovation for the sake of

18

innovation, but doing it in a way that's really improving healthcare delivery and also

19

avoiding any unintended consequences that may occur. Now, one could argue unintended

20

consequences, typically for FDA, means safety and potentially effectiveness for

21

consequences, but I think it's beyond that. When we start integrating these tools in care

22

providing and sort of in day-to-day care for people and for individuals, I think we have to

23

think of this big picture of how do you avoid unintended consequences for the end user,

24

which is a person like me, as a patient, or a person who is providing care.

25

I'm going to shift gears a little bit and talk about how the Center is looking at the
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space. We define in the world of software as a medical device this concept of can we

2

imagine a world where things are going to be now analyzed and processed in many

3

different ways? AI/ML, in my mind, is a way of doing it. I'm sure there are other ways that

4

have been done in the past and I'm sure there will be something else that shows up in the

5

future. I can't imagine that, but I'm sure you guys can. And when we start taking this into

6

account and saying how do you overlay that algorithm that needs to happen on top of it,

7

this world of AI sort of shows up.

8
9

Now, there's one of the things about vocabulary I would just like for everybody to
start thinking about, is can we coalesce on some of this vocabulary that talks about AI and

10

machine learning, supervised learning, unsupervised, deep, etc., that sort of is really

11

forming the space that is now looking at experience and transforming it into how we can

12

use it in tools and technology.

13

Having said that, I think one of the things that we at FDA have recognized a while

14

back is, you know, as technologies are developed we knew there was a finite timeline that

15

we can rely on that our processes can work, and as we move into this digital health world,

16

you can also see the rate at which products are being developed, the rate at which products

17

are being iterated is different; hence, we need to think about how those regulatory systems

18

can enable responsible innovation as we move forward. Again, diving deeper into like,

19

including into what FDA thinks about, I can think about when we start looking at how

20

products behave in the real world, we have a limited picture of what that looks like. Can we

21

enhance that so we can be well informed of the benefits? Of the real-world benefits and

22

real-world risks of these products that can be taken into our account when we put products

23

out for market -- with market authorization?

24
25

And the last part is about -- selfishly thinking about if you were to get all of these
tools as medical devices showing up at FDA for approval and clearance, I think we would be
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overwhelmed really quickly. At the same time, I think we would be remiss if we didn't look

2

at a risk-based approach. So how do we look at these three factors and start thinking about

3

what the next world should be like for a regulatory paradigm to be in lockstep and barrel

4

with health technologies evolving?

5

We have some open questions, of course, I mean, when you compare software to

6

where machine learning is going and AI is going, and we think about continuous learning

7

and we can also talk about continuous equals autonomous. But also availability of datasets

8

has been one of the common things I have heard over and over again that has become a

9

challenge in the healthcare space.

10

Radiology is unique, they have been so far ahead of the entire world that they have

11

imaging data that are labeled and can be used for purposes that we are looking toward to

12

make advanced healthcare. How do you sort of allow that to happen? What do updates

13

look like? And then how do we know the user at the end of the day knows what we've

14

presented to them?

15

With these open questions, we went on this journey and said can we imagine a new

16

framework that provides reasonable assurance, that improves time for patients to get

17

access to high-quality products, and then how can we get our regulatory experience to be

18

much better, both for staff at FDA who are reviewers, as well as product developers who

19

are coming to the table and with the principle of least burdensome.

20

We went with this further down into the details of what do we mean by that. We

21

meant can we actually rely on those core principles that we all talked about, patient safety,

22

which is on top of the list, product quality, which means that we need to know what the

23

product quality is, and then are these products used by people who are clinically

24

responsible and to me, this word about responsibility sort of resonates because at the end

25

of the day, we don't want to stifle innovation, we don't want to just be looking at it from
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one lens, but we want to be responsible, we want to give people the fishing pole as

2

opposed to the fish itself. And then cybersecurity and addressing emerging threats and how

3

do we make sure that the concept of proactively addressing these topics exists in

4

organizations that we want to trust and we want those organizations to play in this space?

5

We went on this journey a couple years back on pre-cert and I'm sure people are

6

wondering how does this all fit into pre-cert. We thought about these things and said if you

7

were to take a total life-cycle approach and move from an episodic way of regulating to a

8

continuous way of regulating that involves organizations' trust with periodic and pragmatic

9

check-in, I think we have a concept that we can explore and bring that entire picture in

10

front of us, which is exactly where you -- if you have been following FDA and CDRH, the

11

organization is now aligned to this TPLC approach. How we get there is the approach we're

12

exploring in the pre-certification program which, you know, some people say it's a pilot

13

which means that it's done. The answer is no, we are in the process of building and

14

exploring what this should look like.

15

Just to give you a picture of what I mean by this TPLC approach is if you think about

16

the maker of the product and the product itself and then how the product performs in the

17

real world and you bring all those pieces together, there's this overall confidence that we

18

can get, and the community can get, that we want to sort of amplify and say that shows us

19

reasonable assurance of safety and effectiveness. How and what information is still a work

20

in progress that we're working on and trying to figure out how that should look like.

21

So where are we? I mean, we started this journey in late 2017, said we want to start

22

exploring this officially. In 2018, we started building a concept and we put out a model in

23

the end of -- the beginning of 2019, which we've been starting to work towards, starting to

24

figure out what those pieces should look like, answering those unanswered questions. We

25

became very transparent about what unanswered questions that we had and we wanted to
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share with people, and we have been doing this very publicly and openly on how do we

2

build this together. So this is today's -- the next 2 days, today and tomorrow's workshop, is

3

actually a piece of that information that we also need to understand how do we use that

4

information and put it into our practices.

5

There's a two-part solution to this, and I will talk about that, in this TPLC paper that

6

we put out last April. It also embodies the concept that I just talked about, a continuous life

7

cycle, which means that not only how products are made but also how -- what product is

8

made of and then how it performs in the field is something that's important.

9

There's a few concepts that were highlighted and this paper bridges the gap

10

between this future-looking precertification model of TPLC that's relooking entirely at what

11

should the role be of FDA and then thinking about what can be done for today's world to

12

bridge the gap, thinking about modifications, thinking about, you know, change protocols,

13

etc., to make sure that there is a path towards that future.

14

We'll hear a lot more about this in various conversations that's happening in the next

15

couple days, but I wanted to leave you guys with our goal, which is to make sure, when it

16

comes to AI and machine learning, and when things are automated to give a constant

17

updated feature of every instance, we want to allow those iterations to happen without

18

being in the way, while making sure that performance of the products is always improving

19

and not degrading, those are the cert principles. And then, can this technology allow us to

20

improve healthcare at the end of the day and that's our goal. When you think about that

21

from that perspective, I think the conversations today should help us frame this discussion

22

in those three principles that I've laid out.

23

So I'm going to end with just saying let's collaborate, let's figure out what needs to

24

be done. I know there's a whole bunch of smart people in this room that can help us be

25

informed about what those considerations are and I think, as Jen laid out, the agenda is set
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up really nicely to have those conversations.

2

With that, I'm going to turn it back to Alex. Thank you.

3

(Applause.)

4

DR. CADOTTE: Thanks, Bakul. Thanks for that summary of activities going on in

5
6
7
8
9
10

digital health.
Up next we have Dr. Ron Summers, the senior investigator, Imaging Biomarkers and
Computer-Aided Diagnosis Lab, Radiology and Imaging Sciences, NIH Clinical Center.
DR. SUMMERS: Thanks very much and it's a great pleasure to be here today, and I
thank Jennifer and the organizers for inviting me to speak.
So as we heard, my role is not to focus on specific applications but to talk about

11

some of the lessons that I've learned over my years of working in this field. I'm a radiologist

12

and I also lead an AI lab at NIH, just a 5-minute walk from here, and these are my

13

disclosures. And here's where I work at the clinical center. I think that if I push the button

14

the next slide may appear? And maybe it will. It has crashed. Okay, well, while he's doing

15

whatever is necessary to get this back up and running, I'll continue speaking.

16

So from my perspective of working in this field, I think we've seen a lot of

17

advancements in the image acquisition technologies, for example, CT now can obtain

18

submillimeter images and scan an entire patient in just a couple seconds. This has enabled

19

many different things in the AI space that we previously weren't able even to consider

20

doing. This has enabled us to do things like find very small abnormalities in the body on CT

21

and MRI; for example, polyps in the colon on CT colonography and to develop AI systems to

22

detect such small abnormalities. And of course, the advancements in computer technology,

23

particularly algorithms for convolutional neural networks and GPU equipment that have

24

advanced so much in the last few years have made it possible to make such advances.

25

I think what I have seen in my research is that the latest computer algorithms which
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arose mainly from the computer vision community have enabled improvements in

2

sensitivity for detecting abnormalities that we were unable to achieve before. For example,

3

it used to be that my group would have to spend a year of hard work just to eke out about a

4

5% sensitivity improvement and now we find with the latest AI techniques we can attain

5

such improvements and more in just a few months of work, applying large well-labeled

6

datasets. Hey, we're back. Okay, I'll take it from here. I think. Oh, okay.

7

(Pause.)

8

DR. SUMMERS: I can plug my laptop in.

9

(Pause.)

10

DR. SUMMERS: I think the thing to do is to skip to Slide 4 so we skip the videos.

11

UNIDENTIFIED SPEAKER: Go ahead and log in.

12

(Pause.)

13

DR. SUMMERS: Skip to Slide 6. That's it, perfect. All right, let's try again. Okay, so

14

these are some of the applications that we've worked on in my group over the years,

15

including AI for detecting polyps in the colon, numbering the vertebral bodies in the spine

16

for image-guided surgery, localization, the -- let's see, this image here. Can you see my

17

cursor? No. Here it is. Bone mineral density measurement, epidural mass detection,

18

identification of the small bowel on CT angiograms, major organ segmentation for

19

volumetrics, renal lesion detection and lymph node assessment for oncology applications.

20

I believe that in the future, radiologists will be doing a job similar to that of an airline

21

pilot. For example, airline pilots typically will use information-rich displays in order to fly

22

the plane and similarly, I think in the future, we'll have a diagnostic cockpit filled with many

23

different information displays.

24
25

Back in 2003 I write an editorial in the Journal of Radiology on Roadmaps for
Advancement of Radiologic Computer-aided Detection in the 21st Century and in that
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editorial I argued that we, as a community, would have to get together with scientists,

2

radiologists, academic societies, industry, foundations, and government in order to develop

3

applications to automatically identify the wide range of abnormalities that can be detected

4

on radiology images.

5

And so at that time I argued that focusing on signal abnormalities -- single

6

abnormalities like lung nodules was not the way forward but that ultimately we would have

7

to develop systems that could identify all the abnormalities on the images. And while I

8

believe since 2003 we've made tremendous progress in doing that, I think we still have a

9

ways to go to fill out that mission of a fully autonomous system. I'm looking forward to the

10

future. As the previous speaker said, I think we will be heading towards a world where

11

machines can identify all the abnormalities and we have to think about how to make that

12

happen and how to make sure it does it accurately.

13

There are a lot of opportunities. If we can get these systems to work, we can

14

integrate images more fully with lab results, radiomics, and the medial record. We can do

15

routine automated quantitation, which is something for those of you who are not in

16

radiology may not realize that there is actually very little quantitation typically done in

17

radiology. We can do triage and critical result monitoring in order to speed patient care in

18

settings that could be delayed without such monitoring. We can do prognosis prediction

19

and therapy prediction using the images to predict which would be the best treatment.

20

There are many global health applications that I think we should keep in mind, for example,

21

democratizing the skills of radiology expertise to communities that don't have many such

22

experts, and opportunistic screening, which is an opportunity to detect things in the images

23

that were not the primary reason for obtaining the images, and I'll talk a little bit more

24

about that later.

25

As many of you know, there's a broad scope of applications of AI, including
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automated detection, automated segmentation, quantification and measurement, workflow

2

optimization, image reconstruction, and using natural language processing of text reports.

3

And this image on the right shows an example of automated quantitation of tumors using

4

the RECIST criteria in a way that produces more accurate reproducible measurements and

5

hopefully could permit more accurate decision making by oncologists.

6

Let's also not forget our radiology colleagues in radiation oncology who are already

7

benefitting from AI advances, including organ and lesion segmentation for treatment

8

planning and identifying the organs at risk of radiation injury, prognosis response and

9

staging, guidance for how to treat heterogeneous tumors where the dose may have to be

10

adapted, decision support for dose adaptation, dose distribution prediction, and converting

11

between modalities, for example, between MR and CT for certain oncology applications.

12

So I think most of us are aware of the great interest in AI today in radiology. This

13

histogram shows the exponential growth in publications in PubMed on deep learning or

14

machine learning in radiology, and I expect this trend to continue for at least the next

15

couple of years.

16

Now just a couple comments from my own experience about what I've observed in

17

the AI space in radiology. It was immediately apparent from some of our early work that we

18

could get considerable sensitivity improvements, as I mentioned earlier, and detecting all

19

sorts of diseases simply by layering AI on top of existing image processing algorithms. So

20

we saw sensitivity increases, which is the ability to detect lesions in the image, ranging from

21

an improvement of 6% to 17% for detecting polyps in the colon, precancerous polyps, to

22

13% for detecting bone metastases and a big 34% increase in sensitivity for detecting

23

enlarged lymph nodes in cancer patients. And of course, now we see AI techniques being

24

used almost exclusively for most detection applications in radiology.

25

Another area that I've been keenly observing is when AI applications match the
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

24
1

performance of radiologists and in the past, AI applications could have high sensitivity but

2

they also tended to have very high false positive rates making them inferior to expert

3

radiologists and even the average radiologist.

4

But now we're starting to see applications like this one, colitis detection or bowel

5

inflammation in cancer patients undergoing immunotherapy where the inflamed bowel is

6

this area here where the wall of the bowel is thickened, and the AI can detect that

7

abnormal bowel. And this particular application attains sensitivities and specificities

8

exceeding 90%, which is in the range where it's starting to be at the level of radiologist

9

performance.

10

In organ segmentation, we've seen lots of work on some of the larger organs like the

11

liver and spleen and brain. As we start improving these techniques, we start looking at

12

more difficult organs to segment, like the smaller organs and those that are more flexible

13

and can have a wider range of shape, such as the pancreas in this example, where the

14

automated and manual segmentations of the pancreas are nearly identical.

15

And one of the things that I'd like to point out is how variable the performance is as

16

a function of details about the patient. So for example, in this patient on the left, it's very

17

easy to segment the pancreas because there's a lot of this dark fat around the pancreas, but

18

in this patient on the right, the pancreas is very difficult to segment because there is very

19

little fat around the pancreas, and something that I've seen throughout my entire career is

20

that performance of these AI algorithms can be exquisitely sensitive to factors such as the

21

difficulty of the dataset. I saw this for colonic polyps, where it's very easy to detect sessile

22

colonic polyps that are raised from the colonic surface, but it's very hard to detect polyps

23

that are flatter. And this sort of issue of database case difficulty is a very important one and

24

I believe it's an understudied one, and I hope -- I encourage the community to do more

25

work in this area.
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Another area that I've observed some important clinical considerations over time is

2

that when we apply the AI algorithms in the -- in a more clinical application where

3

radiologists are actually using the technology, we typically find that the AI doesn't help the

4

radiologist as much as we thought it would based on its laboratory-based performance.

5

And here's an example of a study I did with some -- with the National Cancer

6

Institute molecular imaging program led by Peter Choyke and Baris Turkbey, in which we did

7

a multi-observer study looking at prostate cancer detection on multi-parametric MRI and

8

what we found in this case, here's the cancer here and here's the detection by the AI

9

algorithm, and what we found is that the AI algorithm helped the radiologist, as shown by

10

this gap between the red and the blue curves, for the less conspicuous lesions and it only

11

improved the radiologist's performance for about 10% improvement.

12

And this is something that we see time and again, that the AI algorithms tend to only

13

help the radiologist a little bit and sometimes it may only help for the less important

14

lesions, in this case, ones that have lower PI-RAD scores, which is a score -- a clinical score

15

for evaluating the cancer likelihood of a lesion.

16

Another important thing to be aware of is the issue of reading paradigms, and this is

17

how the clinician uses the algorithm in the clinic. There are four different reading

18

paradigms. Until recently, just the last three were most commonly in use. The first reader

19

paradigm, which was where the radiologist would just look at the AI output to make their

20

clinical decisions, that was very time efficient. There's the concurrent reader paradigm,

21

which is a sort of balanced approach where the AI is integrated into the reading of the

22

study, and then there's the second reading -- second reader paradigm, which has been the

23

most popular, at least in the past, which is where the radiologist would review the study

24

and then use the AI as sort of a spellchecker. That tended to be time inefficient, but have

25

higher accuracy.
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More recently, we are getting to a realm where we might not have a reader in the

2

loop, that's the autonomous AI scenario where the AI might look at cases, call a certain

3

fraction of the cases normal, and then those cases would not be shown to a radiologist for

4

further evaluation. I think that's a very interesting area and probably one that, because it's

5

very time efficient, could lead to cost savings and help us with the high cost of healthcare.

6

Another important issue in AI research is the availability of well-labeled public

7

databases. My group has learned a lot about releasing a very large dataset of chest

8

radiographs to the scientific community. This dataset, which you can download freely and

9

use for any purpose, had over -- has over 100,000 chest radiographs and we've used this

10

dataset for doing such cutting-edge things as writing automated radiology reports, such as

11

in this example on the left, and detecting numerous diseases and findings on the chest

12

radiograph, in a sense developing a universal lesion detector for chest radiography.

13

One technology that many of you may have heard about is generative adversarial

14

networks or GANs. I think there are very interesting scientific and regulatory issues relating

15

to the use of these networks because one of the things these networks can do is create

16

synthetic images that look very much like real radiology images. They can be used for data

17

augmentation, as well.

18

And this is an example of work from Yuxing Tang in my group where he trained a

19

system on adult chest radiographs and then using one of these GANs was able to synthesize

20

pediatric chest radiographs, use those synthesized radiographs for training a system, and

21

then show that the trained system was accurate at detecting abnormalities on real pediatric

22

chest radiographs and vice versa.

23

Another large dataset that we released publicly is on CT, it's called the Deep Lesion

24

Dataset and consists of 32,000 lesions from all parts of the body and again, this enabled us

25

to develop a universal lesion detector that can identify abnormalities in all parts of the body
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including the neck, as shown in the upper left here, the chest and the liver and other

2

abdominal abnormalities.

3

And what we were able to do was then not only detect the lesions but tag them, for

4

example, identify keywords that precisely describe the location and characteristics of the

5

lesion. For example, this lesion in the right kidney was tagged by the computer as being in

6

the right kidney in the cortex hypodense and so forth, all the adjectives and descriptors that

7

radiologists would normally give to describe a lesion. The abnormality on the right is an

8

external iliac lymph node; previously it was not really technically feasible to give precise

9

localization, but this is the sort of thing you can do when you have a dataset of 30,000

10
11

lesions.
This has enabled things like content-based image retrieval applications in radiology,

12

for example, identifying chest wall lesions with specific characteristics such as on the top

13

row, this destructive lesion of the ribs, and then finding very similar lesions in other parts of

14

the chest. And in the bottom, identifying a mass, a necrotic mass, in the region of the

15

pancreatic tail, again, pulling out similar lesions, and you can see how such technology

16

could help train systems to identify very specific types of abnormalities.

17

And finally, these different AI systems can be combined into unified systems that can

18

both -- that can detect, tag, and segment and measure lesions in this project called MULAN,

19

led by Ke Yan, a former post doc in my group. We can do fully automated detection tagging

20

and measurement.

21

So I'll just show a few suites of applications that we've been able to put together to

22

give you a sense of how comprehensive these AI applications can be. This first one shows

23

comprehensive spine oncology analysis including lytic and sclerotic and mixed sclerotic and

24

lytic lesion detection in the spine.

25

This is an example of comprehensive spine fracture analysis in both trauma, where
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the fractures are -- can be quite subtle, and comprehensive spine fracture analysis in the

2

setting of osteoporosis where the vertebral bodies can be compressed, and this leads to

3

loss of patient height and it's something that's currently under-detected in radiology.

4

And finally, large-scale body composition analysis, where the AI algorithm can detect

5

atherosclerotic plaque, liver fat, sarcopenia, which is muscle wasting, which can be a risk

6

factor for patients undergoing chemotherapy or surgery; bone mineral density and visceral

7

fat analysis; and this has applications for detecting whether patients have metabolic

8

syndrome and whether they're at risk of cardiovascular morbidity and mortality.

9

So in this last part I'll discuss some challenges and questions for the future that I

10

think will be pertinent to this session. One is interpretability and explainability of

11

brittleness, domain shift, and ethics and trustworthy AI. For example, the brittleness and

12

domain shift has to do with the scenario where a system is trained on one set of patient

13

data and then does not generalize well to another patient population because of

14

differences in the image acquisition technology or in the patients themselves.

15

This is an example of using a generative adversarial network, or GAN, to deal with

16

the problem of AI algorithms that work on contrast-enhanced CTs but don't work on non-

17

contrast CTs and there are just so many combinations of these differences between

18

datasets that one wonders whether it will be practical to create training sets for every

19

different scanner type and scanning technique.

20

A few words about interpretability and explainability. Many of these AI algorithms

21

can be considered black box algorithms with a potential for bias, as we've already heard.

22

However, I've also heard some members of the community wonder whether interpretability

23

and explainability is necessary in clinical practice as sometimes one has to trust an

24

algorithm that has been shown to have high performance.

25

There's some research showing that a common method of interpretability and
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explainability called a saliency map may not be an accurate way to demonstrate

2

interpretability and explainability, and there are many approaches including text

3

explanations for an AI machine's diagnoses that may be important.

4

Other challenges include that dataset annotation is expensive. We need to figure

5

out, as a community, how to do it much more cost effectively, how to get multi-institutional

6

data to deal with the domain shift and brittleness problem.

7

Radiologists can diagnose thousands of diseases, but we don't know how to do this

8

with AI. Radiologists can also do one-shot learning, for example, reading an article about a

9

rare disease and then using that knowledge to diagnose another patient without having to

10
11

train on hundreds or thousands of cases like AI systems do.
So to conclude, there have been rapid developments in AI, making this an exciting

12

time for research and patient care. I do expect practical clinical benefits in the future as

13

this field is moving very fast.

14

If you'd like to learn more about some of the things I've discussed, I'd encourage you

15

to look at some papers on which I was a co-author, including this paper in Medical Physics

16

on deep learning, this paper that just came out in the Journal of Bone and Mineral Research

17

on AI and musculoskeletal imaging, and this collaboration with different professional

18

societies published in the Journal of the American College of Radiology on a roadmap for

19

translational research. The work that I showed was the product of research from many

20

different individuals with funding from different organizations, and I thank you very much

21

for your attention.

22

(Applause.)

23

DR. CADOTTE: Thanks for bearing through it with us through technical difficulties.

24

We're still ahead of schedule. Up next, we have Robert Ochs, Deputy Director for

25

Radiological Health, Office of In Vitro Diagnostics and Radiological Health.
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DR. OCHS: Good morning, thank you for attending. As Alex mentioned, I'm the

2

Deputy Office Director for Radiological Health in the Office of In Vitro Diagnostics and

3

Radiological Health at CDRH. So I've been involved in the regulation of radiological AI

4

systems and machine-learning systems my entire career at FDA and it's really promising to

5

see that growth in the field in these recent years. And if some of you have been with us

6

over the journey of 20 years, it's also kind of nice that we're actually in a wonderful

7

auditorium instead of the hotel rooms we've been in, in the past.

8
9

First, this morning I'd like to take a few moments to just talk about the mission and
vision that we had in this space and introduce some key regulatory concepts that are

10

important to both understand the history and helping us to discuss some of the challenges

11

at this workshop.

12

Our fundamental mission is to protect and promote public health and ensure there's

13

timely access by patients and providers to safe, effective, and high-quality devices. Along

14

with this is scientific-based information, science-based information that will also facilitate

15

innovation.

16

Translating our Center's mission and vision to radiological AI, we want patients in the

17

U.S. to have access to high-quality, safe and effective devices first in the world. We want

18

the U.S. to be a world's leader in regulatory science and technology development but we

19

also want to provide transparency and real-world evidence to help foster confidence in the

20

device performance and we want to do this with policies that are consistent, transparent,

21

and effective for public health.

22

A key concept when we're evaluating new technologies, discussion of the benefits

23

and risks and potential risk mitigations helps us determine appropriate regulatory pathway

24

and performance testing to help ensure that we meet our mission and vision for these

25

technologies. So we do this through general and special controls. General and special
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controls are used for risk mitigations, and I'll talk a little bit more about them.

2

As regulators, we want to minimize the risk. General controls are the basic FDA

3

authorities that apply to all medical devices, unless exempted by regulation, to ensure

4

safety and effectiveness. However, they alone are unlikely to provide a reasonable

5

assurance of safety and effectiveness for radiological AI devices given the unique device

6

risks and designs. That's where special controls come in to play. Or can come in to play.

7

Special controls are when general controls alone are not sufficient but we have the

8

experience and knowledge to establish device-specific risk mitigations. So some examples

9

of special control language that can apply to both performance testing, labeling or other

10

controls that we can develop, but the special control language can be very specific to the

11

type of testing we expect, the metrics we'd like to see or specific information we want to

12

see in the labeling that can minimize specific risks associated with that device type.

13

How does this apply for new technologies when we're thinking about the regulatory

14

pathways? The de novo pathway can be used to establish -- a de novo submission can be

15

used to establish the 510 (k) pathway for a new device type if general and special controls

16

are sufficient for risk mitigations. For future 510 (k)s that come in, we can evaluate the

17

substantial equivalence of that device to a predicate device, taking into consideration the

18

intended use, technological characteristics, performance testing, and if those devices meet

19

the special controls that we've developed for that device type. However, if we don't feel

20

comfortable establishing special controls, then the premarket approval pathway would

21

apply and that's where high-risk devices where we don't think the general and special

22

controls are sufficient for -- sufficient and adequate for risk mitigation. So understanding

23

the potential risk mitigations is essential to help us understand the appropriate regulatory

24

pathway for new device types.

25

And a little bit more about special controls. So special controls are published with a
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de novo order for the first device, they're made public, and that allows us to provide

2

consistency and transparency and the expectations for the validation of safety,

3

effectiveness, and risk mitigations in future 510(k)s that follow that de novo.

4

And writing special controls is a little bit of a balance. We want to be specific to the

5

device type, but we don't want to be so specific that it limits the potential to expand

6

devices that have similar indications and uses in the future.

7

So to bring this back to reality, how does our experience and knowledge of these

8

items help facilitate our mission and vision for radiological AI? Initially, CAD devices, you

9

know, the first AI/ML systems approved by FDA were for computer-aided diagnosis. The

10

first PMA was for mammography and there were some additional approvals for dental,

11

chest radiography, other mammography systems, and ultrasound indications. And again, it

12

was a premarket approval pathway because at the time, this was unique technology,

13

probably not fairly well understood, and so there wasn't the ability to -- or knowledge or

14

experience to define those special controls to allow it to go into a different regulatory

15

pathway.

16

However, over those 20 years or so we did gain experience from regulating CAD

17

devices and other uses of AI in radiology for image processing tasks, and we also had a few

18

510(k)s that are unique to colon and chest CAD. We also gained knowledge from public

19

meetings, research, and guidance development and public feedback about how best to

20

develop policies for these systems to ensure safety and effectiveness.

21

We relied on this experience and knowledge to define special controls for risk

22

mitigation and use those to establish the 510(k) regulatory pathway for more radiological

23

device types through de novos and reclassification. So the specific de novos covered

24

computer-aided diagnosis, computer-aided triage, computer-aided detection and diagnosis,

25

and most recently, in February, the radiological acquisition and optimization guidance
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systems. And also, finally, after a lot of hard work and persistence, we were able to

2

reclassify CAD devices from PMA to 510(k).

3

This enabled a much more colorful landscape for these device types. Again,

4

computer-aided detection, computer-aided diagnosis, computer-aided detection and

5

diagnosis, computer-aided triage and notification, and radiological acquisition and

6

optimization systems. Again, a lot of these initially or right now, this space is filled with a

7

lot of computer-aided detection, but part of what we're talking about in this conference is

8

what happens when there's not that aided part? What happens when the devices go

9

completely -- go more autonomous to a detection or diagnostic task?

10

And just to reiterate, when we did this, we had those special controls, they were

11

made public, and they provide consistency and transparency on the expectation for these

12

device types for future 510(k)s. So for a given bucket such as notification and triage, we

13

had an initial de novo but we expect to see 510(k)s in the future help expand these

14

indications to different device types. Similar for the other buckets, we expect them to

15

continue to expand as similar devices come in with similar indications and technology.

16

And looking to the future, we want to refine our policies for these technologies, we

17

want to promote best practices and the study designs that match the intended use and

18

indications. We want to avoid seeing tuning to the validation dataset, which is a common

19

mistake that we see. The challenges are assessment of the generalizability and the true

20

robustness of the system. And we also want to think about the prespecification for

21

algorithm changes and testing protocols and seek greater insight into premarket

22

performance. And a lot of this involves the thoughts that you heard earlier about the digital

23

health efforts, how do we regulate these devices, how do we adjust for continuous changes

24

and do this in a way that's practical and helpful for our mission.

25

And this workshop is a bit more specific, we're not going to talk much about CAD.
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We are going to talk more about the future that we're seeing, which is the autonomous

2

systems, and the AI/ML-guided image acquisition systems.

3

Today we'll talk about autonomous AI, which automates some portion of the

4

radiological imaging workflow. Tomorrow will be more on the AI-guided image acquisition

5

systems which can help guide a non-expert to acquire diagnostic quality images. Both of

6

these really challenge the standard of care by introducing new questions of safety and

7

effectiveness into an established radiological imaging workflow. And of course, this raises

8

questions on what risk mitigations and performance testing are appropriate to evaluate

9

these devices. How best do we monitor them over time.

10

And so I wanted to finish with two examples in both spaces to help start the thought

11

on what are some of the challenging questions, what are potential solutions, and help start

12

to get more engagement.

13

First, let's talk about a hypothetical example of an autonomous AI system. Let's

14

think of an AI device that's intended to identify a patient's condition as stable without a

15

radiologist's review to confirm. This benefit could be a reduction of radiologists' workload

16

helping them to focus on more critical cases or there's risk, you know, there's potential for

17

false negatives and missing secondary findings that the algorithm was not trained to

18

identify. This raises a lot of challenging questions that we hope to hear some opinions on,

19

such as:

20

•

What are approaches to establish an acceptable level of device performance?

21

•

What clinical endpoints would be appropriate in this scenario?

22

•

What other risks are introduced for radiological imaging workflow, patients and
healthcare providers in this scenario?

23
24
25

•

What additional experience or knowledge do we need to develop sufficient risk
mitigations, you know, do we have enough knowledge right now or what do we
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need to gain more knowledge so that we would feel comfortable thinking about

2

developing special controls and under what situation would that be appropriate?

3

•

that right now? And also,

4
5

•

Should we expect more real-world performance monitoring and quality control
as AI becomes more autonomous?

6
7

What situations might be too high risk that we just don't feel comfortable doing

Tomorrow you'll hear more about AI-guided image acquisition systems. A

8

hypothetical example to get thought started on that, what if we have an AI-guided

9

ultrasound system that's intended to enable use by untrained operators in an emergency

10

setting? The benefits could include faster acquisition of diagnostic information that could

11

be transmitted to a remote reading room for an expert review. But the risks include failures

12

which could delay patient care resulting in an incorrect diagnosis or there may be lack of

13

operator knowledge of ALARA principles.

14

Some challenging questions for discussion:

15

•

faster access, but maybe the quality isn't as great?

16
17

What tradeoff in image quality would be acceptable in this scenario to enable

•

What risks could be mitigated and how can we mitigate those risks for operator
use and untrained operator use?

18
19

•

What are potential mechanisms to assess real-world performance?

20

•

Can the special controls that we recently used be adapted to mitigate the risks in
different scenarios from emergency to home care to other situations?

21
22

•

What level of transparency will give users confidence in the AI system? And

23

•

What are the patient perspectives in all this?

24

So as the benefits and risks change with new radiological AI types, it's critical for us

25

to adapt our policies and methods to evaluate, characterize, and monitor the performance
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of these systems, and your feedback from this workshop is really helpful for us to

2

understand the benefits and risks, the risk mitigations and appropriate validation and

3

performance testing for these systems so that we can develop the best policies to support

4

our public health mission and vision.

5

And so when I'm sitting and I'm seeing, you know, the slides, you know, from Ron, I

6

mean, it's a little intimidating. I mean, it's great to see the wonderful new applications, but

7

as a regulator I'm also having to think about well, what are the risks of this, and how can we

8

mitigate those risks, how can we provide transparency and confidence to end users and

9

how can we do this with effective policies that really both take into account our regulatory

10

structures but also think to the future? You know, as Bakul mentioned, there's a lot of

11

great ideas, there's a lot of great thought going in the Center about how can we adapt and

12

how can we adjust our policies to continuous learning systems with a full range of AI? And

13

so we really want to be engaged with our colleagues and with you to get ideas to help us

14

meet our mission and vision for this space.

15

Thank you very much and I'm looking forward to great discussions.

16

(Applause.)

17

DR. CADOTTE: Thank you, Robert.

18

That concludes our first session. I'm going to turn things over now to Jessica Lamb,

19

the Assistant Director for Mammography, Ultrasound, and Imaging Software with the

20

Division of Radiological Health.

21
22
23

DR. LAMB: Hi. So as Alex said, my name is Jessica Lamb, I'm Assistant Director for
Mammography, Ultrasound, and Imaging Software.
We're going to shift gears and move on to emerging trends in radiological AI

24

software and to present the first talk, I'd like to introduce Constance Lehman, she's the

25

chief of breast imaging at MGH and she's also Professor of Radiology at Harvard Medical
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School, so please welcome Dr. Lehman.

2

(Applause.)

3

DR. LEHMAN: Thank you and good morning. I'm really delighted to be here and

4

really want to especially extend thanks to Jennifer, Jessica, and Alex, who did a fantastic job

5

putting this together.
So in the next 20 minutes I want to focus on a very specific topic and that is

6
7

autonomous AI implementation from a radiologist's perspective. I'm going to use the

8

specific domain of breast imaging and breast cancer, not only because this is my domain but

9

also because I think that it provides an excellent construct for us to evaluate how to safely

10

and efficiently and quickly move along that pathway towards autonomous interpretation.

11

So while I'll be talking and giving examples from screening mammography specifically, we

12

can see how this would translate into many other areas, screening for head bleeds on brain

13

scans or screening for lung cancer on chest CTs.
It's certainly an important domain. Every year out of two billion adult women who

14
15

are at risk and at screening age, two million will be diagnosed and over 600,000 will die

16

every year and yet, when we use screening mammography to detect cancer early, we can

17

cure it.

18

The key ingredients that screening mammography provides us includes large

19

volumes of a very specific exam type. A screening mammogram is two views of each breast

20

and we have very large volumes of these data available. We are required to have

21

structured reporting. Every screening mammogram must be -- have a binary label. It's

22

either normal or not normal and that has been a requirement for many years.

23

We are required to audit, to have performance metrics at the individual and the

24

group level. Examples of these metrics are how many abnormal screens do we call out of

25

every hundred women that we screen, how many cancers are detected out of every
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thousand women we screen. These required audits, again, give us the basic ingredients

2

that we need for effective and efficient AI evaluation.

3

We are also required to do follow-up for outcomes, binary labeling of outcomes of

4

each patient with each screening mammogram as either positive or negative for cancer 365

5

days from the index exam.

6

So as we're looking at other domains which where we can take what we've learned

7

in mammography and translate over to other domains, we can run through our checklist.

8

Do we have structured reports, how can we get those reports? Do we have labeling, how

9

can we have those outcomes in the future? And again, I think that not only is radiology

10

leading this but also breast imaging, specifically, and in the specific domain of screening

11

mammography.

12

There's four points I'd like to touch on. First, what do I really mean by autonomous

13

interpretation? How do we see this from both radiologist and patient perspectives on the

14

benefits and risks of this implementation? Some clinical scenarios in the very important

15

topic of appropriate use cases and then some thoughts about this transition from

16

computer-assisted to fully autonomous reading and clinical implementation.

17

I see this roadmap that we're on from computer assistance along to the process of

18

autonomous interpretation is just that, it is going to be an evolution. If we start with CAD,

19

which has been around for decades, we have all of our screening mammograms that are

20

processed and labeled with different areas for the radiologist to then evaluate and use that

21

in their formal and final report. If we move into the concept of AI-assisted triage, we're

22

taking all of those screening mammograms and the AI tools are sorting for us those that are

23

highly likely to be negative from those that have an actionable finding.

24
25

If we move to the next step along that pathway, we might be at the point where
those that are assessed as negative have such an extraordinarily high negative predictive
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value that we determine it would be safe for those not to be evaluated by a radiologist.

2

That would be fully autonomous interpretation but of a subset of exams.

3

And then the next step would be moving to where even those that have been triaged

4

off as actionable could actually be fully interpreted by the machine. Clearly, you still need a

5

human. I don't think a patient, for the foreseeable future, will sit down and have a

6

computer share the results with her. I think we would still have a radiologist taking that

7

assessment of the test and then having the conversation, the communication with the

8

primary care provider and/or the patient.

9

So what are the benefits? And really, first we start with why would we even want

10

this. I have so many stories of recruiting junior faculty who often come into breast imaging

11

or that we just went through our fellowship interviews and they would say do you think I'm

12

still going to have job security in the future, will I still be needed, will I still be relevant, and

13

this is something we really want to stress, we will need more radiologists. The AI applied

14

specifically in the imaging sciences is going to open up the field and we're going to need

15

more smart, bright leaders coming into radiology to really guide this.

16

And right now the fact is, is that most of the world simply doesn't have access to

17

X-rays. This Atlantic article, one hospital in Boston has 126 radiologists, it happened to be

18

my hospital, Mass General. Liberia has two. We need to really think about this and what

19

we can do to improve access to quality care to the full diversity of patients whom we serve

20

at affordable cost. AI provides us those tools and autonomous AI is going to be an element

21

of that.

22

We know that we have errors in radiology, we're going to highlight a few of these

23

domains of human variation, and we know that we have significant burnout, not only all

24

across medicine and healthcare and physicians, but also radiologists in particular. And then

25

we also know that we need to continually strive for domains where we can have more
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2

affordable and more accessible care.
Often we will hear descriptions of mammography and its performance, the

3

sensitivity and specificity, but I remind us all that there is no performance of

4

mammography, it's in the hands of the user. So what we hear are averages. We hear that

5

the sensitivity of mammography is roughly 85 to 88% and the specificity is 87 to 90%, and

6

we look at benchmarks, we look at desirable goals, but this is just showing how wide the

7

error bars are, how wide the performance is.

8
9

As a woman, you could go to a center where the radiologist interprets your
mammogram, could have a sensitivity of 40%, missing 60% of all cancers that come through

10

for that individual, or you would go to a center where the radiologist has a very consistent

11

sensitivity of 95%, only missing 5% of the cancers that come through that program. So it's

12

this wide human variation that we need to give a lot of thought to.

13

We also studied this in the breast cancer surveillance consortium, which is an

14

extremely large population of community and academic practices where they carefully track

15

the screening mammograms and outcomes, and we found that 40% of U.S. certified breast

16

imaging radiologists perform outside the recommended ranges for acceptable false positive

17

rates, another example of human variation.

18

We also have to acknowledge that we allow a very wide range for acceptable cancer

19

detection rates, so to suggest that it is reasonable to have at minimum 2.5 cancers per

20

thousand in our cancers detected per thousand women screened is giving a very wide berth

21

to performance. Many, many, many practices routinely are finding, as we do at Mass

22

General, six cancers out of every thousand women screened and so to have such wide

23

ranges of cancers detected in screening programs is also something we can think about as

24

we shift into a new paradigm with AI.

25

And we are very, very excited about the advancement in technology, moving from
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film screen to digital, from digital to tomosynthesis. These have had dramatic improvement

2

in the performance of mammography, but the human variation still trumps all.

3

In this paper of 13 academic centers that were early adopters of tomosynthesis, we

4

did see that overall, the improvement was a slight improvement in cancers detected per

5

thousand with a decrease in false positive or a decrease in recalls of patients without

6

disease. However, what's more compelling from the data that we shared in this paper, it's

7

just how widely variable these 13 different centers were and how they performed screening

8

mammography. The red box is showing us where we would like people to be. Whether

9

centers were using tomosynthesis or 3-D mammography, many, many were outside of our

10
11

desirable goals in screening mammography programs.
And this continues. The most recent March 2020, so this is in press but available

12

online from my colleagues at Brigham and Women, it's really a beautiful article showing the

13

improvement that they had in cancers detected per thousand women screened when they

14

moved from 2-D to tomosynthesis. But they also showed, and I applaud them for showing,

15

individual recall rates both during the time where it was 2-D only, as well as when they

16

transitioned into 3-D, and what we see is an extremely wide range in false positive rates,

17

recalls from as low as 6% to more than double that at 14%.

18

This wide human variation does result in cost to our overall healthcare system.

19

National expenditure for false positive mammograms and breast cancer over-diagnosis

20

estimated at four billion a year, so when we're looking for affordable care, we are looking to

21

reduce human variation and reduce false positives.

22

So we know that this is needed, we know if we can use autonomous AI to improve

23

performance of screening mammography, we're going to want to do it but what are the

24

risks and where do we need to be careful? One risk would be that the performance of

25

models in a virtual setting does not translate to real-world clinical practice and we certainly
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have lessons that we've learned from the history of traditional CAD in mammography. We

2

have decades of research on CAD from its FDA approval through the reader studies through

3

different single-site and then multicenter trials.

4

Josh Fenton published in the New England Journal in 2007 really sort of a cry or a

5

little bit of a warning flag saying that this may not be working in clinical practice the way we

6

anticipated, showing that the centers that were using CAD were not performing better; in

7

fact, were performing worse than those that were not using CAD.

8

There were study limitations, this was early in the development of CAD, so we

9

repeated this study, addressing those limitations, using only current performance, allowing

10

people to have a learning curve, and we found exactly what Fenton had reported in the

11

New England Journal and published in JAMA in 2015. Not only did we find there was no

12

improvement in CAD, but really alarming was radiologists that performed at some centers

13

with CAD and other centers without CAD, their cancer detection was worse at centers

14

where they were using CAD.

15

Another risk would be, and one that's frequently expressed, is well, what if we have

16

cancers missed by an AI model that would've been diagnosed by a human reader? One of

17

the reasons why I spent some time highlighting human variation is I think we have to think

18

carefully about what our comparison is about. Who might miss this or who might detect this

19

given the background of wide variation in human diagnostic performance? It may be that

20

we're more comfortable with human error than we would be with computer error.

21

There are excellent AI tools developed in a specific population for a specific use, but

22

what if these are inappropriately used sort of in a wrong use case? Who will oversee and

23

monitor what might be referred to as an off-label use? If we develop an algorithm that

24

does a beautiful job of identifying negative mammograms but it is intended that a

25

radiologist looks at every one of those negative mammograms to either accept or reject
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that AI interpretation, what if there is a center where they decided they were really short-

2

staffed and those didn't really need a radiologist's oversight or extremely cursory

3

radiologist oversight?

4

I do think that we have the benefit of required audits, I think that we have an

5

opportunity to leverage this asset and to really look at what the performance is as centers

6

are integrating AI into their programs, and we might even consider a higher bar for

7

performance reporting if AI is used autonomously to ensure that we are tracking carefully

8

how that is impacting the patient population.
When I think of all the risks, probably the risk that will delay the improvement in

9
10

patient care through autonomous AI implementation is the risks that are associated with

11

fear. We see this frequently, it probably didn't help with the now infamous Jeff Hinton's

12

presentation in 2016 where he said, "I think that if you work as a radiologist you are like

13

Wile E. Coyote in the cartoon. You're already over the edge of the cliff, but you just haven't

14

looked down. There's no ground underneath. It's just completely obvious that in 5 years

15

deep learning is going to do better than radiologists. It might be 10."
Well, each year we feel a little bit better that 2016 is further and further in the past

16
17

and I think also it's a great example of a brilliant man in computer science that hasn't

18

engaged with radiologists at the level that we would like in order that he understands the

19

full complexity and diversity of the roles that the radiologist serves. He did go on to say

20

that he wanted to qualify what was a fairly provocative statement, "The role of radiologists

21

will evolve from doing perceptual things that could probably be done by a highly trained

22

pigeon." Again, I think that he could've used a little bit different language, but we'll give

23

him --

24

(Laughter.)

25

DR. LEHMAN: But he's on the road to getting on our page, to doing far more
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

44
1

cognitive things. "Early and accurate diagnosis is not a trivial problem. We can do better.

2

Why not let machines help us?" And I really think it was his final statement that he shared

3

in a beautiful article in the -- in 2017 that is really where we align with Professor Hinton.

4

So let's look at some clinical scenarios. Do we want autonomous interpretation of

5

screening mammograms? I really think that we do. We can go back to John Wolfe in 1964

6

who said, "The tedious task of examining about 250 women to detect one cancer seems

7

relatively unrewarding unless it is realized that the cancer found is most likely to be in a

8

curable stage. If left until it is clinically evident, the likelihood of salvage diminishes

9

rapidly." And this was in 1964.

10

And it is even more challenging now. Where he was looking at 250 exams to find

11

one cancer, we have roughly that same ratio, though we've gotten a little bit better at

12

finding more cancers out of the 250 women, but the paradigm now is we would look at over

13

200,000 images in a tomosynthesis practice to find five patients with cancer and we would

14

have fewer than one patient out of those 1,000 patients that would have a missed cancer.

15

Let's look at what we are asking our algorithms to do. First, breast density. Can we

16

improve upon humans? Absolutely. We published this paper on breast density, we had 83

17

radiologists at one end of the spectrum, a radiologist assessed 8% of patients as having

18

dense breasts. At the other end of the spectrum, 85% of women were assessed as having

19

dense breast tissue. This is federal legislation, that women are told their breast density but

20

the information they're being given is highly subjective and highly rife with human

21

variation.

22

So we did a study and showed 97% agreement with expert readings in a test setting

23

of our density algorithm and 94% agreement with human readers in routine clinical

24

practice.

25

This particular clinical implementation was important because we were showing
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radiologists how AI could be their friend, not their enemy. We showed them the feedback

2

showing where the radiologist and the model agreed, and that would be all the green

3

squares, where they agreed that the mammogram was fatty or scattered, heterogeneously

4

dense or extremely dense, and then we showed examples where there was disagreement.

5

Without exception, the radiologist agreed with the model, not the radiologist, again

6

underscoring that to err is human and that the AI could be a tool to reduce that human

7

variation.

8
9

The next step was is this mammogram normal or abnormal? Could we triage those
highly likely to have cancer? This is showing where our very early model performed in

10

putting our true positive cancers in the upper region and then also false positives were in

11

the lower 20%. So could we remove some false positives and could we set a threshold? We

12

felt very confident with our negative predictive value and then focused more on those that

13

were more likely to have cancer, adjusting the paradigm and the way we go through large,

14

large numbers of screening mammograms.

15

We found in this very early model the AUC was 0.85; this compares to community

16

certified physicians of roughly 0.87 and our MGH expert-trained physicians at an AUC of

17

0.92. So this is on the roadmap of a discovery.

18

This concept, though, that we're exploring of the triaging, removing some that don't

19

need to have that additional reading by the radiologist would show that we have 20% of

20

exams that we could remove from an oversight by a radiologist and maintain the equivalent

21

high sensitivity we have at Mass General and high specificity that actually exceeds what we

22

see in general community practice.

23

Knowledge of effective strategies for clinical implementation is essential and we

24

strongly support as we're moving along this roadmap rigorous peer-reviewed original

25

scientific publications.
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This is what we have in place, we have a very engaged, energetic, bright team of

2

radiologists that are exploring both the risks and the benefits of AI implementation and I

3

can't stress enough in this domain of physician burnout, we have to make sure this is

4

making their lives easier, not more difficult. They are excited and enthusiastic because they

5

know that their power and their role as radiologists will only be enhanced and increased

6

with the power of AI and it will also open up their entire world of patient impact to all the

7

other things that they do. Discussions with patients, reviewing exams, doing procedures,

8

discussing their future risk, how best to have triage and more patient-centered, more risk-

9

based screening.

10
11
12

And in conclusion, experts in the imaging sciences are clearly the best prepared to
lead this paradigm shift from human reading to AI autonomous reading.
Quality and safety measures developed and implemented for human reading can

13

translate to autonomous settings. We have the MQSA audit where we track our recall, our

14

cancer detection rates, our sensitivity and specificity, and we have an opportunity now to

15

exceed our current strategies.

16

No doubt, imaging sciences will join the autonomous AI revolution and can benefit

17

from our lessons learned in the domains of automotive, military, and the banking

18

enterprises, and multidisciplinary approach is needed and will be supported to leverage

19

strengths from the domains of healthcare, computer science, and our regulatory bodies.

20

I want to thank my colleagues in Mass General breast imaging, at MIT, and Regina

21

Barzilay's (ph.) CSAIL lab and how grateful I am for this opportunity at this workshop, as

22

well. Thank you so much.

23

(Applause.)

24

DR. LAMB: Thank you very much. So next, I'd like to present Lisa Baumhardt. She's

25

the senior regulatory manager for AI strategy at IBM Watson Health Imaging and she's going
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to speak to us about Artificial Intelligence in Breast Cancer Screening: Regulatory and Clinical

2

Considerations. Welcome.

3

(Applause.)

4

MS. BAUMHARDT: Hello. Some of what I'm going to say may be a repeat of our

5

previous speaker, but I'll try to mix it up a little differently. First of all, I'd like to thank the FDA

6

for having me here today and I'd also like to thank the IBM Watson Health team that helped

7

with the creation of the information I'm going to be presenting.

8
9
10

As an employee of IBM, I'm required to share with you our principles of trust and
transparency with respect to AI, so they are here for you to read.
So why talk about breast cancer screening and AI? I thought one of the statistics on this

11

slide that was extremely interesting to me, not being a radiologist, was depending on the

12

source, there's over 33 million to 39 million screening mammograms that are performed

13

each year in the United States. That places a big burden on the capacity for radiologists. In

14

addition, there's only about 30% of them that are actually reviewed by individuals

15

specializing in breast imaging. So while, you know, awareness is increasing to have

16

preventative services, it's also placing a burden on the current capacity.

17

Breast cancer screening is not without an opportunity for improvement, so I think

18

that's why we're seeing a lot of articles in the news recently about how AI is actually

19

performing maybe almost equivalent to that of a radiologist. False positives do occur and

20

women are sent for additional workups or sometimes even biopsies, and according to the

21

American Cancer Society, there's also about 20% false negatives, so maybe AI could help in

22

that space.

23

At Watson Health Imaging, we really believe in the power of people and technology,

24

so we think the combination of people and technology can outperform technology alone

25

and outperform people alone, and there are things that humans are really good at and
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2

there are also things that machines tend to excel at.
This is a really busy slide, but it's meant to illustrate that although I'm going to dive a

3

little deeper into autonomous read, there are many ways that we could apply AI to the

4

breast care pathway from anything from targeting social media to increase people who are

5

coming in from screening to areas that are existing medical devices today with breast

6

density to quality control evaluation of the images obtained to triage and work list

7

prioritization. And once you think about that triage or work list prioritization of sorting

8

ones that are potentially normal or potentially abnormal, you do take that logical next step

9

into thinking about an autonomous read.

10

When doing an autonomous read, you really need to consider what is it going to do

11

in addition to just reporting something as potentially BI-RADS 1 or negative? Are you

12

including a breast density AI? Are you including evaluation of priors when making that

13

decision? And then how do you integrate that into the final report at the site?

14

In the U.S., the majority of breast mammograms are read by one radiologist, so

15

thinking globally, it may be a little different. In a lot of other countries, it's done by either a

16

double read or a double-blind read where it can be two radiologists or a radiologist and a

17

technologist reading the mammogram and then if the two disagree, there's some form of

18

adjudication. So you could definitely see deploying an artificial intelligence autonomous

19

read to substitute for one of those two readers. You would still have some human oversight

20

if the two readers disagree through the method of adjudication. But in the United States, if

21

you were to introduce autonomous read, it would be the primary reader. When you start

22

thinking about that, for this particular scenario I'm going to talk about, assumes it would be

23

reporting on those exams that would render a BI-RADS 1 negative assessment.

24
25

You really start thinking about the level of performance we have to obtain and would
that be performance non-inferior or superior to the average MQSA-qualified interpreting
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physician or do we need to have that performance at a level of a breast imaging specialist?

2

Reminding again that 30% of the exams today are read by breast imaging specialists, that's

3

why I raise this question, but there is sort of that psychological perspective that people

4

place more trust in a human.

5

So if you are to deploy an autonomous read, would it really have to perform better?

6

And then if it even does perform better in a clinical study, I think this was addressed earlier,

7

some of the recent studies have shown while it can perform equal to a radiologist, it does

8

sometimes miss things that the human can pick up, so defining success is really the key.

9

In addition, once you've defined success, then you have to think about how you're

10

going to go about building your AI algorithm. It is true that there are very good data to

11

acquire in the breast imaging space, but you really need to think about the generalizability

12

of that data you're acquiring. So as you're acquiring your different datasets, are you

13

balancing it across age, race, ethnicity? Are you looking to be vendor neutral and that you

14

can analyze autonomously across any vendor acquisition system? Some of them have

15

different post-processing algorithms that are put in place for their presentation images and

16

many times the raw images are discarded.

17

You need to consider if you're going to train on the four traditional views or

18

additional views beyond that for your algorithm. Another thing to consider would be the

19

ground truth, so in determining if something is going to be normal or abnormal, what kind

20

of ground truth are you looking for, not only the radiological report of following those up

21

with biopsy proven and/or if you are training your algorithm on something to identify

22

BI-RADS 1, are you going to do 1-year follow up, 2-year, 4-year follow up to ensure that

23

you're really training on something that truly was negative and that no interval cancers

24

were detected?

25

I think another thing you need to consider is that methodology of doing the training,
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are you going to train on examination level, namely the final reports and maybe the follow-

2

up ground truth with biopsy or are you also going to train at the pixel level? So if you're

3

training at the pixel level, you have to think about who you're employing as your

4

annotators. But if your annotators are going to be drawing areas that are benign on the

5

image or identified in those areas that are suspicious for cancer, what are their credentials,

6

how many are you using? So for instance, if you're going to use human input for breast

7

density, there's inter-reader variability, how many annotators are you going to use to train

8

your algorithm? And then you're going to move, hopefully, into generating real-world

9

evidence in a clinical study.

10

I'm going to talk about the different type of evidence now. I don't really think it's a

11

one-and-done approach. I mean, obviously you're going to be doing bench testing as a

12

medical device manufacturer demonstrating you meet your requirements, and you may

13

even suggest or may need to do pilot studies to prove some of your assumptions.

14

Standalone performance is very critical in this and in particular, for an autonomous AI

15

where you're really going to be comparing your algorithm's performance against ground

16

truth and again, we talked about kind of the different types of ground truth you could

17

acquire. And then moving on to your pivotal clinical study where you're going to be

18

comparing yourselves to readers with that same set of ground truth images and what type

19

of readers are you comparing yourself to. Again, are you comparing yourself to specialists

20

who specialize in breast imaging or is it comparing to a wide variety of radiologists currently

21

doing the studies? And obviously, I think postmarket surveillance is going to have to come

22

into effect. We can't study and know everything about the use in the clinical study, you'd

23

be using a large retrospective dataset probably enriched with cancers, but then once the

24

algorithm is deployed and reading across an entire population, I really think you'd need to

25

assess that in postmarket surveillance.
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One of the things that I think is also challenging is just incorporating an autonomous

2

read into the current workflow. It may seem easy, but in this particular scenario we'd be

3

talking about an autonomous read for screening exams. So you'd need to think through

4

how is your algorithm reading the exams, are you reading them all ahead of time and then

5

just reporting on those you're able to and then, after that reporting, place the remainder of

6

the exams on the radiologist's work list? Are you processing them concurrently with some

7

sort of communication back that the algorithm is still processing, or are you going to require

8

a definitive human involvement to determine which one should be sent to the algorithm

9

versus which one should be put on the radiologist's work list? And then, of course, thinking

10

through site-specific reporting requirements to ensure that you meet the site's expectations

11

on filling out a final report, especially if no human's involved and all the elements have to

12

be included in the report.

13

The reason I brought up that workflow was I'm thinking through how you would

14

design, again, this type of an algorithm. I think you have to think about okay, so I am a

15

screening exam, but as a woman I came in and on my intake form I said I was having some

16

signs or symptoms. Maybe I should be put through the diagnostic pathway but my DICOM

17

tag still says screening because that's how I presented to the facility. Is utilizing a tag like

18

that sufficient to ensure that only screening exams are read by your autonomous AI or are

19

there other things you need to consider, like maybe having natural language processing

20

read that intake form to ensure it's really a screening exam or again, is there some human

21

intervention for routing the exams appropriately?

22

Another thing I think you need to consider in implementing autonomous AI would be

23

exclusions. So I said for instance, maybe you trained on the four standard views for

24

screening exam, but maybe a site acquires an exaggerated lateral view on its baseline

25

patients, is your algorithm going to be able to perform on those patients? Should your
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

52
1

algorithm be performing on those patients? Are there other exclusions you want to set in

2

place? Maybe women with very dense breast tissue are more challenging to read, maybe

3

those aren't the most normal of normal and you want to make sure that those move on to

4

the radiologist for their review and assessment. So I think you need to consider exclusions

5

and filters based on, again, knowing your target population and knowing your performance

6

metrics you think you can obtain.

7

So some of the technical challenges, as a recap on generalizability of the data and

8

access to the data to actually train your algorithm. Transparency not only in explainabilty

9

and understanding how the algorithm arrives at the decisions it derives, but also

10

transparency in this pathway so that somebody can take the output of an algorithm,

11

probably a numeric value, and translate that over to how it maps to a final report and

12

actually renders a result and is it actually signing the final reports.

13

Validation of the model, I already touched on performance requirements that

14

manufacturers need to determine which would be that appropriate level of performance,

15

but many of the different algorithms are being trained and tuned and tested on either

16

private datasets or sometimes public datasets but maybe there' s not consistency across

17

different vendors bringing technology like this to the market. Is there a need for any sort of

18

standardized database that everybody would be compared against? How would you ensure

19

that database remains current?

20

I talked a little bit about workflow and integration challenges, just ensuring that you

21

can meet site-specific requirements. One thing I haven't talked about so far is changes in

22

clinical reporting. So for example, we went from BI-RADS fourth edition to BI-RADS fifth

23

edition, there were small nuances in reporting changes but what if you change -- trained

24

your algorithm on BI-RADS fourth edition? Now you move to fifth edition, are you being

25

clear in your labeling so users understand when they can utilize the system? Does that
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need to be in your indication for use? Is that appropriate in your labeling and what type of

2

retraining will you need to do?

3

Some of the clinical considerations beyond just performance and choosing to adopt,

4

and obviously this is a little outside the scope of today but I wanted to mention it, is

5

reimbursement. Would the introduction of an automated read change the reimbursement

6

or lower it because technology is doing the interpretation of the exams?

7

Workflow and integration, from that standpoint, I'd like to speak more about. A

8

referring physician, you know, if the referring physician had questions or the woman's

9

primary care physician, who are they going to interface with if an autonomous-read read

10

the result, would they really still interact with the radiologist? We assume so but then the

11

radiologist, do they have to, you know, familiarize themselves and evaluate what the

12

autonomous AI did?

13

I was also thinking about the use of EQUIP, right, some of those audits that are done

14

to ensure that there's high-quality images being processed by each interpreting physician

15

and technologist, so would you audit the AI for image quality? The assumption might be

16

yes, but then if you see that there were some images that the AI shouldn't have read

17

because the image quality was questionable, how do you really go about doing that as a

18

corrective action? There's no retraining at the site, so I suppose you would have to

19

communicate with the manufacturer. That would be the same in any sort of medical

20

outcomes audits, as well.

21

And then I think it was previously touched upon, but are patients going to accept a

22

technology like this? Would they want to be able to make a decision if their image was read

23

by this technology, or once the performance level is at a level it should be at, would they be

24

comfortable with it?

25

And we really haven't even started to touch upon some of the medical-legal aspects
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

54
1

of, you know, when it fails or if it misses something that was obvious to a human, who

2

becomes legally responsible, the facility that adopted it, the manufacturer that developed

3

it?

4

And then the last one I want to talk about are some of the regulatory considerations

5

and challenges. Obviously, risk-benefit is a big one and that was spoken to previously, as

6

well. So if the benefits are that it's really providing some sort of relief for the radiologists

7

and maybe autonomously reporting on the least complex cases, there's some potential

8

benefits there but there's also risk. A false negative, obviously, is a big risk by the

9

autonomous AI. Would that be appropriately controlled through clinical study results in

10

addition to any postmarket surveillance that would occur once the algorithm would be

11

deployed?

12

We talked a little bit about ensuring that just screening mammograms are actually

13

presented to the algorithm so it doesn't inappropriately report on a diagnostic workup

14

when it shouldn't, so are there appropriate controls with exclusions or filters that you can

15

put in place to control those risks? And then, if you can control those risks, are you really a

16

candidate for the de novo pathway if you establish appropriate special controls that could

17

offset the risks identified? Maybe part of your special controls would be your clinical study

18

and performance. And then talking about some of those reasons you may need to modify

19

what is that pathway forward for modification, are there ways that you can modify and

20

continue to increase performance while maybe setting up a preapproved protocol with the

21

agency or do those all require going through the current regulatory pathway?

22

I think another thing we need to consider in this space is the development of

23

standards and standards unique to medical devices with respect to AI and then really work

24

towards a global regulatory guidance. There are a number of countries developing

25

guidance on training and testing and we want to ensure -- as a regulatory professional, we'd
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like to ensure as much commonality across them as possible because it makes our jobs a lot

2

easier.
And then the last thing, and I'm like burying the lead here, is the Mammography

3
4

Quality Standards Act. Right now that law requires mammograms to be interpreted by a

5

physician who's certified and qualified to interpret radiological procedures including

6

mammography. So would this place potential limitations on the clinical use of an

7

autonomous AI with that current law? It's unsure if an MQSA-certified facility could legally

8

utilize the AI, so that would be something we need to look at, as well.
So while triage wouldn't pose those same legal questions, an autonomous AI would.

9
10

Obviously, innovation's going to continue, I believe we're going to move towards

11

autonomous reads at some point, but we need to have a stepwise approach for how to get

12

there given some of the current challenges. So thank you very much, I appreciate your time

13

today.

14

(Applause.)

15

DR. LAMB: Thank you very much. So finally, we have Joshua Schulman, he's the VP

16

of Clinical and Regulatory Affairs and Quality Affairs for MaxQ AI, and he's going to speak to

17

us about Diagnostic rule-out: A path to confidence and efficacy for time-sensitive, life-

18

threatening indications. Welcome.

19

DR. SCHULMAN: Good morning. I'm Josh Schulman, VP of Regulatory, Clinical and

20

Quality at MaxQ AI. I'll be speaking today about autonomous diagnostic rule-out and its

21

potential to impact time-sensitive and life threatening indications. MaxQ is not quite as well

22

known as the previous speaker's company, so before I get into specifics, a couple of words

23

about the company since I think it reflects a new type of company that's populating this

24

ecosystem.

25

MaxQ was founded in 2013 in Tel Aviv and now has commercial leadership and
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customer support functions in the U.S. The company's goal is to empower physicians to

2

provide better care through what we call intelligent imaging. By intelligent imaging, we mean

3

utilizing all the information inherent in imaging modalities and ultimately coupling it with

4

surrounding data. We're aiming to do this using deep learning and machine vision approaches

5

to develop software platforms that enable timely and accurate diagnosis, and we're focused on

6

critical decisions with direct clinical and economic outcomes ultimately to improve patient care

7

and in the current healthcare environment, to lower costs.

8

Well, this concept of autonomous diagnostic rule-out for time-sensitive and life

9

threatening indications could apply to AI in a number of different contexts. This event focuses

10

on a radiology perspective and while I won't be focusing on a specific product, many of the

11

issues I'll raise are based on development activities at MaxQ and discussions with regulators

12

from around the world in a variety of forums and industry interactions, including here at FDA,

13

our work in the breakthrough pathway and software precertification program.

14

In almost 60 years of innovation, we've seen dramatic advances in both hardware and

15

software for imaging. In the last decade, these imaging advances have converged with a

16

reinvigoration of AI. There are a variety of ways to conceptualize the history and progression of

17

AI and I've adapted one here, but in any conception there has been a paradigm shift over the

18

last several years and it's been based on conceptual, computational, and neuro-scientific

19

advances and it's remarkable how quickly it has penetrated across many disciplines.

20

Specifically in radiology, this has led to a new era of CAD devices which have been

21

cleared, in some cases under new regulatory frameworks in CADt and CADe/x and I'm sure we'll

22

see more under the new down-classification.

23

The cleared devices to date have been oriented largely toward detection and

24

identification, are generally indicated for adjunctive use and do not function fully

25

autonomously. While we're beginning to see how this can be beneficial for patients and
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caregivers, there's still a large range of clinical areas where AI devices may be able to do more.

2

To take an example from the cerebrovascular space, while CADt's are poised to support

3

care improvement programs such as Get with the Guidelines and Target: Stroke, at its core the

4

domain of cerebrovascular events is still challenged by speed and diagnostic accuracy in some

5

situations.

6

For example, the large meta-analysis here on the left notes that misdiagnosis in

7

emergency settings can be driven by factors such atypical clinical presentation, type of

8

healthcare facility, and even patient demographics. At the same time, a key aspect of the

9

clinical workflow that underlies the setting is the fundamental need to rule out particular

10

conditions or pathologies. In stroke and traumatic brain injury, this is a key pillar of differential

11

diagnosis. In the example here, risk factors for mis-diagnosis were found to lead to error rates

12

approaching 50% in some conditions. This compares to an ER mis-diagnosis rate for myocardial

13

infarction that's closer to 2%. So as mentioned before, some indications stand to benefit more

14

than others. This is not only an issue for clinical errors, but also for suboptimal treatment

15

where, for example, the absence of rule-out for intracranial hemorrhage eliminates the

16

possibility of tPA use.

17

On the other hand, studies such as the one on the right from Kaiser have shown that

18

adding expertise, often in short supply, can lead to improvements in both speed of care and

19

improved accuracy, as well as clinical confidence that ultimately can lead to increased

20

utilization of potentially lifesaving and function-sparing treatments, in this case tPA.

21

It's also notable that a key issue, though not the only one, in both examples is the

22

presence of intracranial hemorrhage, a finding which is actually relatively rare in the overall

23

population of patients referred for head CT.

24
25

So what could be the potential benefits of algorithmic rule-out for findings in this
example? This projection of expert-level performance could increase diagnostic accuracy,
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clinician confidence, and ultimately, optimized treatment.

2

Thinking about this distinction from a broader perspective, these types of data suggest

3

that the domains for patients, caregivers, and healthcare systems are likely to get the greatest

4

benefit from diagnostic rule-out, especially autonomous, have several common characteristics.

5

These are low prevalence, high-risk conditions with significant error rates where false positives

6

are risky, resource intensive and/or expensive.

7

Until now I've raised some of the issues around pursuing autonomous diagnostic rule-

8

out. Now, in considering how these types of devices can be implemented, there are

9

implications throughout the product life cycle. Many of these relate to the intrinsic risk profile

10

diagnostic rule-out devices which is related to both the claims and the use cases for these

11

devices. Since there are other speakers on the specifics of development for these types of

12

devices, I'll touch on this more conceptually.

13

For example, it's likely that an autonomous diagnostic rule-out device would require

14

performance on dimensions such as sensitivity and specificity, to be at least as robust as the

15

optimal standard of care. However, this is not always a matter of training, of just training

16

sensitivity and specificity. In challenging domains there are times when algorithm performance

17

simply can't reach those levels across both of those axes simultaneously. This is particularly

18

true when a device needs to demonstrate high levels of generalizability. Well, this is always a

19

consideration in AI, it takes on additional weight when the indication is diagnostic rule-out and

20

it's shaped by technical factors such as diverse hardware and software platforms and protocols,

21

notwithstanding the existence of industry standards.

22

Similarly, beyond detection of rule-out, since a trained clinician may implicitly recognize

23

a wide range of image quality issues, autonomous diagnostic rule-out may also need

24

mechanisms, whether technical or labeling based, to be able to do the same in order to

25

maintain the quality of results.
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There are also a number of clinical considerations that need to be addressed when

1
2

developing truly generalized programs. These can include population diversity, varying

3

presentations of disease, and the long-tail presentations of both normal variants and disease

4

states.

5

Similarly, incidental findings are an issue in general radiology but take on a different cast

6

in the scope of diagnostic algorithms. Recent meta-analysis in the British Medical Journal found

7

the rate of so-called incidental omas of all types in head and spine MRI to exceed 20% in typical

8

practice, but was as low as 5% for chest CT in otherwise healthy patients. Regardless, for each

9

intended use, regulators and industry will need to determine what incidental findings must be

10

detected and reported by autonomous diagnostic AI that is extensively designed for a different

11

indication. Interestingly, this can be exacerbated by high-performance imaging and algorithms

12

that may be more highly sensitive to findings than a typical reader, say, in the ER.

13

Also, from a regulatory perspective, would detection of such findings be part of the

14

device indication and if not, the standard of care -- and even if not, the standard of care may

15

not be clear, so it might be challenging in the premarket phase to define performance goals for

16

detecting such findings. Since there will be a lot of unknowns, one suggestion in this case may

17

be to adopt a framework of pre-specified change plans. This might allow agreement on both

18

what incidental findings are sufficient to detect and would have the added benefit of ultimately

19

defining criteria around incidental findings based on their real-world prevalence.

20

Finally, despite the best efforts of our algorithm and data scientists, autonomous

21

diagnostic AI devices will not be perfect. Given that, industry and regulators need to consider

22

how, if, and under what circumstances an algorithm virtually throws up its hands and

23

recommends human assessment.

24
25

In the area of human factors, one way autonomous diagnostic rule-out could be game
changing would be by removing normals from a reading queue. This is particularly true in
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

60
1

settings like those I've described and others where findings are rare. However, from a clinical

2

training and expertise perspective, our enterprise will need to understand whether decreased

3

exposure to normals by clinicians has an impact on their overall reading performance.

4

While this is a risk, one of the opportunities inherent in the nature of this generation of

5

devices is increased transparency and it might be possible to leverage this to create data-driven

6

performance criteria for both algorithms and the humans utilizing them such that the definition

7

of standard-of-care accuracy and time will be based on observed performance and can be

8

updated as practice parameters change.

9

In the realm of explainability, providing users with an understanding of the key decision

10

factors, so to speak, underlying autonomous AI could be crucial to establishing user confidence,

11

facilitating accept/reject mechanisms where warranted, and creating a framework that

12

integrates established methods for over-reading in radiology.

13

In terms of how explainability could be implemented, this may be dependent on the

14

modality and data. For example, in radiology, while not always effective, next-generation

15

salience maps or captioning methods may be modalities that integrate well into the existing

16

cognitive constructs and workflows that exist in radiology. For example, in the lower image on

17

the right is a demonstration of the use of such heat maps in an algorithm generated text

18

radiology report to explain the basis for an algorithm result.

19

A related issue in the human use of AI tools in general that is more acute in diagnostic AI

20

is automation bias. To what extent will users be willing to question or overrule an algorithm

21

that has been developed and tested on thousands of cases amid a burgeoning industry of

22

published studies claiming that AI devices are as accurate or better than humans? At the same

23

time, when a commission accepts what is labeled as a diagnostic output not requiring clinical

24

review, the responsibility for that decision will need to be clarified.

25

In addition to the human issues just described, there are a number of ways in which the
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regulatory postmarket phase may have specific risks and considerations. One issue that has

2

come up in AI devices in general that has higher stakes for both, both for improvement and for

3

risk, is the issue of continuous learning. On one hand, the goals of diagnostic AI may be best

4

served by algorithms that can improve on a continuous basis but at the same time, the risks of

5

performance failures or over-training on local datasets are magnified in this context.

6

In addition, the issue of explainability arises again here. Will it be necessary for

7

continuously learning algorithms and would these be truly continuously evolving or maybe a

8

punctuated equilibrium model to provide release notes of sorts to users to update and explain

9

each change to the algorithm?

10

Similarly, as mentioned in today's first talk, FDA's software precertification program,

11

which MaxQ has been privileged to participate in, has generated new focus on proactive

12

monitoring of performance for software devices. If done effectively and with help from a

13

regulatory framework that allows for robust tracking and data analysis, this could be a key

14

factor in increasing both user and regulator confidence in autonomous diagnostic AI.

15

Regulators, healthcare institutions, and industry might consider the benefits of adopting

16

a model similar to human radiology QA though here, inverted, where human readers

17

periodically conduct over-reads to validate actual algorithm performance and adopt a

18

radiologist practice of reviewing error cases together, but in this case it would be with the

19

manufacturers or where warranted, with regulators.

20

Similarly, this could apply to the use of real-world evidence for validating premarket

21

claims as well as identifying and validating new indications in patient populations. This has

22

been raised in FDA communications in this space. The unique regulatory aspect here could be

23

the mixing of both diagnostic and non-diagnostic or autonomous and human-in-the-loop

24

indications in the same device and a general shifting of indications depending on what is

25

supported by the data.
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Finally, it should be noted that the burden of data collection and qualification for clinical

2

studies could be impacted by diagnostic AI devices. For example, could a diagnostic AI finding

3

generated with no human intervention be treated as ground truth for qualifying a patient for a

4

retrospective reader study or would manual review still be required? And for that matter,

5

could we have virtual truthing panels of AI devices?

6

As I noted at the beginning, until relatively recently much of the imaging technology

7

space has been focused on quality and productivity. Since the advent of CAD devices and their

8

expansion in recent years, we have moved to a technology and regulatory environment where

9

AI radiology software is focused mostly on the presence of distinct findings. So conceptualize

10

the next wave of AI as based on contextual adaptation where the algorithmic input integrates

11

numerous data sources and covers a wide range of possibilities.

12

When this happens, and it may be starting already, autonomous or not, AI software will

13

begin to characterize conditions based on integrative assessments of a large number of diverse

14

parameters. This will hopefully be the basis for informed recommendations on therapeutic

15

pathways and better assessments of patient prognosis.

16

Interestingly, unlike current generations, this coming generation of AI may be capable of

17

providing outputs not all of which have necessarily been generated previously. In other words,

18

the complete algorithm output may not be just the aggregate of findings or absence through

19

the modalities collected.

20

From a clinical perspective, this could impact the way diseases are characterized and

21

from a regulatory perspective, this will raise new questions ranging from validation to definition

22

of claims.

23

In closing, it may be that the move forward into a truly transformational phase will be

24

based not only on AI technology where integrative, multi-dimensional data will be used, but it

25

will also require clinical, economic, and regulatory frameworks to make better and more
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efficient healthcare a reality.
Thanks to the organizers for working collaboratively across government and with

2
3

industry to lay the groundwork for this.

4

(Applause.)

5

DR. LAMB: So thank you, everyone, for your attention. We have a brief break until the

6

morning panel discussion. We're pretty much on time right now, so the panel discussion is

7

scheduled to start around 10:30, so please be back in your seats around that time. And those

8

who are actually going to be on stage, please try and make it a few minutes before that. Thank

9

you.

10

(Off the record at 10:03 a.m.)

11

(On the record at 10:33 a.m.)

12

DR. LAMB: I'd like to welcome our panelists and thank you for participating in this

13

morning's sessions. And I also want to thank those members of the audience who

14

submitted questions. We look forward to hearing from you. I'd also like to note that some

15

of the questions we got in are kind of regulatory in nature and some of them we don't really

16

have answers to yet in this emerging field, and I'd like to remind you that the docket will

17

continue to be open after this meeting if you want to submit additional questions or

18

comments.

19

I'd like to start by introducing our panelists. Well, actually, I'm going to ask them to

20

introduce themselves because I think that's going to work a little bit more smoothly. Some

21

of these panelists you’ve already heard from this morning and some of them are new to the

22

stage, but I'd like to start with Lisa Baumhardt and if you can just continue in order to this

23

side of the stage, I'd appreciate it.

24
25

MS. BAUMHARDT: Sure. Hi, I'm Lisa Baumhardt, I'm the senior regulatory manager
of AI strategy at IBM Watson Health Imaging.
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DR. FRANK: My name is Richard Frank, I'm Chief Medical Officer of Siemens

2

Healthineers and I'm here also representing the Medical Imaging Technology Alliance. You

3

had asked that I prepare some remarks. Do you want me to give them now or wait until all

4

the introductions are made?

5

DR. LAMB: Let's follow the introductions.

6

DR. GKANATSIOS: Hi, everybody. I'm Nikos Gkanatsios with Hologic. I'm in the

7

industry of breast imaging for about 20 years now. My background is medical physics and I'm

8

senior director of systems engineering at Hologic.
DR. LEHMAN: Hi. Good morning, I'm Connie Lehman. I'm Division Chief of Breast

9
10

Imaging at Mass General Hospital and a Professor of Radiology at Harvard Medical School.
DR. KENT: Hi, my name is David Kent. I'm a general internist at Tufts Medical Center, a

11
12

Professor of Medicine there. I do research and see patients. My expertise is in predictive

13

modeling and clinical epidemiology.
MR. PATEL: Good morning, I'm Bakul Patel. You heard from me before. I'm the

14
15

Director for Digital Health at CDRH.
DR. OCHS: Hello, I'm Robert Ochs. I'm the Deputy Office Director for Radiological

16
17

Health in CDRH's Office of In Vitro Diagnostics and Radiological Health.
DR. SCHULMAN: Hi, I'm Josh Schulman, VP of Clinical, Regulatory, and Quality at MaxQ

18
19
20
21

AI.
DR. SUMMERS: Ron Summers, a radiologist and senior investigator at the NIH Clinical
Center.

22

DR. LEVINE: Gary Levine. I'm a radiologist and electrical engineer with FDA.

23

DR. ALLEN: Hi, I am Bibb Allen and I am -- one more time, there you go. Sorry.

24
25

Technology, you know, gets me.
(Laughter.)
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DR. ALLEN: So I am Bibb Allen and I'm a general diagnostic radiologist in Birmingham,

2

Alabama, in community practice, a former officer in the American College of Radiology and now

3

the chief medical officer of the ACR's Data Science Institute.

4
5
6

DR. CADOTTE: Hi, I'm Alex Cadotte. I'm the division lead for software and digital health
for the Division of Radiological Health, and I'm also co-moderating.
DR. LAMB: Thank you, everybody. So just to get started, I would like to ask for those

7

panelists who haven't had an opportunity to speak this morning, to have them introduce

8

themselves a little more by remarking on what is a message that, you know, you feel is really

9

important for us to draw from the meeting, such as a benefit the community shouldn't miss or a

10

concern we shouldn't ignore. Or a lesson you hope to learn from others -- so if we could start

11

with Richard Frank.

12

DR. FRANK: I swear that I can do this in 2 minutes, but that was the charge. So as AI

13

becomes more prevalent in medical imaging, the adequacy of the current system of

14

regulatory oversight is frequently debated. As a representative of the Medical Imaging

15

Technology Alliance I'm grateful for this opportunity, the opportunity afforded by this

16

workshop, to provide some clarity which should be reassuring to providers, payers, and

17

patients. So our primary message is this, we believe that patient benefit is paramount. FDA

18

regulations should enable patient access to the benefits of AI, providing cost-efficient

19

medical imaging which has clear clinical utility and integrates easily into workflow and

20

patient care pathways. In order to do this, the FDA must continue to implement and utilize

21

clear and transparent regulatory pathways. In fact, MITA membership believes locked AI

22

algorithms are regulated very well by the existing regulatory systems and require little to no

23

change other than minor improvements to clarity to enable continued patient benefit from

24

the innovations in AI.

25

More specifically, FDA's regulatory system should continue to employ standard
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

66
1

regulatory review principles, including risk-based classifications which incorporate the

2

degree of algorithm autonomy, premarket requirements balanced with postmarket

3

requirements, consideration of the risk relative to the benefit, and real-world evidence.

4

In the process of adapting or as Bakul said, tailoring current guidance to advances in

5

AI, FDA should continue to utilize the notice and comment on rulemaking procedures as

6

required by the Administrative Procedures Act. Also, regulations and guidance should be

7

applied in a consistent manner across all products that utilize AI, and we heard reference to

8

that from FDA presenters this morning.

9

For AI, clarity of FDA requirements is particularly important for training and

10

validation databases. In the review process, when evaluating transparency and

11

explainability, we believe the FDA should consider technical feasibility and appropriateness

12

for the intended use and the use setting.

13

In summary, patient benefit is paramount. The best way to achieve that benefit is

14

application of existing FDA regulations in a way which is consistent across all locked AI for

15

imaging, thus enabling the rapid adoption of safe and effective innovations. Thank you.

16

DR. GKANATSIOS: Hello again. First of all, thank you to the FDA for organizing this

17

great event and it's obvious how successful this is. And thank you to all the presenters who

18

shared their knowledge with us and tried to educate us. And of course, thank you to all of

19

you who are taking AI and trying to move it to the next level.

20

There is definitely a lot of good information presented here today. We are seeing

21

information about how to move into maybe AI triaging the patients, in other words, new

22

pathways and better pathways AI advanced in areas where we can have better clinical

23

outcomes and comprising with systems that provide more confidence to the health

24

professionals and most important, we improve patient care because this is really where

25

we're going to as a final goal.
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But at the end, we have to realize that this is still a regulatory area. We have to

1
2

move within the regulatory guidelines, we have to really pay attention to how we introduce

3

all these new technologies. But we also have to realize that maybe this is what this

4

gathering is all about, to realize how to work together to try to take innovation and move it

5

to the next level. We definitely know that innovation doesn't fall back, innovation doesn't

6

wait for us, and definitely we have to figure out how to work together in order to move the

7

regulatory paths ahead and adopt the innovation as it comes in, thinking of the patient care

8

as the primary concern that we have.
And also something that I believe Robert Ochs mentioned this morning and triggered

9
10

something in me, we also have to consider the patient themselves, where is the patient

11

who stands in front of us, in front of all of this? How does the patient understand all this?

12

Do we actually have to expand beyond AI and understand how to introduce AI not only to

13

the professionals, but also to the patients so that patients can make their own evaluations

14

as to how to trust this new technology and this new innovation? And also how to guide us

15

what is acceptable for them versus what is acceptable for regulatory bodies only. Thank

16

you.

17

DR. KENT: So I'd also like to thank the FDA for organizing this very interesting

18

workshop. I really enjoyed the morning talks. You know, as I was listening to it, a whole

19

host of questions kind of came to mind in terms of how to evaluate this new technology. I

20

guess a lot of what we heard about evaluating this technology had to do with diagnostic

21

accuracy or statistical accuracy and that's the appropriate place for us to be. But you know,

22

down the road we also have to think about patient outcomes and the way diagnostic

23

accuracy links to patient outcomes is not always straightforward. There are different

24

frameworks for the evaluation of these new technologies as they come online.

25

But you know, one issue that I think we should even start to think about now is the
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issue which was, I think, raised by Constance's talk briefly, at least one of the articles she

2

alluded to was the issue of over-diagnosis. This is a little different than statistical accuracy

3

because it's the detection of disease, true disease. It's a true positive, it's not a false

4

positive, so you could have a hundred percent accuracy but still have a problem of over-

5

diagnosis. The problem is you can't really detect over-diagnosis in the individual patient,

6

you can only infer it at the population level.

7

And as new technologies have come on into other fields that I know a little bit more

8

about, in the cardiovascular space, for instance, we change the meaning of the diagnosis.

9

So for example, we know atrial fibrillation has a 5% stroke risk, we know we can lower the

10

stroke risk with anticoagulation, but we don't know what the risk is of Apple Watch-

11

detected atrial fibrillation because it's much more sensitive than clinically presented atrial

12

fibrillation. If you detect 30 seconds of atrial fibrillation on your Apple Watch, or a minute

13

or 2 minutes of atrial fibrillation, it's a true positive but it's not necessarily something that

14

warrants treatment with anticoagulation.

15

As these technologies in cancer detection get better, we might find a shift in the

16

disease and all the things we learned about cancer detection over the last decades might no

17

longer be valid from a clinical effectiveness viewpoint. So right now the balance, the risks

18

and benefits for patients, for example, in their forties, it's finely balanced for women

19

deciding to get mammographies. We're not sure what's going to happen to those risks and

20

benefits as the -- you'd think they'd get better, but it's not necessarily the case that they'd

21

get better because the risks, the risks of over-diagnosis may, in fact, paradoxically go up and

22

the risks and potential harms can also go up.

23

DR. LEVINE: Hi. Gary Levine. And I think one of the things is, when we look at AI, is to

24

make sure that ultimately it's benefiting the patient in a way such that the patient ends up

25

better with AI than they did before AI jumped in. In particular, the net benefit should exceed
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any risk that a device introduces. And it's important to keep in perspective that imaging has

2

become so much more important over the last 40 years.

3

When I was a medical student at the University of Maryland, my chief of medicine

4

would expect you to go examine the patient and make a diagnosis. No surgeon will take a

5

patient today to the OR for appendicitis without doing a CT of the abdomen. And so imaging

6

has become so much more central to patient management, but I think we have a great

7

opportunity to expand this not only throughout the U.S., but worldwide.

8

DR. ALLEN: Thank you. I'm Bibb Allen again and I want to give you just a little bit of, you

9

know, this perspective of a radiologist in the trenches and what -- what I see as coming down

10

the pike. This is an incredibly exciting time, in my opinion. I tell every young -- as one who's

11

lived through CT, MR, PET, all of these things happened in my professional career, I see AI as

12

eclipsing all of those and being the greatest innovation for radiology that will allow us to take

13

care of our patients so much better than we had before. And I tell everybody that.

14

So these are incredibly exciting times and when I look at the -- you know, the

15

opportunity of what we're talking today about, autonomously functioning AI, and I look at the

16

opportunities for an algorithm to be running in the background. And so it's a patient who's

17

come to the ED for trauma, they were in a car wreck, we don't know if it's major or minor

18

trauma yet, they're having their CT scan, everybody's focused on the trauma, but at the same

19

time AI in the background can be quantifying their degree of pulmonary emphysema or their

20

degree of hepatic steatosis or their overall body mass or their overall bone density, and you

21

look at what those things can do and they can be translated into their record and in part of

22

their medical record. I mean, I could say it into my microphone, but it's not just an X-ray report

23

and it's just going to get buried and nobody's going to follow up on that hepatic steatosis. So

24

we can use an autonomously functioning algorithm that identifies that and then puts it into

25

that algorithm. And so to me, this is very, very exciting times.
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On the other hand, as I listened today, I think that we have to be very careful about how

2

we look at the rule-out algorithms because I think that when we look at significant diseases that

3

we don't want to miss, whether it's intracranial hemorrhage, pulmonary embolus, even fracture

4

detection, the fracture detection actually is one that concerns me a lot because it would be a

5

simple thing to say oh, look, we got a fracture detection algorithm for the ED physicians, we

6

don't have to worry about that.

7

And then I look at, you know, the one in a hundred thousand or maybe even less,

8

children that are out there that are -- that have Ewing's sarcoma and by far, the most common

9

way we detect those patients is they'll have some sort of minor trauma, their arm will hurt and

10

they'll come to the ED and they'll have an X-ray. Now, would the algorithm be trained to find

11

Ewing's sarcoma? And so how are we going to understand those things when we look at these

12

rule-outs and autonomously functioning algorithms? I'm all for having them help radiologists, I

13

just have a concern about where do they need to be to be able to do all the care that we

14

typically provide.

15

DR. LAMB: Thank you for those thoughts.

16

So can I get into the topic of clinical uses, benefits, and risks? And the first question is to

17

Bibb, again, to Dr. Allen, and who is truly the user for autonomous AI devices, and what are

18

appropriate uses, do you think?

19

DR. ALLEN: Well, as I said, I was excited for autonomously functioning AI to be able to

20

do some of these use cases like I mentioned before, so hepatic steatosis for instance, the risk of

21

those patients developing hepatocellular carcinoma is increasing. We know that abdominal fat

22

measurements can be better than just general body mass indices. Quantification of pulmonary

23

emphysema. And all of that stuff could be part of a radiological report, but in the context of

24

how we're doing that, those are typically not the reasons for the exams. So this is information

25

that's sitting there and it's lost, and so the AI can almost run in the background and autoFree State Reporting, Inc.
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populate problem lists for the patient's primary care physician around these other topics.

2

Coronary artery calcification is another one. All of these things that could help us really

3

improve population health in those ways.

4

The triage, you know, the CADt-type algorithms, I think, are going to be very important.

5

I think that there's no radiologist in this audience who will say that they have never overlooked

6

a pulmonary embolus or a small brain hemorrhage. I mean, you know, they're there. And so to

7

have that running together when you're looking at the main thing and having the algorithm run

8

on the main thing. But we find a lot of pulmonary emboli in cancer patients that have had an

9

abdominal CT scan to follow up their liver cancer but because they had cancer they're at high

10

risk for PE. Would the PE algorithm be running on that case? And so do you know or were you

11

back into -- you know, where are you?

12

So I hope I sort of gave you a little bit of a dichotomy about where we should start with

13

autonomously functioning algorithms, what we can do right now, and I think as all of the

14

speakers this morning talked about, having the pathway for assessing them and particularly

15

with some degree of real-time assessment with radiologists and the algorithms working hand in

16

hand to verify that and see is there a population that we could potentially turn over to the

17

algorithm. You know, we did this with Pap smears in 1998, but it didn't happen overnight and

18

there was a lot of effort that went through to making sure that that was done in a safe way for

19

these women and I think we should make the same effort now of let AI narrow-use cases work

20

with us and then see where we can go next for autonomous AI.

21

DR. LAMB: Dr. Frank, I believe you can tell us what product features you think are

22

important for the adoption of AI so that patients benefit in a safe and effective way without the

23

administrative burden that contributes to burnout, which is also associated with these health

24

outcomes.

25

DR. FRANK: I'm sorry, I didn't hear very well. This is a question about product
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features and dealing with patient benefits and physician burnout?

2

DR. LAMB: Yeah.

3

DR. FRANK: Um-hum. Well, certainly physician burnout has proven to affect patient

4

care, resulting in reduced outcomes. So it's not just a matter of physician burnout for the

5

sake of the physician, it's also for the sake of care of the patient. In fact, in the AMA survey

6

of factors in physician burnout, the top two causes are prior authorization and

7

administrative burden such as they've encountered with electronic health records. So

8

product features in AI which minimize administrative burden are therefore actually

9

complementary to safety and efficacy.

10

Minimizing burden means products that integrate easily into current clinical

11

workflow. This includes being able to exchange data and interoperate with existing

12

modality, review, and reporting systems so that the physician does not need to interact

13

unnecessarily with additional devices. These product features include easy integration into

14

clinical workflow and data formats, alleviating mundane tasks in image acquisition, review,

15

and reporting, while allowing the physician the ability to drill deeper in cases where they

16

feel the need to vet the supporting data and providing information which has clinical utility

17

consistent with existing patient pathway, care pathways, and the practice of medicine.

18

DR. LAMB: Thank you. So there's some questions about how should developers,

19

clinicians, patients, and regulators communicate risks of automated device use, and I'd like to

20

ask Dr. Kent and Dr. Schulman to address this question.

21

(Off microphone comment.)

22

DR. LAMB: Both of you.

23

DR. KENT: I'm sorry, could you just repeat the question, please?

24

DR. LAMB: Yeah, sure. How should developers, clinicians, patients, and regulators

25

communicate about the risks of automated use devices?
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DR. KENT: It's very hard to hear, to be honest.

2

DR. LAMB: How should developers, clinicians, patients, and regulators communicate

3

about the risks of automated use devices?

4

DR. KENT: You know, risk communication is -- it's obviously its own field in terms of --

5

you know, I think that there's, I guess, two types of communications or more than that, one is

6

to the community of users. From the regulatory standpoint, I think it's really up to the FDA to

7

make sure that the products it approves have a minimal level of safety.

8
9

But in terms of communicating risks to the patient, these are, you know, becoming more
and more complicated discussions and the whole idea, the whole area of shared decision

10

making is becoming more complex. It's complex because the risks and harms are complex.

11

Even on average, it's hard for us as researchers to figure out how they balance out on average

12

and then when you get to the individual patient, there's so many different factors that could

13

potentially affect risks to the individual and together with the point estimates, there's always

14

concern about uncertainty. So I think I just gave you a non-answer, you know --

15

(Laughter.)

16

DR. KENT: -- except to say that, you know, this is -- more research is needed, right, I

17

guess is what I just said, and it's definitely a field that more investment in terms of risk

18

communication is very much needed, and more thought.

19

DR. LEHMAN: And I'd just like to add in that often I find that because we're in an AI

20

domain, we think we have to leave behind all the amazing work that's been done in the past

21

around talking to our patients, talking to them about the tests that we have, both the benefits

22

and the risks of those. So, for example, when we had federal legislation to inform all women of

23

dense breast tissue, we had to talk to them about that. Or sometimes, as a radiologist, we

24

would punt it to the primary care doctor, but they had to have those conversations about what

25

does this mean, what does this mean that I've been told I have high breast density?
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So I don't think we should think because it's AI, we're flying blind. We're really not, we

2

have lots of different domains. That's also why we should be so careful about where we're

3

picking, as Bibb's talked about, the specific use case so we're not going off in some area where

4

we can't even see how it's going to go forward to the full improved patient outcome.

5

DR. SUMMERS: As radiologists, we're trained to understand some of our own

6

perceptual strengths and weaknesses, for example, satisfaction of search is still an important

7

issue in the AI realm, just as it was during reading radiographs and cross-sectional scans without

8

aids. So I think satisfaction of search and other perceptual issues are risks that need to be

9

managed, that clinicians in training and after training, during continuing medical education, will

10

need to be reminded about the potential for risks such as satisfaction of search and we will

11

need to be sure to incorporate in our clinical education all the potential risks.

12

DR. SCHULMAN: I think I'd seize on what Dr. Lehman said also, that sometimes right

13

now I think, you know, we talk a lot about explainability of AI because it's a new technology and

14

it's not entirely understood. But we use lots of things in medicine and, you know, nobody asks

15

their doctor to explain how the blood pressure cuff works or, you know, lots of standardized lab

16

tests that are -- that have been in use for a long time. So I think some of the questions about

17

risk communication will diminish over time as confidence develops in using these devices. But

18

at the same time, you know, we live -- people in the AI space, in the AI device space, live in kind

19

of our own -- our own ecosystem where, you know, within this room a lot of us can talk about

20

sensitivity, specificity, NPV, PPV, and people know what those mean. I think that as these

21

technologies become more widespread, it will be important for there to be developed not just

22

an explainable AI sense in the explainable AI, but also the results in a more explainable way that

23

patients can understand and that non-specialists can communicate effectively to patients.

24
25

DR. GKANATSIOS: And I think another key that we have to remember is that we have
to educate our patients. If we don't educate our patients, how are we expecting them to
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

75
1

understand the risks? We can talk about risks to them and everything flies over their head.

2

So maybe the key here is education, like we educated them how they need to look for the

3

95% sensitive radiologist versus the 40%, or look for the centers that are qualified to go do

4

their mammogram. The same way, educate them how AI can help them and help them

5

understand and maybe share the risks, as David mentioned earlier.

6

DR. LAMB: Thanks. And I am also opening it to some of the FDA folks on the panel.

7

Maybe starting with Dr. Levine, comment on how these risks and the uncertainty that we just

8

discussed could affect the future regulatory paths of these devices.

9

DR. LEVINE: Basically, greater risk will necessarily lead to a more complex regulatory

10

path, as Robert Ochs very elegantly illuminated the different possibilities. Therefore, in order

11

to be simple, if industry can find a way to proceed incrementally or in a stepwise fashion so

12

each step builds upon what was done previously.

13

Now, there are some risks, as Bibb pointed out, the fracture detection algorithm -- and

14

actually, I had thought of osteogenic sarcoma instead of Ewing's, but that would be another

15

thing that you really have to be careful of, is you're picking all the fractures out but what else

16

could show up as a fracture? Could it be a metastatic lesion from breast cancer? And I've

17

certainly seen that clinically. Could it be an osteogenic sarcoma or Ewing's sarcoma? Your

18

algorithm has to either flag it as this is abnormal and it needs a priority radiologist review or do

19

something with it.

20

So going back to the risk question, by taking small well-defined steps, this will allow a

21

more straightforward regulatory path to market, as Robert went through de novo to 510(k).

22

Obviously totally new ideas, just by their intrinsic concept, will require a more complex

23

regulatory path.

24
25

Let's talk a little bit about risk, clinical risk, and our tolerance for risk will really depend
on how much do we understand it and if we understand the underlying technology and we
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know exactly what it's doing, we can have a greater tolerance. In comparison, we have to have

2

less tolerance if it is something that we don't really understand. If it's a complete and total

3

black box, we need a lot more data. And obviously, in practice this is a continuum.
DR. OCHS: Yeah, I think Gary summarized it pretty nicely, too. I mean, the more high

4
5

risk, the more uncertainty, the risk-benefit or uncertainty and how to control that risk does, you

6

know, result in different regulatory pathways, PMA pathway, versus if we do have confidence

7

that we can understand and develop separate controls to adjust those risks, which could allow

8

de novo submissions and then future 510(k)s.
And I'm, you know, interested to hear experience from users or members of the

9
10

industry. You know, Josh too, how you thought about risk in your product area because you do

11

have a pretty high-risk product, I think, but you also found ways and I'm curious as to how you

12

thought about how to control that risk when you were developing it and choosing an intended

13

use.

14

DR. SCHULMAN: So I think in terms of some of what we've done in risk is being rigorous

15

about our development process and being rigorous about the -- about the validation process in

16

particular, you know, thinking about -- I think this space has seen a lot of development where

17

the brittleness of AI algorithms that aren't generalized has shown up. And so one thing that

18

we've been diligent about is using test sets that are representative of a broad population.

19

MR. PATEL: Yeah, I think if we look -- I might just add another perspective, and Gary

20

was starting to getting down to the risk tolerance and then David and Dr. Lehman talked about

21

communicating that risk. When I think about risk, I think there's an assumption of that --

22

whatever hazard is going to occur and I think that what I'd like to see the regulatory system

23

being formed, is like what's that outcome that actually mattered and eventually sort of fed back

24

into the calculus of did it matter at the end of the day for any process that we have. So I would

25

like to think about a regulatory system.
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In a traditional sense we have Class I, Class II, and Class III. But imagine if that was

2

enriched with information that we can sort of say that level of controls that were put in place

3

either need to be tweaked to manage the potential risk as we start going down into

4

autonomous work that these products are doing and to me, that's going to be one of the things

5

that we can sort of address and how we will address a regulatory system is really thinking about

6

information where the regulators and the makers of this product and the users are on the same

7

page of what the product is actually doing.

8
9

I also feel, I think, when you talk about communicating that risk, I think it needs to start
with the users. I think that you guys alluded to the fact that, you know, we all -- I mean,

10

clinicians who are using a test, any test of choice and they know where -- what to communicate

11

with their patients and I think if we start getting people to understand how autonomous

12

systems can actually help our -- have some associated gaps, I think that would be something

13

that we can start addressing the uncertainty and I think that same level of information the

14

regulators are privy to, I think we'd probably be on the place we do create a learning regulatory

15

system as well.

16

DR. KENT: I just want to add one point about understanding the risks of these new

17

diagnostics tests and that is that it really doesn't stop with FDA approval because, I mean, if you

18

think about mammography, I mean that was released into practice decades before we really

19

had any idea of what the balance of the risks and benefits are and we're still coming to

20

understand that. So I just want to make sure that we understand that even after these are

21

released into practice, we're still going to have to put a lot of effort into understanding whether

22

they're improving outcomes for our patients.

23

DR. ALLEN: So I read an article that said well, the FDA is going to start approving

24

autonomously functioning algorithms. Look, they just did it because they cleared one for

25

diabetic retinopathy. But I think we want to analyze what the risk in that algorithm is and as a
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

78
1

physician, I would say there's absolutely no risk in that algorithm. You have identified a tool

2

that can detect diabetic retinopathy at some level of sensitivity and let's say that level of

3

sensitivity is more so than the primary care physician who would be doing their retinal

4

examination.

5

It could have all the false positives in the world because the algorithm is not making the

6

decision to treat, the decision is just referring to an ophthalmologist who will then reexamine

7

and say this isn't so bad, we'll watch this, this is -- the algorithm made a mistake or oh, I'm glad

8

you came because we can treat this and we can stop it. So there's really always a physician in

9

between the algorithm output and the care that the patients are getting. I think we can't

10

translate that to autonomously functioning algorithms where the decision that the algorithm

11

makes, it stops and then there's nothing further. So what I'm saying is that that's, again, just a

12

way to understand risk. Thank you.

13

DR. LEHMAN: I totally agree with that and I also think it gives us a real opportunity to

14

think about how we educate doctors to take AI algorithms into their practices. So in your

15

scenario, we're assuming that human is going be right about is this AI-assessed retinopathy

16

accurate or not. But that human actually may be wrong about it, they may be unduly

17

influenced by the AI tests or the AI test is saying this is diabetic retinopathy and they're going

18

well, I guess it is even though I don't think I would have called it that way and we saw that in

19

CAD applied to mammo. We assumed human radiologists would know how to use the CAD to

20

improve performance and it turned out that there was human variation in the actual

21

integration into practice. So I agree, with the caveat that we have to really think about how

22

we're teaching humans to bring AI into their decision making because it's not certain that

23

human's always going to be right and they can just be arbitrary or go with AI.

24
25

DR. LAMB: So I think that's a really good commentary. Can I move on? I wanted to
transition into the general topic of breast imaging, so -- and I'd like to ask Dr. Baumhardt how
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would autonomous AI affect human behavior and for example, in a breast exam situation, if

2

autonomous AI reads and reports, does the behavior of radiologists change as cases are ruled

3

out by AI?

4

MS. BAUMHARDT: Yeah, that is a really good segue. I mean, we work with clinicians

5

when we're developing products and most of our clinical users have told us that they try to

6

read each examination on its own merits, that obviously they can have some bias, right,

7

because of the patients they're exposed to, where they had their training, their

8

experiences.

9

So if you can assume an AI system would autonomously report on maybe 20%, like

10

Dr. Lehman had said, of the normal exams, maybe you think the effect wouldn't really be

11

that great because what remains on a work list would be pretty similar to what would be on

12

a work list today. But then when you're thinking about an autonomous AI system reading

13

maybe 50% or 80% of the normals, is there some sort of predisposition that the radiologist

14

would think well, I'm really working with an enriched dataset now, so do I have some sort of

15

bias that's making me think the ones left on my work list are positive and I get a lot more

16

false positives occurring?

17

And I really think the only way you can study that behavior is going to be in a

18

postmarket study once you bring the product to the market because you would've enriched

19

your dataset during your clinical study, so it would be really hard to distinguish any sort of

20

effect of the prevalence rate. Another way, I think, with mammography is through the

21

medical outcomes audits that occur and by looking at recall rates overall by site and by

22

radiologist. So I think in that space we have a little bit of extra opportunity to analyze and

23

understand the impact.

24
25

DR. LAMB: So another question we have, if Dr. Gkanatsios wants to address it, is what
are basic criteria for autonomous AI devices to decide like whether or not they should be
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participating in reading and reporting on a breast screening exam?

2

DR. GKANATSIOS: I think when we started with AI, we started assigning simple tasks

3

to AI and training them for simple tasks and now we are inspired to move from simple tasks

4

to automated readers, right? But unfortunately we haven't changed our products by too

5

much. We are still creating AI robots, as I would call them, and we train them well, they

6

perform great on the single or dual tasks that we are giving them to do and then we put

7

them into practice and say now you do that autonomously and maybe you replace us or you

8

take this task on your own.

9

I think there is something else that is -- there is something that is missing here,

10

especially we see how humans are operating and there are a lot of differences of humans

11

operate and how machines operate. One of the differences, I think, is that there is a level, a

12

secondary level that we need to inspire into these AI robots. What is the secondary level?

13

In my mind I will call it inspiring some humility into our AI robots. What do I mean by that?

14

I think there has to be two levels of decision making into an autonomous reader.

15

The first level is not the one that they are trained to execute, but the first level should be

16

am I actually the right robot to make this decision? So if the answer is yes, then they are

17

trained very well to actually do that and very accurately they will come to an outcome. If

18

their own answer is no, then they pass the case to the radiologist. But how does the robot

19

make that first-level decision? Well, again, we have to program it, right? So there are

20

different things we can do to program the first level of decision, the first maybe -- maybe

21

one of the methodologies will be they're looking into priors, they're looking into current

22

images, again, regarding breast imaging here. If they see that they cannot make

23

correspondence of a finding with the priors and somehow they're getting confused, then

24

they pass the baton to the radiologist.

25

If another case that -- let's say they recognize something, they found something, but
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their database is very poor in that classification of lesions, then they should also pass the

2

baton to the radiologist. If maybe it's a very dense breast and again, they don't have too

3

many of those in their database, maybe another opportunity to pass it to the radiologist. So

4

this way they're refraining from really acting as an autonomous reader.
On the other hand, if they are confident that this is a case I can read as an AI robot,

5
6

they should actually make that determination, they can read that case and we know from

7

training and how we trained them, they will be very accurate and they will be very effective

8

in doing that. So inspiring some level of humility and creating a primary level of questioning

9

their own capability of addressing a task may be the way of making a decision to participate

10

or refrain from analyzing a case.
DR. LAMB: So from there, and maybe we can shift to the topic of predictions, and I

11
12

think we've had some interesting comments already about how implementation of these tools

13

can end up affecting behaviors in practice. And so I'd like to ask David Kent to provide his view

14

on any situations when we're using prediction models, how good is good enough and how do

15

we manage these kinds of uncertainties?
DR. KENT: I'm not sure I heard the end of this question, how prediction models, how we

16
17
18
19
20

can -DR. LAMB: Just for prediction models, how good is good enough and how do we
manage the uncertainties in what we're predicting, I suppose.
DR. KENT: Yeah. So yeah, my area of expertise is around clinical prediction models and

21

when people say uncertainties with clinical prediction models, there are many different types

22

of uncertainty that we can be talking about. There is the uncertainty that's represented in the

23

probability itself because we don't know whether the outcome is going to happen in, you know,

24

a fully deterministic universe and if we were able to predict perfectly, we would be able --

25

everything would be 0% or 100%. But we represent our uncertainty by giving a risk estimate,
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10%, 20%, 30%. That risk estimate itself has some statistical uncertainty around it, but a

2

different model, a different AI, a different predictive model might come up with a totally

3

different risk prediction.

4

There are ways, and I'm not an expert in this, for models to actually understand, as

5

Nikos said, when -- when their own predictions are more or less likely to be reliable. And I think

6

that's very -- that's a new area and I think it's a very promising area.

7

In terms of evaluating prediction models generally, you know, these have been around

8

-- prediction models have been around for a long time. There's a lot of interest in it now

9

because of artificial intelligence and machine learning, but really we've been using algorithms in

10
11

medicine for 30 years or so. The Framingham risk model was around for a long time.
We still don't know, even decades later, how to evaluate a risk model and say this is a

12

risk model that's likely to improve care. We have certain measures that we use, we use

13

discrimination, we use calibration, but those measures, even when we validate a model

14

multiple times, they still don't tell us whether the model will improve care. The only way to tell

15

is really to do a trial of some sort and I think we have to understand that we have to submit all

16

these new technologies to trials, ultimately, and those trials are not going to be trials that can

17

be done in a short amount of time. They're trials that are going to take a lot of time.

18

DR. LAMB: Thank you. And I also would like to ask Dr. Lehman to comment. When you

19

talk about these AI predictions or other findings from AI, do you think AI has to be explainable

20

to be useful and to mitigate the risks that are -- might be associated with using it?

21

DR. LEHMAN: Sorry, I didn't hear that part. You know, I really think it depends on the

22

use case, so I'll give a very concrete example. Women are often told what their future risk of

23

breast cancer is. They don't always understand how the risk models spit that out and we don't,

24

either. We routinely run three different models that are commercially available, the Tyrer

25

Cuzick 8, the NCI model, and the BRCAPRO, and they will show divergent outcomes and women
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

83
1

are told this, you're greater than 20% lifetime risk on this, you're less on that. It's very

2

confusing and we can sometimes try to explain one weights this a little bit more, that weights

3

that, but really the woman just wants to know what should I do if I'm at increased risk and do

4

you think I'm at increased risk?

5

So I think that we -- it very much is going to depend on what the use case is and what

6

the domain is in which we're operating on how much patients are going to understand the

7

mechanism and the black box, etc. For most part for our patients, if they do trust our opinions

8

and they trust that we're evaluating this and we're making those judgments on when it is and

9

isn't important to understand that mechanism of it. In other domains, the more humans see

10

that things work, they want access to it. So I think it really behooves us to show the

11

performance, much more leading ahead of the mechanism of the performance.

12

DR. LAMB: So from there, I wanted to ask the panel about how we are going to manage

13

this in practice with these algorithms. So Dr. Summers, if you might comment on how we

14

detect domain shifts in practice and adapt to ensure devices generalize to relevant patient

15

populations.

16

DR. SUMMERS: Right. So I've done a number of experiments in my lab where we found

17

that systems that we thought were well trained did not adapt well to new data. It was not

18

always clear what the reasons for that failure to adapt were. That's why in any study I think the

19

role of an external validation is very important. External validation is where you take a system

20

trained on data from one population of patients or from images acquired from one vendor's

21

product and then apply it to an external test set either from a different patient population or

22

using a different type of scanner or different ethnic groups or distributions of patients.

23

The other thing that can be done is fine tuning of an algorithm. Sometimes it only

24

requires a small number of datasets from the new populations and doesn't necessarily require

25

collecting a training set of comparable size to the original one. So I don't think that the risk of
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domain shift necessarily means very high developmental costs, but it is an important question.

2

I think the test sets need to have a variety of acquisition protocols and vendors. This is

3

something that will be important for generalizability. And I think there might also be a role for

4

data repositories with images from different vendors and using different acquisition protocols

5

so that every developer of an AI algorithm doesn't have to generate one of these datasets

6

themselves. I think vendors could play an important role in creating such datasets so that AI

7

algorithms created by third parties could be generalizable to patients who've been imaged

8

using their equipment.

9

DR. LAMB: And a follow-on, I'm wondering, can we define adaptive algorithm over the

10

spectrum of different levels of adaptiveness or various types of adaptation? Dr. Frank, do you

11

want to comment?

12

DR. FRANK: This is a crucial question. You noticed in my opening statement I

13

referred to locked AI, so all my comments at that time were referring to locked AI. I

14

described that as being well regulated by current guidelines and processes, but this is not

15

true for adaptive AI. We believe that adaptive algorithms present a special set of risks to

16

safety and efficacy which may not be addressed effectively by current regulations,

17

guidelines, and regulatory pathways. What we're talking about here is enabling changes to

18

the AI which is being used in clinical practice. Locked AI can be defined simply as AI which

19

provides the same result each time the same input is provided. FDA currently has adequate

20

regulations and procedures to make changes to locked AI. One way is an expedited process

21

to allow relatively minor changes, defined as those which don't affect the clinical

22

performance, such as bug fixes in the underlying software, without the unnecessary delays

23

of oversight.

24

Another allows for actual changes to the performance of the software. This is

25

achieved by means of central training and validation -- by central, I mean the original
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equipment manufacturer -- provided then as a supplement to the FDA for regulatory

2

oversight. FDA then reviews the submission for safety and efficacy before its deployed in

3

clinical practice. Now, Bakul mentioned also special controls and I'll leave that to him

4

because he's going to comment following mine.

5

Adaptive algorithms are algorithms which learn continuously and change their

6

performance in clinical use and therefore represent a unique set of risks. By definition, they

7

perform differently than they did when the FDA reviewed them and may give different

8

output the next time the same input is provided. The science underlying continuous

9

learning is -- actually the science itself is still in development, including new ways to curate

10

and establish ground truth in the newly input data which is being -- actually retraining the

11

algorithm. These additional risks and challenges may affect either or both of safety and

12

efficacy if continuous changes are deployed in clinical practice without prior regulatory

13

oversight.

14

So in summary, adaptive algorithms are an exciting technology for the future, but

15

there are challenges which need to be overcome before they can be trusted in clinical

16

practice and we look forward to working with FDA to develop the guidelines and procedures

17

necessary to reassure the American public of the safety and efficacy of adaptive algorithms.

18

DR. ALLEN: So I might suggest that there's a step before adaptive learning and that

19

might be just merely localization at the site. So, for instance, a developer has a cleared

20

algorithm that he brings to a site. The performance is not as good as what were in the

21

parameters specified in their FDA clearance and so what happens is that they end up

22

training it on a hundred, a thousand, some number of cases at the site. The performance of

23

the algorithm improves, of course biased to their site, but so what, that's where you want it

24

to work the best, right?

25

And so this theory of localization, I think the Agency should think about that because
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we know that that's true, we know that you can take an algorithm that's built somewhere

2

and put it somewhere else, retrain it with local cases and you can make it perform better.

3

What we're also learning is it doesn't necessarily hinder the performance of the algorithm

4

when you bring it back to the mother ship. And so all of these things that are in this

5

adaptive learning, localization, potentially better rated learning, are exciting possibilities

6

both in validating algorithms and creating generalizable algorithms. But this localization

7

piece is something that I think the Agency should consider.

8

MR. PATEL: Jessica, you asked a question, how do we define the spectrum of

9

adaptiveness. I think you started off with what is adaptiveness, right? I think as we -- well,

10

before I start into adaptive algorithm's definition or describe the spectrum, I have to confess

11

that the word adaptiveness is sort of more of, you know, how we at FDA sort of came up with

12

that term. If you go look at other fields, I think they call it something else.

13

So just for sake of clarity, we should probably all agree upon, when we talk about

14

adaptiveness, I think it's adaptiveness in performance, like you were mentioning, which could

15

even lead to, you know, things like exposure or able to adapt to other inputs, able to adapt to

16

other cases that they're not trained with, and perhaps even thinking about even further down

17

the road and saying you were -- you were cleared or probably trained for an indication and may

18

eventually end up in a different place of an indication. And when I say it may be not the

19

modality of the detection, but also the accuracy of the detection can lead to something that

20

was just triaging at one point and now diagnosing down the road. So I think there's this

21

multidimensional adaptiveness that we've sort of -- we have talked through at the Agency and

22

of course, in radiology, if you think about adaptiveness as thinking about different inputs going

23

into it and maybe just not an image, right? In addition to an image, other things can sort of

24

supplement that adaptiveness to get better at performance, but get better at modality, get

25

better at other aspects that are really supplementing as we think about the care.
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I love the fact that, you know, the conversation was going on about generalizability and

2

when you think about generalizability, it is probably a starting point now is how I think, but

3

then ultimately you do want a localization to happen that's optimized in that particular setting

4

or that particular mode or that particular indication. And how do we get there? I think it's

5

complex. At the same time, I think we need to sort of avail the promise of AI that will get us to

6

that spot, so regulatory structures have to sort of recognize those things will happen.

7

At the risk of now opening up more questions, I think the spectrum between something

8

that is being trained once or taught once to an algorithm to this other end of the spectrum

9

where every instance of encounter the algorithm has with whatever it's being exposed to, can it

10

adapt and can it -- can we find out, as we were talking earlier, why does it work or why does it

11

not work in certain cases? And that, to me, is sort of is the spectrum. I hope that answers the

12

question.

13

DR. CADOTTE: Okay, we're going to move on to the next section for the panel, which is

14

basically some of the public questions that were submitted via the docket. So some of these

15

questions we have the person that asked it and as well as others that are anonymous. If you

16

are the person that asked the question that we've identified, please feel free to come to the

17

microphone in the aisle and participate in the discussion.

18

The first question submitted by Alex Decrini (ph.) and Thomas Bangston (ph.): How

19

would AI tool performance metrics be based on human radiological interpretations as gold

20

standard? Or is the FDA looking towards tools that improve on human interpretations of

21

radiological images? And to start the answer off, I'd like to talk to Robert Ochs.

22

DR. OCHS: So yeah, this gets essentially to the question. At FDA, we're interested in the

23

safety and effectiveness of medical devices, and so it's what metric are you going to use to

24

evaluate effectiveness and is there a gold standard or are you looking at aiding improvement on

25

human interpretation as your measure of effectiveness? It does depend on the intended use of
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the device and, you know, there may be situations where effectiveness may be measured

2

differently where both standards are appropriate.

3

For example, perhaps effectiveness is being measured in a clinical endpoint that's

4

related to the time to treat the patient, essentially perhaps a notification where you get to that

5

patient earlier, so you want effectiveness. The benefit is, you know, quicker to that decision.

6

So then it may be appropriate to have some type of a gold standard that's set up that

7

says okay, if our algorithm has this type of sensitivity/specificity, we'll consider that effective,

8

but we're really going to measure that benefit for the approval based on the time to get that

9

patient to care.

10

Alternatively if someone's coming in saying well, we can aid and we can improve on our

11

intended use of our devices and to improve on the device performance, then we do want to

12

look at what that benchmark is going to be that they are improving upon. So it does kind of

13

mean intended use.

14

And also interesting things to consider, you know, for autonomous systems as well,

15

what is that gold standard and actually for any system, what is the variability of radiologists for

16

the task? And, as mentioned earlier, the gold standard, if you're measuring all radiologists for

17

mammography is different than the gold standard if you're looking at, the breast imaging

18

specialists and, that can be a difference. I don't have an answer for which one is the best. I

19

think at a minimum we want to make sure FDA and users have an understanding of what was

20

the comparison and what's the endpoint that is used in this device so they can understand, too,

21

well, I gained something that's as good as a specialist or am I getting the average. And I think

22

our real concern is if perhaps there's kind of the average "well, what happens when that shifts

23

over time" which, of course, leads into other questions of how do you monitor performance

24

and understand really what's going on as practice changes. But that is a very good question.

25

DR. GKANATSIOS: So I would think that it's important to know that if you have a
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spectrum of performance from different users, maybe one of the ways of evaluating a

2

system is -- and I think that's what is being done today anyway, is to see how you can

3

improve the bottom denominator, how you can improve the top denominator and that

4

there is no risk of making the top worse and definitely there is always a benefit of making

5

the bottom better, right? But somehow that needs to be taken into account in terms of

6

approving a device into the practice, as you said, the outcomes.

7

DR. OCHS: Yeah. Historically when I've looked at computer-aided detection systems,

8

we wanted to represent a sample so we could understand what's the variability and we kind of

9

took into account, okay, there is -- there's variability that's probably helping the worst

10

performers more. I think there's a little bit more concern when it's more of an autonomous

11

systems and perhaps is ruling or screening out cases, you know.

12

So if you screened out 20% of cases, well, what's the metric for what that performance

13

should be if you're screening out 20%? It's a little bit more challenging and it's thought

14

provoking on well, what is appropriate? I mean if you don't have that double-check of a

15

radiologist in the loop, then whatever performance you set is the performance that you're

16

going to get and there is little to mitigate that risk. It's a tricky question for us.

17

DR. LEHMAN: Yeah, I think the one part that's tricky is that we have to acknowledge

18

how much of our practice we don't know the performance in the -- we have no idea at all what

19

it is. So that's at the crux of the matter. If we don't know what the performance is, then how

20

are we going to measure at all if it's gotten better or worse as you bring AI in? So we have

21

domains where we do know performance and we'll require performance and whether locally or

22

nationally through those are requirements and those may be the domains to start in, domains

23

where we know we actually can measure. So if we're going down the wrong pathway, we find

24

out earlier for our patients rather than when it's too late.

25

DR. OCHS: Yeah. And I'll maybe ask to pull the -- I think really where we'd like to get to,
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again, it may be years and years away, is to have a better understanding of the performance

2

metrics. And what I like about some of the digital health initiatives is there is the thought of

3

this TPLC continuous modeling, performance metrics of systems to help us understand what's

4

happening because we know the CAD -- even if the CAD is locked, the underlying technology

5

that it's run upon is going to change over time and -- but, you know, we're trying to think of

6

policies that consider that.

7

MR. PATEL: I was going to add to it. I think you raise a really good point. I mean, today

8

our only comparator is like how humans perform, right? I think about this conversation in the

9

early days of when we were launching EHRs at the national level and the conversation was we

10

can't -- we haven't measured anything, how we performed or we didn't track it and now with

11

systems we can track it. I think the opportunity, in my positive way of thinking, is we have an

12

opportunity to start measuring performance even though we started off with sort of a quasi-

13

comparator, can we start getting better relatively speaking? And I think that's sort of the way I

14

would think about it as performance is today here, but can we make sure that the performance

15

is improving and we have something to compare against?

16

Now, it's simple said -- simply said and done. I think there's lots of complications as we

17

compare one maker versus another and what's there, do we sort of start -- set the next level of

18

threshold for comparison? But I think once we start this conversation about yes, we started off

19

here but we need to get -- keep getting better at it is really the goal.

20

DR. CADOTTE: Thanks for your responses. We'll move on to the next question. This

21

was asked by an anonymous contributor. How important does the FDA consider clinical

22

workflow and care pathways as they evaluate clinical utility? That kind of aligns a little bit with

23

our previous question and I'll maybe ask Dr. Levine to start off on that one.

24
25

DR. LEVINE: Thank you, Alex. The FDA considers the existing current standard of care as
the baseline from which any modification is added. Hence, the FDA will consider what's
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common routine practices performed in both outpatient and inpatient settings. Now, I totally

2

believe your number, that 30% of mammograms are read by specialists, because most of the

3

people in general practice, as I'm sure Bibb will attest to, do mammography by general

4

radiologists, not by specialists.
So we have to kind of take a look at both the academic and what I call the private

5
6

practice or smaller hospital model and we try to look at both of those models simultaneously

7

and when people are building test datasets both for training and certainly for validation -- Ron

8

went over the importance of validation -- in addition to our final testing or verification which

9

we would use for granting a regulatory clearance or approval, that's important to consider all of

10

these options; and basically, as sponsors wish to change or modify this, the overall impact of

11

care.

12

If you want to create something in parallel, yes, but when you push somebody up on a

13

list, on a work list, in a PACS work list, you're pushing other people down. So there's pluses and

14

minuses. Basically evaluation of clinical utility will be based on the net impact of the existing

15

standard of care, both inpatient and outpatient and both a large academic facility, which is rich

16

enough like MGH to have a hundred and twenty-six radiologists, and a smaller hospital and I'll

17

mention Evergreen, Alabama, that's lucky to have someone come there 2 days a week to do

18

fluoro on site and is otherwise supported by a tele-radiology service. And those are two

19

extremely different environments. And it's important to consider all of these different

20

environments as we look at something and how this will impact and any impact on the change

21

of workflow.

22

So basically, when you devise your device, certainly consider how it's going to interact

23

and how it will change it in terms of the overall impact. And let's say we take Dr. Lehman's

24

number of 20% of cases of mammograms and 20% of them seems about right, that are stone-

25

cold normal, that you're probably okay to have a machine verify it and not have a radiologist
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look at it, never mind the legal and for reimbursement and financial issues. But when you start

2

getting up to 80%, that's a whole lot harder to sort of devise this. I don't know if that answers

3

the question.

4

DR. CADOTTE: Okay, on to the next question. This one was --

5

DR. KENT: Sorry, I just have another question that's based on it. Could I just --

6

DR. CADOTTE: Please, go ahead.

7

DR. KENT: So would the FDA consider kind of a site-specific approval where we

8

understand that this technology works in sites that look like this, but maybe not so much in

9

sites that look like that? And it's not only what you said that brought that up, but it's also the

10

rule-out algorithms that Josh was talking about because when you establish a certain sensitivity

11

and specificity, those might work well. You know, the false positive rate is going to be

12

prevalent sensitive and those might work well in some settings, but not in others.

13

DR. CADOTTE: Any more comments?

14

DR. OCHS: Yeah, I'll answer the site versus non-site question. I don't think we -- I don't

15

recall doing specific site-only clearances or approval, off the top of my head. What is most

16

common is we'll look at what the study design was and we'll look at the data and how it was

17

validated and try and ensure that's reflected in the indications for use in the labeling. So for

18

example, if we have -- I believe there's the recent AI-guided image acquisition and optimization

19

system that went out 2 weeks ago, that study was done, I believe, on just a single ultrasound

20

system and so that's reflected in how we had the labeling on it. But it doesn't mean it's limited

21

to that system going forward. It just means that's the data we had at the point in time.

22

To expand it to different systems they'll need to have a plan in place and there will need

23

to be a process to evaluate those systems so it can be expanded and used by sites that have a

24

different ultrasound scanning system. And it's very similar also to how we handled

25

mammography CAD when they first came in. Most of them were evaluated with datasets from
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a specific scanner or a specific mammography system, but later on the manufacturers would

2

come in with data to validate the performance on other manufacturers' systems and expand

3

the labeling.

4

DR. LEHMAN: Have you ever had examples or are you considering examples where -- I

5

think a little bit to your point -- where you would require sort of provisional approval with some

6

sense of assessment from the site for that to go forward or is it a black/white this is approved,

7

use it as you will and we hope it works?

8

DR. OCHS: I don't recall off the top of my head. In general, so we have had something

9

will come in with, perhaps, something in their study design, let's say a reader study and they're

10

going to say well, all readers who pass this test we'll include in our reader study. We generally

11

don't like that because once it's approved, you're probably not going to be giving that test to

12

every single user. So we kind of give them feedback that this actually might limit how you use

13

it. Why don't you have incoming criteria or your qualifications to participate in the study not be

14

limiting, and maybe they'll use that information to understand the variation of readers that are

15

coming into your study. But still, that will give you a much more generalized assessment of the

16

performance if you include all readers and not just ones who are really good or really bad,

17

depending on how the study's being set up.

18

MR. PATEL: Let me just add sort of the perspective. So for the question you're asking, I

19

think it's a fantastic question because if you're talking about localization, then you're kind of

20

going to that place where it's no longer about indications of what the population --

21

subpopulation you're approved for or market authorized for. I think you're talking about when

22

you personalize it to allow it at some level.

23

So our current regulatory system talks about some of the limitations that we can, you

24

know, hang our hat on for the study that was done, but you know, then it becomes the controls

25

that we need to sort of put in place, that it's not being used beyond those -- the specifications
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that the study was designed for and it doesn't go beyond that, so people have clarity in what

2

was cleared and what was approved.

3

Then you bring up the concept about it was studied in Site A and may not work in Site B,

4

I think that's a very different dimension of around keeping it contained or not keeping it

5

contained is a challenge from a regulatory perspective. Our systems are not designed to sort of

6

do that and, you know, creatively we can think about some things, but at this point I think we

7

are -- it would be a challenge to say study only in this site and then giving a general market

8

authorization would be challenging.

9

DR. ALLEN: So I'm going to sort of steer this back towards autonomously functioning

10

algorithms again and that is to say -- and I was very interested in the -- let's just look at this,

11

okay, so we can take 20% of mammograms and we can just pass them and not have to look at it

12

because we are so comfortable that our sensitivity is high enough that they will not have breast

13

cancer if there -- they will be a true negative. And so if we dial that sensitivity up to get to a

14

hundred percent or 99.9 or whatever number you decide, automatically, I say automatically,

15

you've likely increased the number of false positives. You're putting those false positives into

16

the hands of radiologists to adjudicate the false positives. The tool becomes no really better

17

than the CAD that we have right now. I mean, you don't put those cases into the hands of

18

radiologists with the message from the AI that says I really think this woman has breast cancer,

19

and that's kind of what we want.

20

And so we just have to be careful a little bit to say okay, this is really sensitive. We've

21

gotten, you know, a handful of these out of the workflow. But the others, the AI is not really

22

helping us because it's not really specific enough to tell us. At least that's the potential risk,

23

actually. Connie's going to argue with me.

24
25

DR. LEHMAN: That's why I so much appreciate that we all understand that roadmap to
clinical implementation as so critical. In a reader study in a synthesized version of reality, to
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create an AUC for a model and expect that's going to translate out into real-world use and

2

clinical implementation is naive. We've seen that not work many, many, many times. So

3

whoever's going to be responsible for that and controlling that, it may not be FDA, it may be

4

something akin to a generalized MQSA, maybe the ACR, but doing that.

5

To your specific point, that's part of the clinical implementation. If you have this group,

6

and Lisa talked about, if you have radiologists now reading a group that has removed a lot of

7

the negatives, they need to -- and that's what we're studying carefully, how does that influence

8

their behavior? How do we teach that new paradigm? We taught people how to read

9

screening mammograms, we need to teach them how to read a new way. But we do have

10

different pathways. If we don't see anything, if it's a black box and we don't see anything, do

11

we do another test but do it in a much more focused way than we've been doing to date? But

12

those are exactly the questions that we're addressing and need to for this to work for our

13

patients, for sure.

14

DR. CADOTTE: Thank you very much. I'm going to move on to the next question. This

15

one was asked by Ester Abels (ph.), if you would like to come to the microphone in the aisle to

16

discuss with the panel. So the question is could you elaborate if general principles and lessons

17

learned in radiology will be used to shape the future for AI devices in general? And,

18

Dr. Summers, if you could start the discussion.

19

DR. SUMMERS: Okay, thanks. So radiology is a community that tends to be in the

20

forefront of technological and methodological development in medicine, particularly anything

21

having to do with image analysis and certainly many techniques developed in radiology have

22

gone on to inform researchers in other areas. We've seen, just over the past few years,

23

applications to dermatology, ophthalmology, and other areas of medical imaging where

24

techniques developed in the radiology community have been applied in very, very similar ways.

25

I think the radiology community has also benefited from knowledge developed in other
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communities, as well, which we shouldn't forget about, such as the computer science and

2

computer vision community, the biostatistics community, and the perception research

3

community have all provided methods for validating the reader studies for figuring out how to

4

draw statistical inference from different study designs and for how to validate in such a way

5

that the results will be generalizable and reproducible.

6

So it is a very exciting time in terms of this knowledge going back and forth from more

7

basic sciences to radiology to other clinical fields, and I anticipate that will continue. We've

8

seen that in fields like digital pathology, which, due to the challenges that pathologists have

9

with digitized slides being so much larger than most radiology datasets, however, they are still

10

learning from our experience in radiology and applying many of the techniques that I've just

11

mentioned to their field as well and it will -- this will continue to happen.

12

DR. CADOTTE: Thank you, Dr. Summers.

13

I have a question from anonymous. This will be directed to Bakul Patel. To encourage

14

innovation of novel AI, has FDA considered a regulatory framework to allow for data exclusivity

15

of AI devices that are cleared or granted? Has FDA considered data exclusivity or marketing

16

exclusivity for encouraging responsible AI machine-learning development and regulatory

17

practices?

18

MR. PATEL: Well, the concept of exclusivity itself may be sort of not where my head is

19

going when we think about technology -- sort of happening. I know it applies really nicely in the

20

world of patents and drugs that get exclusivity for some time. But as we start thinking about

21

data is water and algorithms are ubiquitous, it's going to be hard, at least for me, to fathom

22

limiting this -- and if our goal and vision is to have the highest quality technology to be available

23

for patients, I think that sort of goes against that -- their fundamental principle.

24
25

I do recognize and I would say that the cost of data curation is enormous at this time. I
think we can -- I can also imagine down the road it can get lower, but that by itself, it means
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2

that there's work that needs to be done as a community that can allow for that -- to happen.
Fundamentally, we have thought about it, not in detail, and I'm not sure where the

3

concept of exclusivity is going, but it might be worth thinking about what that means and

4

maybe it's not about market authorization that's limited to one application or limited to a

5

person who created this, that creates different market dynamics and I'm not sure the federal

6

government is positioned best to sort of do that in this space.

7

DR. CADOTTE: Thank you. I think we have time for one more question. This one is also

8

from anonymous. It can be expected that AI software will sometimes -- will at times produce

9

results that differ from the radiologist's conclusions or diagnoses. How should radiologists

10

handle these situations? And directing this to Dr. Allen.

11

DR. ALLEN: Well, so this was pretty easy for me because let me tell you how it works

12

right now. My partner comes up to me and says Doctor, a neurosurgeon came down and we

13

looked at Ms. Jones' CT scan again of her spine, she had really bad leg pain and we found a far

14

lateral disc herniation at L3/4 and we think that she might have a disc herniation there. You

15

might want do an addendum to that report and take a look at that case again. So would I have

16

been grateful for the AI finding that lateral disc herniation and making a mark? You know, AI's

17

kind of like my dog, it's pretty non-judgmental and so it's --

18

(Laughter.)

19

DR. ALLEN: That would've been a great thing to know in advance, and as far as

20

adjudicating these things, this is what radiologists do all the time. We show cases to colleagues,

21

we have residents that will find something and we'll say no, see, that's an artifact because of

22

this. So we can do this. But what AI can't do -- but AI can't be a doctor. AI doesn't know how

23

to do that judgment, it doesn't have the judgment .

24
25

For instance, we talked about Evergreen, Alabama. I don't work there, but I do work in
a small hospital in Ashland, Alabama and I thought about the time that an AI algorithm might
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

98
1

find a 2 mm subdural hematoma or what looked like it and I say well, maybe that's artifact. But

2

if we say that that's a 2 mm subdural hematoma, we are going to initiate some events that will

3

bring a helicopter to that small hospital, transport that patient down to a tertiary care center,

4

that patient will spend a night or two in a hospital, get two more CT scans, that subdural will

5

have either been an artifact or it will go away or it will not get bigger. The chances of it

6

progressing are very, very low.

7

And so maybe in a 90-something-year-old patient, I can use my doctor judgment and

8

just overlook that finding. And that's how I respond to that question. This is medicine and

9

medicine is judgment and that's what we do every day.

10

DR. CADOTTE: Any comment from the panel?

11

(No response.)

12

DR. CADOTTE: All right. Well, I think that concludes the public questions. Thank you

13

very much to the panel and to the audience for providing questions.

14

(Applause.)

15

(Whereupon, at 12:00 p.m. a lunch recess was taken.)
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AFTERNOON SESSION

1

(1:02 p.m.)

2
3

MR. SAUER: All right. So I know people are still trickling back in from lunch. We've

4

got a pretty packed hour coming up, so I'm going to go ahead and get started. So good

5

afternoon and welcome back from lunch.

6

This morning we heard a great discussion about the benefits and risks associated

7

with autonomous AI in radiology and later this afternoon we're going to dive a little deeper

8

into some of the validation issues for those applications. But for the next hour, we're going

9

to hear from 12 of our public presenters. And we have a very full day, full 2 days of this

10

workshop, but even with that we can't touch on all the different applications of AI in

11

radiology. So the public presentation session really gives us a good chance to hear some of

12

those different perspectives and considerations.

13
14
15

And with that, I will introduce our first speaker, Mr. Chad McClennan, President and
CEO of Koios. Medical.
MR. McCLENNAN: Thanks, Rob. And thanks, everyone. Good afternoon. I'm

16

grateful for this opportunity to discuss many of the things that have been discussed this

17

morning, so I'm going to try to tailor it a little bit to keep it -- keep it interesting.

18

Unfortunately, I'm not going to be able to get into all the strategies that are required to

19

address the challenges and mitigate those risks. The objective today is to share as much

20

information as possible in 5 minutes so that others can learn from the experience, be more

21

fully aware going into deployment, design, commercialization, understand how the FDA is

22

immensely helpful, and discuss this in the context of the ultimate need that is well worth

23

this considerable effort.

24

First, who are we? Koios Medical. We apply proven, innovative and often

25

proprietary methods for machine and deep learning to accurately classify, interpret, and
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align ultrasound exams with the proper clinical pathway. Why ultrasound? We've talked a

2

lot about mammography this morning. As many of you may know, the typical care pathway

3

for anything that's suspicious is an ultrasound exam. An ultrasound is highly variable

4

depending on the sonographer as well as the interpreting physician. Time and again our

5

reader studies demonstrate that physicians using these systems as a virtual digital assistant

6

will outperform physicians interpreting images alone. This March we'll celebrate our

7

second full year of clearance and availability in clinical practice around the U.S.

8

To get to that point, many of those challenges are things we face every day.

9

Scientifically, the issue of privacy. Ultrasound images, in particular, often contain patient

10

health information burned directly into those images and they often hold clues within other

11

areas of DICOM data of a study.

12

Image and breast dataset quality for systems to be smart and to keep learning, as

13

we've talked about, they obviously have to have these labels with a wide range of metadata

14

that tells the models what they're looking at, from the pathology to the manufacturer to

15

demographic and in some cases genomic and history data that's all stored in disparate

16

locations.

17

These models must be built to be applied broadly or generalized across diverse

18

populations, not just applied to a single limited population of patients like might be the case

19

when it was built sourced from a single location or even a single region.

20

And even the scientific deployment is challenging for data collection, curation, and

21

research to be technically complicated and time consuming to compile all that data,

22

conduct reader studies both retrospectively and prospectively. That generates the risk of

23

errors and accuracy.

24
25

Then there's the clinical challenges. We talk a lot about workflow. AI is simply
complex math and modeling, but how does the physician access it, when and where, just
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like a drug, getting it to its proper place for maximum effectiveness. We must earn

2

physicians' trust. Physicians have had their entire careers being trained certain ways and

3

now a computer comes along and disrupts their decision making, often incapable of

4

explaining why. When should they listen? When should they overrule?

5

Creating and proving a value proposition with healthcare being so disintermediated,

6

values distributed across multiple constituents and often the decision maker is often never

7

the one receiving the direct benefit of the changeable value. He or she is often once or

8

twice removed.

9
10
11

We talked about the liability questions or perceptions, who's at fault if an algorithm
misses a tricky diagnosis even if it happens far less than human mistakes?
The reimbursement question, who gets paid? How much? Is AI a pending payor

12

windfall that physicians and AI companies must absorb? How will we reward and not stifle

13

innovation?

14

The challenge of clinical performance. Or rather, outperformance. Being good isn't

15

good enough. These models must consistently outperform physicians by more than at least

16

10% to be considered even worth listening to. These things are hard to measure and it's

17

hard to measure bad things that don't happen. What are the risks? Potential patient harm,

18

physician adoption or even business continuity or loss of an investment?

19

And last but not least, the regulatory challenges: immense documentation, which is

20

critical for quality and accuracy; quality management systems, these things are often new

21

for most software developers, not to mention a challenge to apply in agile user-centered

22

design best practices. They can be cumbersome and have a dampening effect when applied

23

to rapid cycle testing.

24
25

Continuous algorithm improvement, we talked about that already today, adaptive
learning. Adding data that makes a system smarter or features more useful could be costly
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to deploy if new rounds of trials and studies are required versus other more efficient

2

validation methods. What are those risks? Nonconformance, penalties or worse, being

3

pulled from market.

4

But finally, why is this important, worth enduring all of these challenges and risks?

5

Candidly, we're not as good as we think we are. We're doing the best we can with the tools

6

of our time, but we're all here today to acknowledge that times are changing. Physicians

7

know they can do better and will ultimately embrace solutions that improve accuracy and

8

elevate care.

9

In the case of breast cancer, as we've talked a lot about today, our research and

10

others' indicates that physicians will disagree with one another up to a third of the time.

11

They'll even contradict themselves 20% of the time, over-diagnosed to the tune of 80% of

12

biopsies performed coming back negative. No trouble found. Yet, between 10 and 30% of

13

cancers coming through their doors walk right back out missed, and when we finally do

14

catch them, it's too late. In breast cancer, the death of a young woman, a mother, the hub

15

of a family, the impact on our society is profound. It's felt at work, it's felt in schools, in our

16

economy and most dramatically, in our homes. But there's no question, this radiological AI

17

will be worth all this immense effort.

18

Thank you for everybody's participation.

19

(Applause.)

20

MR. SAUER: All right, thank you very much. Next, we have Mr. Emre Gültürk, the

21
22

head of quality and regulatory at VideaHealth.
MR. GÜLTÜRK: Hello, everyone. And I'd like to thank FDA for the opportunity. So

23

today I'd like to make a brief presentation about how AI works in dentistry and more

24

specifically, dental radiography. I am the head of quality and regulatory at a Boston-based

25

startup called VideaHealth and we work on deep-learning models to work on detection of
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2

different type of diseases, disorders, on dental radiographs.
This is the ADA definition, American Dental Association definition of dentistry, which

3

is defined as "evaluation, diagnosis, prevention, and/or treatment of disorders, diseases,

4

and conditions," and I think the keyword here is "which are all provided by a dentist."

5

Most common dental diseases are tooth decays, that are also known as caries or

6

cavities, and gum diseases. So I'm hoping these really don't apply to this group here who

7

just came back from lunch. Everyone carries their toothbrush and toothpaste and floss with

8

them 24/7. Jokes aside, it really does apply to every single one of us. There are other more

9

serious conditions such as infections, cysts, granulomas, and tumors, which can also be

10
11

observed as radiolucencies in dental radiographic images.
In general, compared to radiologists, dentists have less imaging training acquired

12

during their clinical -- during their dental studies. But at the same time, they evaluate,

13

diagnose, and take steps towards preventing and treating these diseases, which is also itself

14

a comprehensive workflow.

15

We've been interviewing a lot of dentists to try to establish our user needs, and the

16

most common thing is we are interviewing dentists that they can actually see up to 50

17

patients a day. If you calculate that on a 10-hour nonstop workday, that brings us to 8 to 10

18

minutes per patient real time. And on a specific image, a dentist spends about --

19

apparently, a dentist spends about 10 to 20 seconds to diagnose the disorders that I was

20

mentioning.

21

Again, just to reiterate, it's a very comprehensive workflow and they have limited

22

time and a combination of that, plus -- and a single image might have more than one

23

pathology in our case. So it can be zero to many pathologies that they can find within a

24

single X-ray.

25

With all that, dentists can potentially miss from 28 to 49% of the periapical
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radiolucencies, which depends on their experience, in the visual assessment of the

2

radiographic images. And they can misdiagnose in determining the depth of cavities up to

3

40%, and misdiagnose teeth as diseased up to 20%.

4

So how can AI help in this case? AI predictions are instant, so as we develop models

5

it can improve a dentist's diagnostic accuracy, which will bring the promotion of earlier

6

detection. Small lesions can be very hard to see on dental images and AI might be able to

7

help with that.

8
9
10
11

This will also contribute to reducing the rate of missed treatable diseases, reduced
misdiagnosis and unnecessary treatment, and the end goal here is improving the patient
quality of life.
The challenges we're facing in our industry is the significant clinical decision

12

variability between dentists. So it is a common problem for everyone, I'm assuming,

13

working in the companies that are encountering the reader variability, but this is

14

particularly true in dentistry where they tend to agree and disagree on the same type of

15

lesions over and over again because, due to the nature of the dental radiographs, due to

16

the time constraints, that is why it is not easy to establish a standard clinical reader or

17

ground truthing mechanism to be able to run robust clinical studies, which takes extensive

18

training in terms of standardizing the ground truthing and clinical reader approach to the

19

images. And before that, training the model also takes larger datasets due to the variability

20

also. This also can slow down the process of developing models for a wider range of

21

pathologies.

22

But there has been a very positive regulatory update on the FDA's side very recently.

23

Actually, about a month ago, FDA down-classified medical image analyzers from Class III to

24

Class II, which dental caries detectors were actually subject to the Class III PMA application

25

before that and now there's a more feasible pathway for these type of products to be able
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to continue.

2

So with that being said, I'd like to conclude my presentation. Thank you.

3

(Applause.)

4

MR. SAUER: Thank you very much. Next, we have Dr. Girish Srinivasan, CTO of

5
6

PhenoMx.
DR. SRINIVASAN: A very good afternoon, everybody. It's a pleasure to be here, and

7

thanks to the organizers for this opportunity. I do have affiliations or relationships with the

8

following companies and some of the material that I'm presenting has been borrowed with

9

permissions or done in collaborations with -- as shown in these references here.

10

I'll start with the fundamental question of what would you qualify or call an

11

intelligent physical system? And more specifically, the targeted question would be is the

12

intelligence actually systemic or holistic characteristic or is it merely a feature of a

13

subsystem or a subpart? Either way, the NSF shows these five characteristic requirements

14

for a system to qualify or to be called an intelligent physical system.

15

With that as the context or the framework, I would like to present -- showcase an

16

example of a fully autonomous intelligent MR imaging system. This, in my mind, would

17

consist of a user interaction piece, a subsystem, that would capture to different needs of

18

the user or maybe even different kinds of users in the future; a back engine that would be

19

intelligent to do all the required computations, perform any data analysis; and of course, an

20

open architecture hardware that would facilitate the data acquisition.

21
22

Let's take a look a little bit deeper into the intelligence characteristics of these
subsystems, with a specific example of a brain tumor evaluation.

23

The user interaction can be as simple as the user asking the MR to request a

24

protocol, so this could be as if you're talking to an Alexa or a Google engine saying hey, MR,

25

give me a brain tumor protocol, then additionally provide how long you want to be able to
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scan and with some patient information. The system would then do intelligent slice

2

planning, understand what are the different contrasts that are needed to do these scans,

3

and then calculate the most optimal sequence parameters, package them in a way that can

4

be standard, structured and easily understandable by any different kind of scanners.

5

Here on the right you see basically a set of four contrasts for a tumor protocol across

6

different time requirements here. In this, we should be able to create such integrated

7

functionality for various applications in a very reliable and compliant manner.

8

Then with this data being available, we can create a streamlined post-processing

9

pipeline that would have, let's say, an image quality check, automated segmentation or

10

classifications, quantitative measurements, and these data should be then compared with,

11

let's say, a population or a cohort model or maybe even a previous scan to do longitudinal

12

analysis and finally create a report.

13

Here on the top you see a small example of a whole brain T1-weighted MR with

14

overlays of fully automated volumetric quantifications showing different tissue types and

15

subregions. In the bottom you see a tumor being segmented out by an AI algorithm

16

showing different subregions of the tumor, as well.

17

Now, these metrics, labels, and quantifications can be combined together and

18

passed to a deep-learning characterization architecture to generate even a fully automatic

19

first-read report, and some of our early experiments are basically showing that the

20

automatically generated reports have almost a similar context and content to that of an

21

actual radiological report with subtle presentation differences.

22

I want to conclude with is the fact that, particularly to this community, we should

23

encourage to create, develop, validate, and of course regulate end-to-end autonomous

24

packages and solutions that can be actually accessible with infused intelligence or process

25

automations, such that now radiology cannot only be enhanced or augmented, but also it
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can be coming out of the darkrooms or even the hospital walls, so this can be directly

2

engaging with the patients and impact the patient outcomes.

3

Thank you very much.

4

(Applause.)

5

MR. SAUER: Thank you. Next, we have Dr. Abhinav Jha, Assistant Professor of the

6

Department of Biomedical Engineering and Mallinckrodt Institute of Radiology at the

7

Washington University in St. Louis.
DR. JHA: Hello, everyone. Very excited to be here. Thank you for the introduction.

8
9
10

Very excited to talk about our ongoing work on AI in nuclear medicine imaging
opportunities and risks.
In today's presentation I want to focus on two key points. The first key point being

11
12

that nuclear medicine images, including PET and SPECT images, are acquired for specific

13

clinical tasks. These could be tasks related to detection, quantification or a combination of

14

both. Thus, AI-based methods for nuclear medicine imaging, which include image analysis

15

as well as reconstruction methods, should be evaluated for performance on that clinical

16

task.

17

To illustrate this point and to illustrate the need for task-specific evaluation, I

18

present to you results from a case study we did for AI for low-dose cardiac SPECT. There's

19

been a lot of interest in using AI for low-dose imaging. This emitted a low-dose cardiac

20

SPECT acquisition providing us with a low-dose sinogram, which was really constructed

21

using a pure physics-based approach, as we show in the lower row, yielding a low-dose

22

image. Now clearly, this image looked much noisier compared to the normal dose image.

23

We then used a CNN-based denoiser to de-noise this image and now the image that we got,

24

as we see in the bottom row, was less noisy and looked quite comparable to the normal

25

dose image. However, in fact, when we then did an evaluation with conventional metrics
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that are used to evaluate AI-based methods such as structural similarity index or root mean

2

square error, the inference was that AI is better. However, when we then did an evaluation

3

on the specific task that these images are acquired for, which is detection of perfusion

4

defect from these images, a prime reason these images were acquired clinically, the results

5

were rather alarming. We observed that the ROC curves obtained using the low-dose

6

AI-based approach and the low-dose pure physics-based approach almost overlap. Further,

7

the low-dose AI plot gave an ROC curve much lower than that obtained using the normal

8

dose ROC.

9

Then we did an evaluation using the task-specific metric of AUC -- under the ROC

10

curve, which quantifies how accurate we've been able to quantify the defect. The inference

11

was that the AI was no better than the physics. And further, when looking at these images

12

visually, while at first we would say oh, the AI-based method is less noisy, but when we look

13

at it more closely, we identified that there were cases where the AI-based method was

14

introducing false defects and there were other cases where it was actually washing out the

15

defect. So moral of the story, evaluation with conventional metrics may provide misleading

16

interpretations and therefore there is an important need for task-specific evaluation.

17

The second key point I want to talk about is that applying AI to nuclear medicine

18

imaging presents unique challenges, but integrating AI and physics can help address these

19

challenges and advance nuclear medicine imaging.

20

To illustrate this point I'll show you an example from oncological PET segmentation.

21

Oncological PET segmentation is challenging because of the low resolution of these images,

22

as I show you on the slide here. AI-based approaches have shown significant promise in

23

segmentation of high-resolution images such as those from CT. But nuclear medicine

24

presents its own set of challenges. This includes the lack of ground truth because it is very

25

hard to define ground truth tumor boundaries from these low-resolution images. Then
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there is a limited amount of training data because we may not have as high volumes in PET

2

and SPECT compared to what we have in CT.

3

To address these challenges, we developed a physics-guided AI-based model or

4

framework. The first model of this framework, which generates realistic simulated images

5

using our knowledge of the imaging physics, and in these images we know the ground truth

6

tumor boundaries -- to address the scarcity of training data with ground truth.

7
8
9

In the second model, we train a modified unit with the simulated data, with the
objective that the network learned the tumor segmentation task.
In a third model, we fine tune with manual segmentations from a small amount of

10

clinical data, with the objective that the network learned features potentially missed in

11

simulated tumors. Our results showed that the approach was able to delineate different

12

tumor types accurately, it was generalizable across different scanners, and outperformed

13

existing methods. It did not require much training data, even data from 25 patients was

14

enough. And then it outperformed existing methods on the specific task of quantifying the

15

metabolic tumor area. So in summary, indicating AI with physics yielded reliable tumor

16

segmentations from PET images.

17

With that, I would like to conclude, based on the examples I've shown here as well as

18

several exciting projects that we are doing in the lab, that integrating AI with physics, but

19

incorporating task-specific evaluations, can significantly advance nuclear medicine imaging

20

into a significantly more effective clinical tool.

21

With that, I would like to also thank my collaborators, a wonderful team of students.

22

Funding support in particular from the NIBIB Trailblazer Award and leadership that has

23

supported this research. Thank you very much for your time.

24

(Applause.)

25

MR. SAUER: Thank you very much. Next, I'd like to introduce Dr. Jonathan Wiener,
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Director of Neuroradiology and MRI at the Boca Raton Regional Medical Hospital, and

2

Associate Clinical Professor at FAU College of Medicine.

3

DR. WIENER: Thank you. First of all, I wanted to thank the FDA and all the people

4

that helped organize this first session of trying to get our hands wrapped around this

5

difficult to understand technology for the lay public, but also for physicians themselves.

6

I just want to make a few quick points, some of which were already made earlier

7

because some of the excellent speakers -- the first thing I want to point out is that as a

8

physician who's sort of later in his career, I don't have any fear whatsoever of computers.

9

I've watched them change my life and they've improved my life. But the deeper questions

10

are what can they really do for us in the short term and the long term, not only in

11

healthcare but in general?

12

We know that humans are not good at lots of things. We've all seen dramatic movie

13

examples or eyewitnesses where a gorilla came in the room when they didn't even realize

14

there was a gorilla, and we know that happens to radiologists, we know that happens to all

15

kinds of healthcare providers, they overlook the obvious. And that's clearly a low-hanging

16

fruit for computer software algorithms and I'm not going to use the word AI because there

17

is nothing intelligent about software algorithms. They are simply made to work the way

18

they work and they may not have been designed intelligently. They may just be a black box

19

with machine-learning neural networks, all this new terminology that the average physician

20

is struggling to understand.

21

What makes us unique is that we can actually learn, we can infer, we can

22

conceptualize, we communicate in a way that can be unique, and we have a self-awareness

23

and an understanding of a situation that no computer can have, at least in the foreseeable

24

future. So clearly, we can take the best of what humans have and what the best of

25

computers have and really think carefully as to what we're out to accomplish.
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You all know how electronic medical records have been really the hell for many

1
2

physicians and nurses, you've all had the experience or many of you, at least, of being a

3

patient yourselves and the doctor has no time or nurse has no time to even look you in the

4

eye and talk to you because they're too busy dealing with computer software that's been

5

mandated by the government.
So all of these I'm just listing and the point is there's just an unbelievable amount of

6
7

these things that we're dealing with in daily life. Imaging software, however, and radiology,

8

as Dr. Summers mentioned, was the first field to embrace it, we're the first field to go

9

digital, we're the first field to recognize how much more information we can extract when

10

we go digital, and all the other ologies, dermatology, pathology, ophthalmology,

11

gastroenterology, all of the other ologies are ripe fruit for AI. The only reason they haven't

12

happened yet is because the end users are not yet emotionally or maybe intellectually

13

ready for it, but that's coming quickly and as the next generation of doctors comes online,

14

they're going to embrace all of these new tools very quickly.

15

The FDA has coined some new verbiage that makes a lot of sense and there's going

16

to be a lot more of these categories, I'm sure, down the pike that we haven't even thought

17

about.

18

I want to also point out to the vendors that are here, don't just make software for

19

the sake of selling software. Make software that's necessary and is actually solving a

20

problem, that's feasible, that's reasonable cost, who's going to pay for all this? There is no

21

money budgeted in any healthcare system to bring all these algorithms online. And for

22

those of you who think that our government is going to add another $10 reimbursement to

23

have CAD algorithms, I don't see that happening. That happened years ago with the

24

beginnings of mammo CAD. Now those payments are just bundled in. So you really have to

25

think are you going to save human beings' time, are you going to make them more accurate
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2

and more efficient? Maybe then the human beings will be willing to pay some money for it.
So again, humans and computers are going to solve problems and I'm just going to

3

give one good clinical example of where that happened. When I was early in my training

4

years, stroke was a hopeless condition. We would watch the patient have a stroke, we

5

would put them to bed rest just like a heart attack was 50 years ago and all of a sudden,

6

stroke became treatable with the NIDS trials where we realized that, at least in a subset of

7

patients, IV tPA might improve outcome. It took many, many years and only in the last 7 or

8

8 years did the neurology community finally come around and realize that unplugging blood

9

clot from the brain will make sense if you have the right software and analysis.

10

And what I'm showing you here are multiple clinical trials that were published in the

11

peer-reviewed literature and it was piggybacked with software, and this is one of the

12

software engines that are out there right now that are FDA approved and you'll notice, on a

13

93-year-old gentleman, all the sophisticated tools that come right to your iPhone or your

14

Android or any mobile device and literally within 20 to 30 seconds a sophisticated user can

15

look at the data. I'm showing you here in the bottom center the communication tools that

16

are happening in real time between the healthcare providers; the clinical story, the team is

17

coming in to treat a stroke. This makes a real difference in patient outcome because the

18

brain tissue is dying very quickly and if we intervene in the right patients, we're going to

19

make a clinical outcome improvement and that's what these clinical trials showed.

20

So this 93-year-old, you can see the algorithm detects not only the perfusion deficit

21

in the brain, but also detects the blood vessel asymmetry, a post-processing algorithm

22

quickly segments out the blood vessels, so in literally 30 to 60 seconds we can make final

23

treatment decisions on this patient. Where does a human being come in? Sometimes these

24

algorithms don't work correctly for all sorts of reasons and you need a pilot piloting this

25

airplane who understands at a deeper level what's really going onto the dashboard.
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So here's what happened to this 93-year-old, this is just a case from a few weeks ago

1
2

at our hospital. Who would ever believe you would treat a 93-year-old with stroke even 3

3

or 4 years ago? And we do this routinely. This patient was a fully functional person. You

4

can see there's a complete occlusion of a major blood vessel supplying the brain.

5

And here's the same patient about 20 minutes later. You're seeing the normal

6

hyperemic blush of the basal ganglia, this is a successful treatment, and the patient goes on

7

to have a complete clinical recovery and leaves the hospital without having to go into a

8

rehabilitation facility or with assisted living.
So again, to summarize, I'm encouraging the vendors to attack real problems, not

9
10

just look for business opportunities. We need to think about what we did with PET scanning

11

when PET scanning first came out. Medicare and the government wanted to understand

12

better, yes, we know PET works, but how does it make a clinical outcome difference? So I

13

think the FDA should work with other government agencies and start thinking about

14

national registries to try to get our hands around this so that we can actually track the

15

outcomes and see how software and things change over time because they're going to very

16

quickly. Much faster than with PET scanning.

17

Thank you for this opportunity.

18

(Applause.)

19

MR. SAUER: Thank you. Next, we have Dr. Cynthia McCollough, Professor of

20

Medical Physics and Biomedical Engineering in the Department of Radiology at the Mayo

21

Clinic.

22

DR. McCOLLOUGH: I appreciate the ability to be here today and talk about the role

23

of medical physics in AI in medical imaging. Medical physicists are often behind the scenes,

24

we are experts in the physics and technical principles of medical imaging and we've not

25

really been discussed much this morning about our role because we're working in the
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background, often developing technology, deploying it, assessing its characteristics and

2

understanding how the characteristics of the images change based on the imaging process.

3

The AAPM has about 9,000 members and our reports are very rigorously reviewed,

4

globally adopted, and become de facto standards for assessing image characteristics, reader

5

performance, and developing quality assurance processes.

6

Now, we focus on quality so much because quality does matter. Here are two

7

studies for the purpose of stroke detection using non-contrast head CT exams, and in the

8

case with the study with almost two orders of magnitude fewer cases, we get near perfect

9

performance, 0.99 AUC, and this study used very strong labels and the images had very

10

minimally varying characteristics, they were all from essentially one hospital system and

11

very similar scanners.

12

But the image data do have variable characteristics. In CT, we use a reconstruction

13

kernel, this is the numbers along the left side. The red numbers, the 3 mm slice in the D30

14

kernel represent the image training dataset and here, this was a task using a CNN to remove

15

noise from quarter-dose very noisy images. And you can see that when you move away

16

from the training situation, your outcome changes somewhat and particularly when you

17

move to a different class of reconstruction kernels, so the image characteristics are affected

18

more. We get some impact from slice thickness.

19

And so we, as a community, have to demonstrate the generalizability of the different

20

algorithms to these different imaging properties and characteristics or we are going to have

21

to characterize the data for the cases where we know we've proven it works and then

22

constrain input data for different algorithms and tasks to specific characteristics.

23

Now, some parameters are patient specific and we are not going to be able to

24

standardize. We set the reconstruction field of view according to patient size and here,

25

when we change the field of view, we get very different performance. So we also have to
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take into account the variability in the patients which we aren't going to be able to

2

standardize.

3

Looking to standardization, you start with standardizing the exam protocols, the

4

acquisition, the reconstruction, and then you can objectively characterize the

5

characteristics from the images and define acceptable ranges of performance. We can also

6

and are working on and developing tools that can take data from one system that's

7

somewhat non-standard and transform it into characteristics that are relatively

8

standardized.

9

We need physics knowledge of the entire imaging chain to accomplish this and with

10

that physics knowledge we can take patients with known truth, cases that we have

11

surgically, histology, or followed over time and we know the gold standard, we know

12

reference truth. With those cases, we can use the physics modeling and create new

13

datasets, actually infinite number of datasets, again, where we know ground truth. This is

14

ideal for data augmentation and gives us a standard, essentially perfect dataset to do

15

performance testing, stress testing.

16

And this is going to allow us to avoid all the variability of different hospitals,

17

different manufacturers having their own test sets with which they prove that their

18

algorithms work. This also allows us to quantitatively assess the performance of algorithms

19

over time in these algorithms that continually learn.

20

Here's an example of a lesion insertion technique that we used. The radiologists had

21

a 50/50 chance of detecting the inserted versus the real lesions and by doing it this way, if

22

you reconstruct in different parameters, here a 2 mm, 5 mm or iterative reconstruction, the

23

V shape takes on the right characteristics.

24
25

So in summary, medical physicists play an essential role in AI in medical imaging. We
help ensure that the data is high quality and consistent. We can create ideal datasets using
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physics modeling, not Photoshop, to have datasets that we can perturb, to look at

2

reproducibility, to augment for training or testing. And I think the future, at least in some

3

part, is going to be using these datasets to assess the commercial products because what

4

we want to know is did we get the right answer. Not spatial resolution, not noise level, but

5

our new parameters for testing performance made the area under the AUC for operating

6

curve and changes in AUC over time. Thank you.

7

(Applause.)

8

MR. SAUER: Thank you. Next, we have Dr. Keyvan Farahani from the Center for

9
10

Biomedical Informatics and Information Technology at the National Cancer Institute.
DR. FARAHANI: Good afternoon. Speaking of data, it's my pleasure to -- on behalf of

11

the cancer imaging program and the Center for Biomedical Informatics and Information

12

Technology, to present to you about three major repositories that would be helpful in

13

development of machine learning, AI development in imaging. One repository is well

14

known, The Cancer Image Archive, which has been in existence for some time, and the

15

other is just under production on the horizon, the Imaging Data Commons, which I'll be

16

talking about briefly.

17

The Cancer Image Archive has been around for over 10 years. Its mission is really to

18

provide an image repository service to encourage data sharing, but many projects have

19

branched off from datasets on The Cancer Image Archive. And the process of hosting data

20

has really improved over time and it can be broken down into really three steps: submission

21

of data through submission concierge that really helps life for some, that works with the

22

submitter to make the process of submission of data as seamless and as easy as possible,

23

working together with the submitter as well as the technical team at TCIA. Then the key

24

part of TCIA's role is de-identification of data to provide anonymized datasets and to make

25

sure that no protected health information is anywhere on the data that's made public, and
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also doing a sanity check and quality assurance of the whole data before its posted. Once a

2

dataset is posted, there is issued a digital object identifier which uniquely identifies that

3

collection and can be used in future citations as a reference. So TCIA has proved to be a

4

reliable and persistent archive over time and it's trusted by many scientific journals and

5

academic researchers.

6

The process really starts with submission of an online form to the TCIA advisory

7

group and submissions are ranked based on programmatic need or research need and

8

priorities and uniqueness of the collection. There are currently over a hundred ten

9

collections and growing in TCIA, belonging to over 47,000 subjects.

10

They cover pretty much all imaging modalities, clinical imaging modalities as well as

11

imaging for radiation treatment planning and digital pathology images from the cancer

12

genome atlas studies and now from other studies that have been added. There's a wide

13

variety of cancers, the usual suspects as well as phantom data for quantitative imaging

14

evaluation.

15

Many of the datasets come from clinical trials, so they do have companion data in

16

the form of demographics of the patient demographics, therapy regimens and outcomes,

17

and potentially genomics or proteomics aspects of the data may also exist. Some datasets

18

come with annotations or annotations that clinicians added as third-party analysis to the

19

collection and they can be found and then there are some with radiomic future analysis.

20

The datasets from TCIA can be downloaded on a single image or single study basis or

21

also automated through connection of a TCIA API. Then it can be integrated into imaging

22

pipelines for AI development. So today there are close to a hundred manuscripts that

23

relate to AI development in imaging, stemming from TCIA data science.

24
25

The other image repository really was initiated through the Cancer Moonshot that
was announced January of 2016. One of the goals of Moonshot was to enhance data
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sharing and a blue ribbon panel was formed and by summer of that year, in July, they made

2

a series of recommendations, about 10 or 12 sets of recommendations, all of which are

3

being implemented and one of them had to do with building a national cancer data

4

ecosystem that would provide linkage of different or disparate information pieces, provide

5

data science infrastructure to allow development of methods based on standards and

6

interoperability of data tools and potentially -- and it has a cloud-computing platform.

7

So as part of the national cancer data ecosystem, CBIIT, the Center for Biomedical

8

Informatics and Information Technology at NCI, undertook this ambitious project of Cancer

9

Research Data Commons. A data commons is an entity that co-locates data and computer

10

and storage facilities under one domain or one platform. The Cancer Research Data

11

Commons really consists of multiple nodes on the cloud that relate to different aspects of

12

cancer research.

13

And here is just a basic infrastructure of the CRDC showing only four nodes and the

14

point of this graphic is to show that they all followed the same -- similar architecture with

15

cloud-based data repository and domain-based data model and ID and metadata services

16

provided by data commons framework as well as APIs.

17

And on top of these nodes are two layers of the Center for Data Harmonization to

18

address common data and metadata models and then there's Cancer Data Aggregator

19

which allows access to different types of data across the nodes based on subject, tissue

20

kind, disease kind, etc.

21

And one of the first driving projects for CRDC and particularly Imaging Data

22

Commons is the Human Tumor Atlas Network and other Moonshot initiatives and data from

23

HTAN will be available through CRDC, which lead to HTAN sites and eventually publicly.

24

The Imaging Data Commons, again, is a cloud resource that will host cancer image

25

collections, initially datasets from TCIA and HTAN and then eventually other data types or
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imaging data from other studies. It will provide a resource for searching, identifying and

2

viewing images and also connect to additional data types across the CRDC nodes. The

3

Cancer Imaging Data Commons was awarded as a contract to the Brigham and Women's

4

Hospital with the PI, Dr. Ron Kikinis, who was behind the development of 3-D slicer.

5

It's currently under implementation on the Google Cloud Platform and will integrate

6

the base OHIF viewer as a visualization tool. All the developments are open source, not

7

restrictive, and DICOM will serve as the prime standard, but there will be other standards

8

that we follow for some of the non-conventional imaging types. And the first release of IDC

9

is expected for the end of the summer, early fall of 2020.

10

With that, I'd like to acknowledge the teams behind IDC and TCIA, folks at the

11

Fredrick National Laboratory, the Cancer Imaging Program, and CDIIT. Thank you for your

12

attention.

13

(Applause.)

14

MR. SAUER: Thank you. I'd like to introduce our next presenter, Dr. Paul Kinahan,

15

Vice Chair of Radiology Research at the University of Washington, and on behalf of the

16

American Association of Physicists in Medicine.

17

DR. KINAHAN: Thank you, Rob. There are three messages I would like to deliver in

18

my 5 minutes. The first is that AI algorithms certainly show potential advantages, as we've

19

heard, but in general we do not know when they are wrong and I'll give a few examples. In

20

addition, there can be unintended consequences that are only apparent when the entire

21

imaging chain is reviewed. And there is also a lack of clinically relevant, clinically feasible,

22

and metrology based assessments, somewhat similar to what Cynthia was talking about two

23

talks ago.

24

There is a lack of useful metrics for AI-based methods. Clinically relevant modulation

25

transfer function or MTF, and the noise power spectrum or NPS, methods served us well for
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decades. They do not provide the same level of information for highly nonlinear AI

2

algorithms. ROC studies can still be used, but they are task specific and often not feasible.

3

There is also little known about the noise correlations and the true noise from multiple

4

realizations, as well as the quantitative accuracy and I'll give a couple examples. Metrics

5

should be developed through evidence-based, multicenter, multi-vendor comparisons,

6

again, such as Cynthia mentioned, and achieve consensus and here is one example.

7

Here is a recent study of a CNN-based de-noising algorithm from Chi Liu and

8

colleagues at Yale that they shared with me, nicely showing that the deep learning-based

9

methods can get to the minimum or optimal noise variance tradeoff faster. Here, the goal

10

was to reduce the radiation dose by about 90%, which increases noise, which was then

11

suppressed. This tuned CNN algorithm got to the same optimal minimum bias and variance

12

tradeoff as the current state of the art using non-local mean filter, but -- filtering, but much

13

faster.

14

In less careful studies, however, machine-learning intelligence can and are being

15

over-hyped. This is anecdotal example I just grabbed off the web and to be fair, I can say

16

what's the true story of the study by the company, but this is an example of what we see

17

regularly now.

18

In contrast, this study by Vaishnav and colleagues at the FDA reaffirmed, which has

19

been known for a few decades, that a single image does not tell us -- or even anecdotal

20

images does not provide proper evidence for performance.

21

In another example, our group demonstrated using nonlinear algorithms to enhance

22

quantitative accuracy by using edge-preserving a priori information. The mean value is over

23

a hundred independent binomially (ph.) distributed realizations showed this improvement

24

did happen if you look at the mean values where we used the binary labels. However, a

25

surprising result was the appearance of false positives and false negatives with respect to
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lesion detection, as shown by these two anecdotal realizations. This is a consequence of

2

the noise correlations which are not obvious from looking at a single image.

3

In terms of quantitation, Scott Woolenweber from GE and Tyler Bradshaw from the

4

University of Wisconsin looked at the impact of a random initialization of a CNN de-noising

5

algorithm on a quantitation or the measurement of PET images. They evaluated the impact

6

on PET images using 10 different random initializations during the training phase to

7

evaluate the repeatability and reproducibility.

8
9

This is a complicated plot as the key point that is buried in here, which I thought was
very important, is that there are bias and variance effects due to just the random

10

initialization during the training phase of the de-noising method. And so a message here is

11

that separate images do not tell the full story for quantitation.

12

In summary, there are certainly potential advantages, but in general we do not know

13

when AI algorithms are wrong. For example, false positives and false negative errors are

14

quantitative errors.

15
16
17

In addition, the importance of noise, noise correlations and bias from multiple
realizations is typically not appreciated or assessed.
An item that was not discussed, but I hope is now obvious, is the potential for

18

unintended consequences that are only apparent when the entire imaging chain is

19

reviewed. For example, we could have AI-based image reconstruction followed by an

20

AI-based de-noising module, in turn followed by an AI-based classifier. And all of these

21

could be from different vendors and change over time.

22
23
24
25

Another item not discussed, but very relevant, is the need for metrology standards
to avoid misinterpretation and improve rigor.
Finally, in practice, there's a growing gap between nonlinear or AI-based methods
and our ability to evaluate them in a clinically relevant way. For example, when do we say
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an imaging system including all of the AI-based algorithms is fit for practice on the multiple

2

tasks it will be used for?

3

Thank you for your attention.

4

(Applause.)

5

MR. SAUER: Thank you. Next, I'd like to introduce Dr. Timothy Hall, Professor and

6

Interim Chair of the Department of Medical Physics at the University of Wisconsin, Madison,

7

and Vice Chair of the Quantitative Imaging Biomarker Alliance.

8
9

DR. HALL: Thanks, Rob. And thanks to the FDA for the introduction. I want to pick
up on some of the comments that Paul just made about metrology and some of the

10

comments that were made earlier this morning in the panel about quantification and

11

understanding performance.

12

One of the issues is that we're trying to advocate for quantitative imaging

13

biomarkers and what I mean by that is a definition for quantitative imaging biomarkers

14

derived from the NIH definition for a biomarker. And the important thing to understand

15

here is that imaging devices are not designed to be measurement systems and so that

16

presents a challenge.

17

A typical measurement system is targeting a particular measure and the thing that

18

it's going to measure, for example, think of body temperature, and so there are known

19

sources of bias and variance. The device making that measurement is designed for

20

particular tasks, and so there are objective criteria for reproducibility, for example.

21

Whereas diagnostic imaging systems are generally designed to obtain high-quality

22

images in the shortest amount of available time and are then subjectively or qualitatively

23

analyzed and there's generally no specific requirement for reproducibility in quantitative

24

results, with very few exceptions.

25

So this presents some really serious technical challenges for quantitative imaging
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biomarker estimation. First, there's the lack of detailed assessment of sources of bias and

2

variance, lack of standards in acquisition and analysis, highly variable quality control

3

procedures, particularly in the available quality control programs or phantoms, if they're

4

available, are typically not designed for quantitative imaging.

5

Also there's little support historically on the vendor side because there has been no

6

documented competitive advantage for quantitative imaging biomarker generation. And all

7

this leads to varying measurement results across vendors, centers, and/or time when you

8

want to estimate quantitative imaging biomarkers, and that leads to these imaging inputs

9

being less valuable for AI algorithms because of an embedded variability in the information.

10

So the mission of the Quantitative Imaging Biomarker Alliance, or QIBA, is to

11

improve on the practicality of quantitative imaging biomarkers by reducing variability across

12

devices, vendors, sites, patients, and time or as we say, industrialized biomarkers, to make

13

them measurement devices or convert imaging studies into imaging assays. That allows us

14

to make strong statistical statements about bias, repeatability, reproducibility of these

15

estimates and among individual quantitative imaging biomarkers and improve their value as

16

input into AI algorithms.

17

Initial efforts in QIBA have focused on individual biomarkers that have led to the

18

ability to create a statistical framework for designing cross-sectional and longitudinal

19

studies, conformance assessment for profile specifications, and study design for clinical

20

trials using biomarkers that will minimize the number of patients that need to be involved

21

at any one site, increasing efficiency in study design and also allow you to combine those

22

studies from multiple vendors, multiple sites, with greater confidence.

23

But we know that in medical imaging, typically there's more than one biomarker

24

that's used to make a decision. For example, in the case of MRI of a prostate for trying to

25

detect or evaluate prostate cancer, typically T2-weighted imaging, diffusion-weighted MR,
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and contrast-enhanced MR are all combined into a decision about the status of the prostate

2

lesion, for example. And so these multiparametric quantitative imaging biomarkers present

3

a challenge in that we don't yet know really how to combine them into a decision metric to

4

create a statistically strong statement about the bias, repeatability and reproducibility of

5

the output of that AI algorithm using these multiparametric quantitative imaging

6

biomarkers.

7

So where's our confidence? For example, a confidence interval in some sort of

8

statement, for example, if you want to assess the risk of cancer present or the risk of

9

progression, the evaluation of response to therapy, what's the confidence in that

10

statement? And underlying all that is how many cases are needed to train a quantitative

11

imaging biomarker? That's something that hasn't really been addressed here and

12

something that we're hoping to do in the study.

13

So with that, I'll thank you.

14

(Applause.)

15

MR. SAUER: Thank you. Next, I'd like to introduce Dr. Behrooz Hashemian from the

16
17

Center for Clinical Data Science.
DR. HASHEMIAN: Hi, everyone. Today I'd like to share with you our experience in

18

deployment of AI in hospitals and what needs to be considered beyond AI models for

19

successful integration.

20

Influenced by CAD publications, the recent model-centric vision that focuses a lot on

21

the AI model inference, which means having a set of -- radiological images or as an input,

22

what would be the output and how this -- how is the performance on detecting -- for

23

instance? Unfortunately, this simplistic view does not translate to a successful deployment

24

of AI in hospitals. The reality is deployment of AI in hospitals is more complex and can take

25

multiple pathways, which can be different than the common standard of care.
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So one of the pathways independent of AI, involvement of any AI, is when the

2

images are curated at image modality, CT, MR, etc., and they are sent to routing

3

management system that directs things to PACS or VNA and an image viewer to query the

4

PACS to get the images visualized and a radiologist would read it.

5

For AI deployment there are more pathways. So there's a real-time pathway that

6

images are directed from routing management to a series selection component that selects

7

a series and specific images to a particular model. So not all of the images in one study is

8

relevant to an AI model. And then it's passes to AI model inference.

9

But there is another one that queries from PACS and clears a cohort of patients and

10

studies. This is particularly important for longitudinal studies and retrospective analysis and

11

in this pathway, a batch of studies are provided to the series selection, which is the image

12

selection component and which is called batch pathway. So either way, the images arrive at

13

model inference and the results are stored in a persistent storage. Depending on the

14

output, type of output and what is the output, it can be integrated back to the -- merged to

15

the PACS and merged with the regular pathway or directly sent to image viewer.

16

As you can see here, the AI model inference on the top right side of this slide is only

17

one of the components. Although it's very critical and serves as the brain of this system, it

18

relies on many other components that can act as a blood supply for this brain. So a

19

successful, effective and safe deployment of AI in hospital requires consideration of

20

everything in this ecosystem and their interaction.

21

To emphasize more about this ecosystem, I want to show you what other thing is

22

involved in like batch pathway, that you're starting from the PACS, you query PACS, you

23

create the cohort and studies. We send it to the series selection, through selection,

24

communicate back with the PACS system to get the series. Then it's communicating again

25

to get the metadata from this series and then run the series selection to get the adequate
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and the relevant images and finally get the images that are important and pass it to your

2

model. So you can see there are so many things involved before an image enters AI

3

inference. And focusing on AI inference evaluation, for evaluating the whole

4

implementation is something that may lead to a failure because each component of this

5

ecosystem can play a role and failure of each of them can result in a failure of the whole

6

system.

7

To ensure successful clinical deployment, we need to make sure that you're

8

evaluating everything from data acquisition to the model results visualization that is being

9

deployed and is effective and is safe. Thank you.

10

(Applause.)

11

MR. SAUER: Thank you. Next, I'd like to introduce Mr. Kevin O'Donnell, Senior R&D

12

Manager at Canon Medical.
MR. O'DONNELL: Thanks, Rob. So I'd like to comment briefly on infrastructure.

13
14

More specifically, I'll be wearing a standards hat today. I was very gratified to see the last

15

presentation.

16

Many of us here today are creators of AI products, many of the rest of you are users

17

of AI products, and collectively we face a challenge, which is these new products and these

18

new capabilities need to be integrated into this existing healthcare system that we're living

19

in.

20

So as we get increasing numbers of these AI analysis algorithms, there's a class of

21

challenges we're going to have to face. How are we going to ensure that all of these many

22

new data sources properly integrate with all of the many new points where the data is

23

being consumed? How do we ensure that the source and provenance information around

24

each one of these AI results is properly captured, recorded and carried along with that

25

data? How do we ensure that when these are vetted by -- there's a step in the workflow
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where a human steps in and checks to make sure that the AI result looks realistic, we've

2

heard several times, where does that get captured, how does that get carried along? And

3

perhaps, finally, these AI results, they need to be data-based, they need to be woven into

4

the medical record so that we can use them to drive clinical decision support, automated

5

workflow, etc.

6

As you'll probably guess from the title slide, the sensible approach for this is

7

standards, specifically data encoding standards, data protocols, and so much the better if

8

they are open and international.

9

The good news is we've got a lot that exists that we can build on. DICOM images are

10

the infrastructure of radiology. There are literally billions of DICOM images at any major

11

hospital system. They're there, they're ready to be processed, it's the logical input for all of

12

this work.

13

Moving on to the output side, we've been using DICOM-structured reporting for

14

many years to capture things like cardiac measurements, the work that we've heard already

15

about mammography CAD, various other kinds of annotations, so we have standards

16

available for working on that.

17

A little more recently and increasingly supported in products are what we're

18

referring to as DICOMweb and these are parallel services that let you use HTTP messaging,

19

which is a little more familiar to some of the younger developers and some of the current

20

tooling, to go and do your DICOM push, pushing and pulling DICOM data.

21

With some of the work that's been done at NCI and, I think, promoted through

22

Stanford, there's the annotation image markup that's been used in a number of research

23

projects. There is now transcoding of that into DICOM-structured reporting so that can be

24

incorporated in the PACS. And one of the points that's often really overlooked is code sets,

25

that all of this data, it's all nice when you're doing one particular task, but as you try and
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knit this into the medical record and you've got data coming in from all these different

2

sources, disciplined consistent use of code sets is really, really important and we've got

3

loads to choose from, SNOMED to LOINC, the RSNA Radlex work, the ACR work on BI-RADS,

4

PI-RADS, LI-RADS, and the rest of that family. And all of these are all basically integrated

5

into existing work in DICOM, HL 7, CDA, and FHIR.

6

There's a few that are a little more recently on the scene. So for those of you that

7

have been following the work in FHIR, there's a FHIR imaging study resource which allows

8

indexing of these RESTful DICOM image resources so that you can move seamlessly in a

9

RESTful HTTP space between your EHR data and your PACS data.

10

Recently, the simplified JSON encoding of SR has been published for trial

11

implementation and so if you're working on -- and again, this is a little more familiar to

12

some of the younger developers, in terms of ways for representing these AI results, these AI

13

findings and some of the associated metadata.

14

There are two profiles. I'm assuming people are hopefully familiar with IHE,

15

Integrating the Healthcare Enterprise, and RSNA and HMS initiative. And so it's basically

16

implementation guides for how to use some of these standards for encoding AI results and

17

for implementing an AI workflow. We expect both of those to be coming up for public

18

comment within the next few weeks. If you Google for those names -- I'm sure you can turn

19

them up and read the guidelines.

20

And then finally, there's ongoing work within the ACR and RSNA, the radiology

21

common data elements and these are codes, that they're gradually expanding a set of codes

22

to represent certain AI analysis tasks and AI result findings.

23

In short, if you're developing, build using standards. If you are on the user side,

24

request standards in the products that you're getting. Let's free up the resources from that

25

to apply to all the other problems that we've been talking about today, which have slightly
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less tidy solutions. Thank you.

2

(Applause.)

3

MR. SAUER: Thank you. And now I'd like to present our final presenter from the

4

public presentation session today, Dr. Michael -- Dr. Michael Abramoff, the Watzke

5

Professor of Ophthalmology and Visual Sciences at the University of Iowa, and founder and

6

executive chairman of IDx.

7
8
9

DR. ABRAMOFF: I want to thank the FDA for having me here, a non-radiologist, so
that's exciting. I have obvious conflicts of interest.
You see the word autonomous, autonomous means it makes a clinical decision by

10

itself. It's a prescription device with a medical decision that's made by the AI, not by a

11

doctor. We'll go over a little bit of what the foundation of ethics was and especially the role

12

of physicians, which I think is primal.

13

So if you ask physicians about AI, you can get various responses and 10 years ago

14

there was an editorial about my research, I've been doing neural network research for over

15

30 years now, called Revenge of the Machines, The Retinator, and it was referring to me

16

and my research where there was concern among my colleagues about the destruction of

17

the profession of ophthalmology and the impact on a patient's quality. This was the chair of

18

ophthalmology at Hopkins, he's now a good friend, but it was impactful at the time.

19

But you can change this by being very transparent and open about what you do, the

20

research and of course the commercial decision, what we're talking about here. And now

21

the AMA has me on their website as this guy is doing it the right way, doing AI the right

22

way. So it can be turned around and actually it's very much supported, what we're doing,

23

by physicians and our colleagues.

24
25

A few things have happened over the recent years that you may not be aware of in
AI. The first-ever preregistered clinical trial for autonomous AI was performed in 2017, was
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published more recently, which led to the first-ever approval -- sorry, I should say

2

authorization, authorization through a 510(k)/de novo pathway by FDA. And specifically,

3

the FDA in their press release mentioned this is usable by healthcare providers who may not

4

normally be involved in eye care as it makes a diagnosis of diabetic retinopathy. It's now

5

being used in clinics all over the U.S. You can look up NPR, there's a very nice segment

6

where they were talking to patients and physicians, what they thought about autonomous

7

AI in the clinic.
And more recently a so-called Category 1 CPT code was created for autonomous AI.

8
9
10

It's very cryptic the way the CPT editorial panel describes this, but it was specifically created
where there's no physician work done for the CPT code, it's all done by the AI.

11

And early this year, very, very exciting that it became part of the standard of care for

12

diabetes management. So it's now a part of the American Diabetes Association standard of

13

care.

14

A lot has happened in the last few years in terms of autonomous AI and you're really

15

seeing the sort of frontier of this field, at least in ophthalmology. But we couldn't have

16

done this without creating an ethical framework for autonomous AI and we, as physicians

17

took a big role in that, meaning the autonomous AI.

18

As some other speakers already mentioned, it needs to improve patient outcomes

19

based on clinical evidence and scientific evidence. It needs to be developed together with

20

professional medical societies and patient organizations and it needs to be safe, efficient,

21

and equitable. It needs to be designed in ways that align maximally with what clinicians do.

22

It needs to have maximum traceability of the data that goes into the training of the AI as

23

well as when the AI is being deployed and used. You need to validate it rigorously in clinical

24

trials for safety, efficacy, and equity. And you need to include the entire workflow, many

25

speakers mentioned that.
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And I just mentioned to you the Fenton 2007 study of mammography that showed

2

that AI, together with a radiologist, can actually decrease outcomes for women suspected

3

of breast cancer.

4

And then finally, one consequence of autonomous AI for us was that we, as a

5

company, assumed liability and essentially have medical malpractice insurance just like a

6

clinician does.

7

So part of this has been policy from the American Medical Association. You see the

8

words safety, efficacy, and equity there, as well as bias. You know, one term I've used a lot

9

is glamour AI, stop glamour AI. That's essentially technologically very exciting AI that

10
11

doesn't improve patient outcomes and you don't want that.
But more importantly, we need to design it so it's maximally reducible to what

12

clinicians do as far as our understanding goes. And we have shown this, for example, with

13

designing AI to be as invariant to racial and ethnic bias as possible and you do that using

14

biomarkers rather than using blind CNNs over the neural network. So that's why the user

15

biomarker-based approach, should we use deep learning to train detectors rather than as a

16

whole system.

17

So concluding, autonomous AI is now mainstream in healthcare. I mentioned all the

18

steps, all the way from clinical trials, FDA authorization, CPT code, and now part of the

19

clinical standard of care. There's a lot coming after this with other companies and we are

20

creating additional autonomous AIs. All of this cannot be done without physician leadership

21

and specialty organization support. Thank you.

22

(Applause.)

23

MR. SAUER: Thank you. And once again, I'd like to thank all of our public presenters

24

for highlighting these perspectives and initiatives. And you know, as Jen mentioned earlier

25

this morning, we had over 80 people request to present during the public presentation
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session and we weren't able to accommodate them all, so I would once again point you to

2

the public docket for this workshop.

3

And now we're going to transition to our afternoon session and I'd like to introduce

4

Dr. Subok Park, a lead scientific reviewer in the Division of Radiological Health at FDA, who

5

will moderate our next session.

6

DR. PARK: Hi, everybody. For the next hour or so we have invited talks on the

7

evaluation of AI software for radiological applications. Our first speaker is Dr. Nicholas

8

Petrick, Deputy Director of the Division of Imaging Diagnostics and Software Reliability of

9

the FDA Office of Science and Engineering Laboratories, a talk of Pre- and Postmarket

10

Evaluation of Autonomous AI/ML: Lessons Learned from Prior CAD Devices.

11

DR. PETRICK: Just as a basic outline of my talk, I'm going to talk about CAD device

12

types, a CAD assessment framework that we're using, and then some lessons learned and

13

then hopefully, how they may apply to autonomous AI/ML. And of course, there's a lot of

14

possible lessons. I'm going to deal with just a couple -- three different areas that I just

15

thought were important.

16

This is just a repeat of what we saw this morning, various areas of computer-aided

17

diagnosis. We have, I'm not even going to go through all the definitions, but detection,

18

diagnosis, a combination of detection and diagnosis, CAD triage, which is relatively new,

19

and now this new version on acquisition and optimization types of aids and devices.

20

The other one I just wanted to point out is an old device. I'm calling it an initial

21

screener. This morning we were talking about rule-out types of autonomous AI. This is an

22

autonomous type of an AI, it's an initial screener. The purpose of this was automated

23

cervical cytology slide reader and it selects up to 25% of Pap smear slides that need no

24

further review. So again, this is a rule-out or what I'm calling an initial screener type of

25

device. Keep this in mind because I'm going to use it as a couple of examples, but this is
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old, this is from 1995. Some of these devices, autonomous as well as CAD, have been

2

around for a number of years now.

3

There are two main guidances that we utilize for computer-aided detection, but

4

they're generally applicable to a large area of CAD. These are the 510(k) framework and

5

then the clinical assessment guidance. I'm not going through the details of these, but just

6

as mentioned before, these are updated, the clinical assessment was updated in January of

7

this year for the reclassification of some of the CAD devices from Class III down to Class II.

8
9

So what are some of the basic components of the CADe assessment framework?
These are the basis of the guidance and I'm not going to go through all the details, but the

10

three main areas are information about the device description, the verification and

11

validation testing, and that includes two main components for that, standalone

12

performance testing and clinical performance assessment. There's other factors, human

13

factors and others that are important in part of that software, as well. Another big area is

14

labeling of the devices and then there are some other components for these types of

15

submissions, but these are the main components that are important for assessment.

16

What goes in a detailed description? Well, first of all, information about the CAD

17

algorithm and its components, information about device uses and patient populations, so

18

how is that defined?

19

The algorithm design and function. We are interested in that information because

20

that helps us understand how variations of that design may propagate into changes in

21

performance.

22
23
24
25

We're obviously interested in the training process, so that's training and tuning
datasets to process and so forth.
We're interested in performance testing and protocols and especially the datasets
associated with them, therefore we need a statistical analysis plan, a validation dataset
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that's going to be independent data of the training and tuning datasets and used only --

2

usually hopefully only accessed after the algorithms have actually been developed and the

3

reference standard, the scoring methods and the other factors that go about how you're

4

going to do the assessment.

5

The basic components of testing are broken down in CAD into two areas, what we

6

call standalone performance assessment and that's performance, benchmark performance,

7

and facilitates generalizability analysis.

8
9

And here's just a very simple schematic for that. There's a test, you have some
reference standard process that you use for doing that, the AI is applied and you do some

10

assessment of performance for that AI algorithm. This is completely independent of the

11

clinicians, it's just the performance of the algorithm itself.

12

The second component I talked about was clinical performance assessment. This is

13

the clinician's performance utilizing the device. This is not the device's performance, it's

14

the clinician's performance utilizing the device. We typically use what we call a multi-

15

reader/multi-case study design, so we have multiple clinicians evaluate multiple cases. It

16

can be prospective or retrospective, but typically in radiological CAD devices most of these

17

studies have been retrospective assessments.

18

And again, here's a simple schematic. We have a reference standard process. Now

19

the data goes through two pathways. One is the unaided clinical interpretation of that data

20

and then the AI-aided interpretation of that data and there's a comparison between those

21

two branches. So we have a self-control because the clinicians are typically reading the

22

same database of cases and they have read it in two different modalities and therefore we

23

can do a direct comparison of that information.

24
25

There is other information associated with assessment methodologies that come out
of special controls for different types of devices and you can see there are different special
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controls that have been developed for computer-aided diagnosis or CADx and then CADe

2

plus CADx. Those frameworks, there is some variation but they're typically generally

3

consistent with the CADe guidance approaches, but specific for CADx or a diagnostic.

4

There's also the CAD triage special controls. These have a slightly different

5

framework, but they’re fairly consistent, as well. There's information about the detailed

6

description of the device and so forth. There is the verification and validation testing. In

7

this case, it's a standalone performance testing. But now instead of a clinical performance

8

assessment, it's a performance testing that demonstrates the device will provide effective

9

triage information. And then there's labeling and other components of that, as well.

10

There is also a relatively new device in the optimization devices, acquisition and

11

optimization devices, that also has information related to how you do assessment of CADs

12

or computer-aided devices. So this is all available, these are things that you can find freely

13

available on the FDA website.

14

The next thing is what are the lessons learned? And I'm just going to go through

15

three lessons. I'm sure there are plenty and you might have picked different ones, as well.

16

But I think the lessons I was going to take away are, first of all, the CAD assessment

17

framework is largely applicable to autonomous AI/ML. The information we see about

18

device description, verification, validation, labeling and so forth, those are all going to be

19

applicable to autonomous AI.

20

There are some important differences, so let's just look at the CADe/CADx type of

21

framework. What we currently have is inclusion of standalone and clinical reader

22

performance or multi-reader/multi-case testing. These generally utilize enriched datasets,

23

therefore we're looking at comparisons on enriched datasets for the most part because we

24

have the aid of the clinician involved. For autonomous AI/ML, we're likely going to include

25

standalone and benchmark performance testing, as well; it will still be a component of that.
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We may think we don't need clinical testing in any way, but we probably are going to need

2

some sort of clinical comparison with standard of care types of testing. We'll have some

3

clinical component, at least for first-of-a-kind types of devices. And I would argue that it's

4

probably more important that we have representative datasets for these autonomous AI

5

devices because of the fact that they're going to be implemented in a wide range of bodies

6

without the control of the clinician.

7

Just an example of what might come. This is going back to that initial screener or

8

rule-out type of device. What would be some of the issues that come up in a clinical

9

assessment framework? Here we just show an example where we have the image

10

acquisition. This is the initial screener, this is the AI. It says whether if it's normal, it goes

11

to the report. Now, there's no review by the clinician. If they decide it's abnormal, in some

12

way it goes to the physician for further review.

13

So that proposes some interesting concepts here. First of all, here is the initial

14

screener, that's a combination. If it's a normal case, the AI or the reader will have to

15

determine it to be negative, so there's an "or" between the AI or the reader. If it's a

16

positive for that patient, then both the AI and the reader will have to determine it's

17

positive.

18

So that poses an interesting paradigm when we think about the reader study. That

19

means that the sensitivity of the AI and the reader, so this is the initial screener algorithm,

20

is actually less than or equal to the sensitivity of the standard of care. That's because the AI

21

may miss some cancer.

22

On the other hand, the specificity of the initial reader or the AI and the reader is

23

greater than the specificity of standard of care. That's because the standard of care reader

24

may misdiagnose some normal cases that were correctly determined by the AI/ML. So that

25

imposes interesting restrictions on how we might approach doing an evaluation, a clinical
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evaluation of this type of device. Now, that's assuming that the reader performance is the

2

same before and after introduction of the initial screener. That may be a stretch if we have

3

a large, large fraction of the cases excluded out of the dataset, but that may not be so much

4

of a stretch if we have a relatively small proportion of the dataset that's removed, especially

5

for low prevalences of disease.

6
7
8

Lesson 2 is that the makeup of the validation dataset impacts the safety and
effectiveness assessment.
What are some common datasets we use? I already talked about these already. We

9

have an enriched dataset. Typically for CAD devices these are challenging cases used to

10

probe the differences in the modality. What we want to do is look at the cases that are

11

most likely to show the effect of the differences so we can show that there's a difference

12

between them.

13

We can also do enrichment with subgroups to assess generalizability. This is used a

14

lot in standalone performance testing. And we have to look at two components. One is the

15

technological subgroups, do we have a variation of image acquisition systems or acquisition

16

protocols? The second is the patient subgroups, do we have variability of the subgroups

17

that we want to look at specifically in that evaluation?

18

For a representative dataset, we have to think again about representation of the

19

clinical population, but also representation of the image acquisition landscape. And this is a

20

challenge because both of those are important and if you miss one of those components,

21

you can maybe misunderstand the performance of your test.

22

Going back to the CAD test databases, datasets. When we're evaluating CAD, we

23

generally are not measuring the aid under clinical condition and we're generally not

24

comparing devices across different datasets. We typically have the datasets, the devices

25

stand on their own. If we're doing a direct comparison, it's on the same dataset. So that
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

139
1

means what we do in standalone testing is we like to have a representative, somewhat

2

representative benchmark performance so we understand sort of how well it works in the

3

general population. But a lot of times that's got a limited number of sites and there's likely

4

some bias selection in that process. We are still looking in the enriched subgroups or

5

imaging technology subgroups to inform our labeling and facilitate generalizability analysis.

6

It's an important component of standalone performance assessment.
In clinical reader studies, again, we typically enrich with challenging cases so we can

7
8

minimize the size of these studies and the clinical readers are generally not really truly

9

representative of the real reader population. You end up with having 15, 20 readers in a

10

reader study, that's hard to say that generalizes to the whole population of readers in the

11

U.S.

12

For autonomous AI, I would say we likely want to be able to directly compare

13

algorithms across different datasets, at least until we have centralized datasets so that we

14

can do heads-up comparisons on. If we can't do that, it's going to be very difficult for users

15

to understand how to utilize these devices and which ones may perform better or worse in

16

their scenario.

17

For standalone testing, we likely want to have a representative patient population

18

and clinical image acquisition population. Again, this likely means there will be more sites

19

and to minimize the potential for selection bias in this data. We'll still look at enriched

20

datasets because the representative population will likely under-represent groups in which

21

we're interested in knowing how well this device performs. So that would again inform

22

labeling, determine any limitations, and facilitate generalizability analysis.

23

For the standard of care comparison or clinical study, likely again it will have to be

24

representative of the clinical population, both the clinical image acquisitions as well as the

25

clinical readers, and so whatever that means as far as how your device is used. So for that
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initial screener or the rule-out device where there's a combination of the AI by itself and

2

then the combination with the readers, the automated Pap smear reader device used a

3

two-arm, prospective, intended-use study of five cytology laboratories. That's not saying

4

that's the study that we would use for all autonomous AI, but it gives you an idea of what

5

was done in the past.

6

The question is how much data is enough? Well, I would say that for CAD devices,

7

we generally use modest-sized enriched validation datasets. For autonomous AI, we're

8

much more likely to require larger representative validation datasets.

9

Here's a paper from Zech in PLOS-Medicine that came out in 2018 and I think it

10

shows an interesting phenomenon. Here's a CNN for pneumonia screening, for chest X-

11

rays. It was trained on a very large dataset from Mount Sinai Hospital and NIH of about a

12

hundred or so thousand, a hundred and ten thousand cases, tuned on about 15,000. Their

13

validation was on separate -- these are independent cases from NIH/Mount Sinai and then

14

this is a completely independent set from Indiana University. The pneumonia prevalence is

15

given here, you see that Mount Sinai had a very high prevalence of disease.

16

And what's interesting, here is the ROC performance, so this is the performance,

17

higher the better, and we show it based on the different sites. If you look at a combination

18

of Mount Sinai and NIH, it had an AUC of 0.93. However, if we look at the individual sites,

19

the same data, this is the same 20,000 cases but just on the NIH, there's an AUC of 0.73.

20

And if we look at Mount Sinai itself, it has an AUC of 0.81. This looks odd, but what

21

happens is this joint distribution is actually different than any individual institution at these

22

two sites. And we see the AUC from Indiana, which is completely independent, about 0.82.

23

So again, understanding what the variability is and then looking at and understanding how

24

different sites or different subsets of data actually perform is important in these devices

25

because an overall performance may actually obscure some of the individual specs across
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sites.

2

There are limits for benchmarking AI performance, so I think some of the questions

3

are how do we extend to a new imaging device and can we do that without a new study? I

4

would argue that there's some possibility that we can use physics in other areas for certain

5

types of AI, but it's sort of a risky proposition with autonomous AI, much more different,

6

much different than it is for CAD. The same with extending to other patient populations,

7

there's a lot of risk as you move to these different populations, so the performance may be

8

very different than you expect from the initial studies you performed.

9

The final lesson I just want to say is you didn't use a lot of QC in CAD devices because

10

we had the clinician that's overseeing the application of that device, for better or worse. In

11

automated AI, I would argue that QC is critical for autonomous AI and it can be a very

12

important safety control.

13

And we can talk about this in two different ways. Here's going back to that Pap

14

smear device. There are two different parts of QC, there is an automated QC check of the

15

inputs in the AI processing to ensure real-time adequacy of the algorithm processing. That

16

means as the algorithm's performing, there's a QC algorithm as well that tries to determine

17

is this appropriate, does it look like it will work for this case?

18

There's a second component to that, as well, which is the clinical QC, which is to

19

confirm ongoing AI functionality within a particular site. In this particular device, the

20

system identifies up to 15% of successfully processed slides for full manual reinterpretation.

21

So here is a case where you have this ongoing QC process that allows the individual site to

22

check that AI, to make sure there's nothing changing in their clinical practice that causes

23

problems in the QC.

24
25

Just to summarize for autonomous AI/ML, the three points I was trying to get across
is the CAD assessment framework is largely applicable, there's a need probably in
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autonomous AI more so than in CAD for large representative data, validation datasets, and

2

that ongoing quality control may be a useful safety control for autonomous AI, which is a bit

3

different than what we've seen in CAD devices. Thank you.

4

(Applause.)

5

DR. PARK: Our next speaker is Dr. Matthew Diamond. He's from the digital health

6

program of the FDA Center for Devices and Radiological Health.
DR. DIAMOND: It is a pleasure to be here at this workshop about a very exciting and

7
8

important topic and I'm going to talk today about a proposed regulatory framework for

9

modifications to artificial intelligence and machine learning-based software as a medical

10
11

device.
This framework was presented in a discussion paper that we released last year and

12

since then, we've received a lot of feedback from many of you here in the audience,

13

through the public docket, through articles and scientific papers and I just wanted to say

14

thank you for all the feedback. We have read it, we have heard it and we are working on

15

many of your suggestions.

16

I also wanted to acknowledge the working group that developed the paper. Included

17

are many folks that you've heard from or will hear from at this workshop and this was a

18

multidisciplinary effort across the Center, including from our Division of Digital Health,

19

Bakul Patel, Kathryn Drzewiecki, and myself; from the Office of Product Evaluation and

20

Quality, Robert Ochs, Alex Cadotte, Brad Cunningham, and Adam Saltman; and from our

21

Office of Scientific and Engineering Laboratories, Nick Petrick, who you just heard from,

22

Berkman Sahiner, and Chris Scully.

23

Before we dive into the framework itself, it's worth talking a little bit about the

24

background, building on what you heard already today from Bakul Patel about the rapidly

25

evolving field of digital health. And you know, essentially, the regulations that were created
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40 years ago to regulate medical devices was for a very different world of medical devices

2

and the world of digital health devices has a time frame of product development of weeks

3

to months, a high availability or potential at least for real-world data and a potential for a

4

large number of products, a much lower barrier to entry for the software world than for the

5

world of traditional hardware device manufacturing.

6

And for artificial intelligence and machine learning-based devices, this pushes these

7

trends actually further with the potential for a device that is continuously adapting, maybe

8

iterating on a daily basis and for such an evolving device, the real-world performance data is

9

that much more important.

10

We've heard a lot about some devices, but I wanted to highlight a few examples.

11

The top example, we just learned a bit about from Dr. Abramoff, it's the IDx-DR device and I

12

thought it was worth highlighting because even though it's in another field, this is the

13

ophthalmology device, it does represent autonomous AI. The bottom device is from

14

Caption Health and this aids in the acquisition of ultrasound images by a user that is not

15

specifically trained for this purpose, and we'll be talking a lot more about this type of device

16

tomorrow.

17

I also wanted to highlight that both of these products were given authorization to be

18

marketed through the de novo pathway that we've talked a lot about today, including

19

special controls that take into account the intention for these devices to improve their

20

performance over time.

21

We've also heard a lot about the benefits of these technologies. I'd like to highlight

22

a few of these and essentially, the ability of these devices to iterate and improve over time

23

from real-world data and the ubiquitous nature of them across all disciplines of medicine.

24

Radiology is leading the way in many aspects, but we see devices in ophthalmology,

25

dermatology, cardiology, and they will be in every area. And what we're talking about
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today, as well, is the ability of these products to fundamentally change the way that

2

medicine is practiced.

3

Now, the framework was proposed with the understanding that to reap the benefits

4

of these types of devices, it was important that the regulatory approach was tailored to the

5

unique properties of these products. And we've talked already a bit today about the need

6

for timely access to these products, maintenance of a standard of safety and effectiveness,

7

avoiding unnecessary submissions as part of a minimally burdensome approach for

8

manufacturers. And the framework that we've proposed was grounded in international

9

efforts to harmonize medical device regulations, specifically the International Medical

10

Device Regulators Forum, or IMDRF, which defines SaMD and recognized the need for a

11

regulatory approach to support continuous learning.

12

And this figure is from the clinical evaluation paper from IMDRF. If we focus on the

13

cycle in the center of the slide and start on the upper left with an initial -- what's called

14

SaMD definition statement that essentially describes what the software is intended to do

15

and as that software enters the market, real-world data can be collected, analyzed, not only

16

to monitor the performance of the product, but to gather new data, new clinical evidence

17

to support new intended uses of the product. And this is what Dr. Lehman talked about

18

where a product could be serving in a CAD function, a triage function, an autonomous

19

function for a subset of images or an autonomous function for a larger set of images and

20

this is the type of iteration that we were looking to encourage.

21

One aspect to the framework that I'd like to highlight is that it was intended to apply

22

across the spectrum of AI/ML-based software. On the left we have what you see described

23

as a locked algorithm, an algorithm that was trained using machine learning, but then

24

locked or fixed and then deployed in that state and on that left side of the spectrum,

25

updates would be probably less frequent and implemented by people. And on the extreme
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right side of the spectrum, we see a continuously adaptive algorithm where theoretically

2

every new interaction with data is an opportunity to modify the medical device algorithm

3

and updates on that right side of the spectrum would be more frequent and could be

4

performed autonomously, as we're discussing today.

5

At the heart of the proposed framework is that the manufacturer should pre-specify

6

the types of modifications or adaptations that they intend to implement and also the means

7

by which they plan to achieve those modifications. And what we said in the paper is that if

8

the adaptations are pre-specified and the methods for determining an appropriate

9

adaptation is clearly delineated, then it may be applied similarly for both locked and

10
11

adaptive algorithms.
Let's talk about the framework itself. And this is in the context of an AI/ML

12

workflow, so we'll work through that first and then we'll overlay on top of that elements of

13

the framework.

14

What you see in the shaded region in the upper part of the slide is a development

15

environment where an algorithm is trained and tuned with data, validated and then the two

16

arrows pointing towards the bottom of the slide, the white and green, represent the entry

17

of the product into the market where new data is inputted into the device and the output

18

can be monitored and that feedback fed into the development environment.

19

Here we see overlaid on that AI/ML workflow a total product life-cycle approach to

20

providing oversight for this type of technology, and we'll follow the Elements 1, 2, 3, 4

21

briefly. One is in the development environment itself, where we wish to support good

22

machine-learning practices. I will say a little bit more about what that means in a moment.

23

Number 2 is the premarket assurance of safety and effectiveness, very similar to what is

24

performed today as part of a marketing authorization review. But what's unique about this

25

model is Number 3, that along with the review of the product in its current form, there is a
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review of a plan, a predetermined plan to make adaptations or changes with elements that

2

we've labeled an SPS and an ACP or a set of prespecifications for the software and an

3

algorithm change protocol to again delineate that plan for adaptation. And then Part 4 is

4

the real-world monitoring, which is an essential part of this plan.

5

Let's focus for a moment on this Box Number 3 and provide a little more detail about

6

that predetermined change control plan. And we defined two elements, this SPS and ACP,

7

but they're very interrelated. The SPS is the SaMD prespecifications that define what are

8

the proposed types of changes to the software that the sponsor intends to achieve, and the

9

ACP describes how those changes will be performed. Whereas the SPS draws a virtual

10

region of potential change around the initial specifications of the device, the ACP is the

11

step-by-step description of the methods for making those changes. And we'll say a little bit

12

more about each one.

13

We described some different types of prespecifications and these are categorized by

14

essentially the goal of these adaptations, Number 1 being performance improvement

15

through training on new data that might not have been available in a premarket

16

environment.

17

Number 2 is the introduction of new data acquisition systems. An example of this

18

could be software that analyzes a radiologic image, now being compatible with new types of

19

ultrasounds, for example. Ultrasound machines.

20

And Number 3, a change related to intended use. Some examples of this could be

21

applicability for a product in a new patient population for which there might not have been

22

sufficient data in the premarket environment to justify that indication, or a change in the

23

role that the software plays in the clinical workflow, as we've described, does it triage, does

24

it actually diagnose autonomously or is it just an aid in making a diagnosis? We won't spend

25

too much time talking about the ACP, but you can imagine if you're going to be retraining
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on new data, you need a plan for managing that data and performing that retraining and it's

2

important to specify the performance targets that will be used to decide when an

3

adaptation should be accepted. Update procedures are particularly important as well, and

4

we wanted to highlight the importance of transparency here in making sure that the user

5

understands what they're getting for a device that may be evolving.

6

A word about good machine-learning practices. This is really a community effort and

7

we've really been happy to see a number of standards efforts moving forward, some led by

8

some of you here in the audience and we've talked a little bit about that today and we

9

would like to encourage harmonization among these groups.

10

I won't say too much about this approach because of the limited time we have, but

11

the intention of this slide and this figure is to express that this type of change control plan

12

can be presented for a new device that has not been previously given marketing

13

authorization, and that's depicted on the left, or it can be applied to performing

14

modifications.

15

And just as a reminder, the intention here is that this framework could be applied to

16

both locked algorithms where this predetermined change control plan could help a sponsor

17

understand what types of modifications would need to come into the Agency versus would

18

not, or toward an autonomous system that could be implementing some of these changes

19

by itself.

20
21

I'm going to pause there and thank you one more time for all the feedback that
we've received on this proposal and look forward to the discussion. Thank you.

22

(Applause.)

23

DR. PARK: Thank you for the nice talk. Our next presenter, Dr. Peter Chang,

24

Assistant Professor in Residence of the Department of Radiological Science, and also co-

25

director of the Center for Artificial Intelligence in Diagnostic Medicine at the University of
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California, Irvine. We have him on Evolving Paradigms of Radiology AI Software: Current

2

and Future Trends.

3

DR. CHANG: Thank you for that introduction. My name is Peter Chang. I am a

4

practicing neuroradiologist at the University of California at Irvine. I'm also a software

5

developer with about a decade of experience building the machine-learning models myself,

6

and I'm also cofounder of a startup that's just trying to grapple and wrestle with the FDA

7

clearance pathway at the very moment.

8

So with that perspective, what I want to talk about today is my personal experience

9

of not just building these tools, but using them as a clinician and my focus will be on where

10

the current generation of tools seems to fall a bit short, right, in places that we could

11

improve and perhaps opportunities for regulatory guidelines to help shift the way these

12

algorithms are made.

13

I'm going to start with just a single slide here highlighting a handful of the possible

14

applications in this evolving landscape of medical deep learning. Now, I won't belabor the

15

point because we already had a lot of excellent speakers, colleagues, before me, like Ron's

16

great session to kick off the day really highlights what's possible. So again, I won't go into

17

detail here except to mention that what I will focus on in this particular talk along the

18

theme of the autonomous AI will be the very specific subset of applications which are

19

intended to be used on every single acquisition of a certain type that comes into your

20

hospital, so mostly triage in a workflow here, but several others. And the reason for that is

21

that when you decide to use an application in this way, the modes of failure, the challenges

22

that we see tend to be a little bit unique and different than the types of applications we've

23

seen before.

24
25

And so with that, let's take a look at some of the challenges. The first challenge
here, for any of you out there that may actually have tried or used a few of these current
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applications before, is that you'll notice immediately right away that the number of false

2

positives that you see is very, very high. And why might this be the case? Well, the first

3

problem that we have really is that most tools, actually in fact all tools in imaging right now

4

don't take into account any non-imaging context, right?

5

Take for example this particular patient that comes into your ER with suspected

6

stroke, weakness and signs that are extremely suspicious for stroke. You get a CT and you'll

7

see here that the images are completely normal, there's no abnormality, but that in this

8

particular patient the fact that they have physical signs and symptoms of stroke indicate

9

that the interpretation and diagnosis is in fact stroke, right? A normal head CT is

10

completely expected in the acute stroke phase.

11

Similarly, this is a particular tool that evaluates for hemorrhage and you'll see by the

12

red box here that, in fact, an area of suspicion is correctly identified as being positive blood.

13

However, despite that finding, the diagnosis, the interpretation that I, as a physician, will

14

impart is in fact that this is a normal expected postoperative finding because I see a big gap

15

in brain tissue indicating the surgeon has just been in here and so this, despite being a

16

positive hemorrhage case, is not in fact an emergency. The point here is that without the

17

proper context, the images themselves really can only be interpreted to a certain extent, so

18

certainly something we have to think about.

19

Now, in addition, it turns out that disease prevalence in our world is extremely low.

20

In our particular example here, I'm going to use a 10% incidence just for demonstration

21

purposes. Given that, a tool with about 80% sensitivity and specificity, despite being pretty

22

reasonable, will only have a positive predictive value of less than one-third because, again,

23

so many of the cases are actually negative. Similarly, if I increase the accuracy of the tool to

24

a 90/90 sensitivity/specificity, it turns out that we're only slightly improving our positive

25

predictive value. All right, so things to think about.
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Taking into account these factors, what we see is that the turnaround time, which

2

many of these triage tools attempt to improve, slightly increases for the disease entity

3

we're interested in, but actually gets worsened for every other disease that's not being

4

caught. And so that really gives us an opportunity to pin down the sort of extremes of

5

algorithm performance.

6

On one hand a high negative predictive value algorithm where a human basically

7

doesn't have to look at any of those images, may potentially add some value to our

8

workflow. And on the other extreme, an algorithm that's extremely specific, so misses a

9

few cases but everything that it shows a human is a true positive, that too is another

10
11

potentially useful application.
The second thing I want to talk about is interpretability, so the feedback that the

12

algorithm is able or not able to give you about a particular application. Now, I bring this up

13

because it turns out, for computer-aided triage devices currently, the stipulation is that you

14

cannot markup those images in any way, you can't give any feedback regarding what you

15

see. And again, it seems like a trivial minor, you know, bit of information to think about.

16

But as a human, if I look through an image that an AI has marked as positive and I

17

don't see anything, I end up spending more time trying to clear that negative exam than

18

would otherwise be necessary. A quick 2- or 3-minute head CT now is much longer. And so

19

in fact, the ability to localize specifically what you're trying to find is extremely valuable

20

because if I see an artifact or I see some false positive, I can quickly go through and exclude

21

it and move on in my workflow.

22

Similarly, it turns out that algorithms designed for binary classification versus explicit

23

feedback are trained differently, they have different underlying architectures and as a

24

result, the types of errors you see in these two algorithms may be very different.

25

Here I'm going to dive into two types of errors one might see. One is what I like to
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call human-like errors, so a problem that the algorithm has with sort of disagreeing with

2

ground truth, but for which the finding it makes is equivocal. So the abnormality might be

3

very subtle or something that another human may reasonably also agree with. Algorithms

4

that are very explicit in their feedback, so for example, telling you that there's this much

5

low attenuation or this much mass effect rather than giving you a binary diagnosis, tend to

6

make errors that are much more human-like than random errors.

7

Neural nets, as we know, are extremely nonlinear, very complex functions which

8

work most of the time but occasionally may give you a result that is completely unexpected,

9

something that my first- or second-year resident would not make, right? Those type of

10
11

random errors are going to be extremely difficult to tackle in an autonomous framework.
Another challenge here is validation and what I mean here is that there tends to be a

12

discrepancy between what commercial entities may choose to report in validation metrics

13

and your own personal experience trying to validate the algorithms on your own data.

14

What are the reasons for this? Well, one thing that we do see is that in a standalone

15

performance-type situation, typically what we're thinking about is sending sort of a clean

16

curated dataset directly to the algorithm for interpretation. And so you do get some degree

17

of statistical measure and sort of interpolation from this approach. But unfortunately what

18

several of my speakers before me have already highlighted is that it is rather incomplete. It

19

turns out that if I had an algorithm that looked for, say, hemorrhage on an axial-head CT, I

20

first need to find the relevant sequence of images, exclude the coronals, exclude the bone

21

windows, and then I have to make sure that the image itself is even interpretable. So if the

22

patient is moving during the exam or perhaps if I'm expecting contrast but seeing that

23

contrast was not given, these are things that would preclude successful evaluations of my

24

algorithm even before any interpretation occurred. And these are things that humans just

25

do subconsciously, right?
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So whether you solve this through another AI system or some other strategy, it is

2

certainly something you need to think about. It is an imperfect pipeline with degrees of

3

error all along the pathway and your final performance is really a reflection of the synthesis

4

of all those different entities, not just the standalone algorithm performance.

5

Another source of potential error that we're seeing quite a bit is that the

6

assumptions in validation data that you may have, have the potential to be flawed. We see

7

that quite a bit on the algorithm development side of things, so during validation it's very

8

common to accidentally leak data between different training and validation folds. But even

9

if you solve that problem correctly, it turns out the data we're using for validation itself

10

tends to be poorly generalizable. In other words, I might choose to train in a large 10,000-

11

or 100,000-patient dataset. But in my validation or test phase, especially for sort of FDA

12

approval-type situations, we're seeing really pretty small cohorts, right, a few hundred

13

patients at a time.

14

In addition, I'm oftentimes sort of presenting a tool as being accurate and applicable

15

on virtually every type of manufacturer and protocol under the sun, but in fact, during

16

training we see only a very small minority of that purported heterogeneity, as you see in,

17

for example, just two very common FLAIR acquisitions on the left.

18

And then finally, the ground truth that we're using to determine algorithm

19

performance can oftentimes be very subjective. So even for multiple expert radiologists,

20

something as simple as a hemorrhage can oftentimes still have a bit of subjectivity to it.

21

And so certainly without question, there's an opportunity here for a larger central

22

regulatory entity to perhaps create a standardized dataset, some sort of benchmark that

23

can be easily compared across different potential applications and industry partners. So

24

something to certainly think about.

25

In the last half of this talk I'm going to try to shift a little bit beyond what we're
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seeing currently in our generation of tools, to where the field is evolving and what type of

2

special considerations these emerging techniques may have.

3

And so the first thing I'll talk about is this idea of distributed learning paradigms. We

4

recognize that data itself is very important and oftentimes we don't have good, large

5

heterogeneous datasets to train from for these reasons here. And so some creative training

6

paradigms have been created. Distributed deep learning is probably the most base version

7

where data can essentially live at multiple different hospitals and the single machine

8

learner at a central entity learns simultaneously from all those different data cohorts.

9

Next, we have a more federated machine-learning approach, so rather than a single

10

central learner that learns simultaneously across sites, we take the learning algorithm and

11

pass it around to different potential collaborators. This model itself is, again, very

12

interesting to think about because you can imagine that during deployment now, rather

13

than giving you an institution of fully trained 100% algorithms, I can give you a federated

14

model that's been trained 90% of the way there and your specific institution is simply the

15

final node in that federated model, you're the last person to update the weights. Every

16

institution in that case may have their own unique model to work with, sort of the hyper

17

local optimization that we did mention this morning. So certainly a very feasible and

18

interesting approach.

19

And of course, the extreme version of that is that if you're going to fine tune on your

20

own institutional data, there's no reason that process can't be done continuously over time.

21

I will not belabor that point because the speaker right before me did a fantastic job of

22

covering that framework. But certainly it goes without saying that no entity has

23

successfully done this before, so it's something that we'll want to keep an eye out for.

24
25

The next point I have here is that, with the tools that are coming out of our industry
partners in Google and in Facebook, it turns out that it's becoming increasingly easy to build
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these models, right? And so while today we see that most of that algorithm development

2

may be done in commercial entities, I see that in the very near future academic hospitals or

3

the university departments will take it upon themselves more and more to be building

4

home-grown solutions; in fact, to the point where I imagine there will be a rapid blurring

5

between what we oftentimes consider as a research project at a single institution versus full

6

clinical deployment in the hospital.

7

And so certainly the question here is what the scope of potential regulatory

8

considerations might be. Will the regulatory burden be placed on companies, whose job is

9

to curate and aggregate models from different academic hospitals? Will it, in fact, be on

10

the very specific institution if they are producing many models that a lot of different

11

hospitals are using? And so certainly lots of variations here. I can also definitely say I don't

12

have the answer to that, but it's something that we need to think about.

13

I have a slide here for autonomous readers and I will first acknowledge the definition

14

here. We've used autonomous in various settings for algorithms that act in some way

15

without human supervision. What I'm referencing here is a fully autonomous reader that

16

may act without any human supervision at any time. So it makes an interpretation and that

17

interpretation is deemed final. Again, this is a concept that a couple of the speakers before

18

me have alluded to, so I won't belabor the point too much, but certainly the high negative

19

predictive value paradigm is very popular here. The idea that maybe the algorithm is

20

uncertain on many cases, but for a very small percentage of cases, 20 to 30% of exams, the

21

algorithm is in fact so confident with its negative predictive value that no human actually

22

needs to view the images. These cases are being studies most heavily in the CT world, so

23

non-contrast head CTs, chest CT screening and I will say cross-sectional modalities in

24

general, because they have the least subjectivity compared to something like X-ray or

25

ultrasound.
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Now, the question here, of course, is related not to the utility, which I think we can

2

all agree with, but in fact, what is the minimum performance standard we might expect

3

with such a tool? Certainly an initial sort of benchmark would simply be human

4

performance, right? But then the question would arise, are you talking about a general

5

clinician in a community practice or are you talking about a subspecialty radiologist who's

6

only looking at those images every single day? And if it's subspecialty radiologist, then what

7

is it the best radiologist in the world? Is it perhaps superhuman performance that we need

8

to achieve before we're comfortable taking our hands off and letting a computer read on its

9

own? I think these are certainly unanswered questions to think about.

10

At this point I'll draw your attention back briefly to my comments about error and

11

types of errors. It is my opinion that the types of random errors we can occasionally see in

12

our models, the things that, again, seem like they should've been easily picked up by a very

13

junior trainee, I think that if your model makes even one of those type of mistakes, it will be

14

unforgiveable and difficult to defend from a liability perspective.

15

My last slide here is just a little bit on the trends from industry partners, so if you

16

followed some of what I was saying before, certainly this idea of model development, as it

17

becomes more democratic, leaves an opportunity for some of the commercial vendors to

18

then fill in the gaps for the types of things we need to support or enable deployments about

19

algorithms. And so certainly the question here is whether there is a role at the FDA to

20

provide some degree of oversight to these edge entities or perhaps you can partner or work

21

with these entities to do some of what they're claiming to do.

22

Some of these potential applications include platforms for deployment and

23

validation. Certainly if a set of best practices were crafted at a central organization, it might

24

behoove that entity to work with a commercial vendor to ensure that many different

25

commercial developers all adopt those same strategies.
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Again, data aggregation is another growing industry. There are, in fact, companies

2

out there whose sole job is to go to your hospital, ask them for data and aggregate it into a

3

big bin to essentially sell or work with other commercial vendors. With that in mind,

4

certainly the need for data is a theme we've heard over and over again today, so perhaps

5

there's an opportunity there to work together.

6

And then finally, in the annotation world, I think, as a physician, our ground-truth

7

labels that we choose to bestow upon an image can be quite subjective. You know, what is

8

your definition of midline shift? What is your definition of mass effect? Certainly providing

9

some degree of central authority to decide on what the accepted norms and accepted

10
11

definitions are, could provide an opportunity for standardization in this field.
With that, I believe I'm just about out of time, so I'll conclude quickly by saying that

12

if there's one sentiment I leave you with, it's the fact that while there is a lot of potential

13

and a lot of opportunity in this field, I hope to have demonstrated a few of the issues that

14

are actually very active and pressing in our world, that really preclude these tools from

15

reaching their full potential. So I think certainly with the proper sort of collaborations and

16

again, regulatory frameworks, hopefully we can start guiding that development to more

17

clinically useful tools.

18
19

Thank you very much, I appreciate your attention and again, thanks to the FDA for
putting on this amazing workshop.

20

(Applause.)

21

DR. PARK: Thank you, Dr. Chang.

22

Our next speaker is Dr. Laura Coombs, VP of ACR Data Science Institute, and also

23
24
25

Keith Dreyer, Chief Science Officer of ACR Data Science Institute.
DR. DREYER: Thank you very much. I'm going to start for a few minutes and then
Laura is going to come in.
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Just titles and no conflicts.

2

I want to talk a little bit about a similar approach as we looked at the life cycle of AI

3

with regard to data, the modeling process and the regulatory process, and Laura's going to

4

dive in from the perspective of the Data Science Institute at the ACR, some of the efforts

5

that we're doing, as a medical society, to be able to provide some standards and also some

6

methods for evaluation of these things: use case, cohort creation, data preparation, then

7

around modeling as has been discussed quite a bit, model architecture, parameter

8

configuration, train, test, validate cycle and then the technical testing, clinical testing, and

9

FDA clearance.

10

And then beyond that, often forgotten but I was glad to see this was mentioned a

11

number of times is this notion around at the process of marketing, so after you've made it

12

through premarket testing, now you're in the multi-side of distribute and validation phase,

13

the site shadow validation phase and then the site clinical deployment phase and then,

14

finally, what's becoming important to us at my day job at Mass General and Brigham is to

15

manage the process of real-world monitoring of these algorithms and then active learning

16

then upgrade and replacement process. So with that, I'll let Laura step into some of the

17

details.

18

DR. COOMBS: Thank you for having me here today. We're going to start the AI life

19

cycle with use case definition. So if you were not going to use a standard use case and you

20

just decided to come up with your own output, you might come up with an outcome like

21

probability of cancer and as Connie Lehman mentioned this morning, if you tell a patient

22

well, you've got a 45% chance you have lung cancer, it's not really that helpful to them, they

23

don't know what to do with that information.

24
25

So the ACR Data Science Institute came up with -- we developed 10 panels around
various body areas and disease areas to come up with standard use cases that would have a
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specific value proposition, so something, some algorithm that would make patient care

2

more safe and effective and would also be implementable in a clinical workflow.

3

Once we had that use case, we come up with technical specifications, so things like if

4

you're going to create a training dataset, what are the sources of variation that you would

5

need? In the case of a pulmonary nodule detector, you might want to make sure you have

6

smokers and nonsmokers, patients with pneumonia and without and various comorbidities

7

and demographics represented.

8
9

Then we came up with standard inputs. Typically for image interpretation, it might
be a DICOM image and standard outputs. So as Kevin O'Donnell mentioned earlier, we have

10

the RAD elements, this is a joint effort between the RSNA and the ACR and other

11

subspecialty societies as well, to have a common set of terminology for the findings.

12

Once we have the use case, then we want to go create our training dataset and the

13

way we create our cohort is going to make a difference in how robust the algorithm is. So

14

one of the issues is disease prevalence and if my disease prevalence and my target

15

population is very different from the one where I'm going to deploy it, then that can affect

16

the accuracy of the algorithm. Let's just say that I got my cohort for my training data from -

17

- I'm going to develop a diabetes algorithm and my cohort is from people who have been

18

referred to an endocrinologist for a suspicion of diabetes, so the prevalence in that group is

19

50% and I create an algorithm that has 80% sensitivity and specificity, but then I go to

20

deploy it in a primary care physician's office where the prevalence is much lower and as you

21

can see here, my sensitivity drops off quite a bit, so you want to be careful about that.

22

Another issue is selection bias or spectrum effect. If I use a case-control design to

23

collect my cohort, then I might go to 10 sites and say hey, give me a hundred pneumonias, a

24

hundred no pneumonias and then I might end up with the pneumonias being like the image

25

on the left there, where they're very clear and the cases with pneumonia with the image on
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the right, where it's very obvious they have pneumonia. But then when I go to my clinical

2

setting, I have now all these edge cases that are kind of in the middle, that the algorithm

3

wasn't trained on and it doesn't perform well. So it's better to use -- if you're looking at

4

retrospective data, to collect it sequentially where you get everyone who meets the

5

inclusion criteria or to do a random sampling.

6

Then I'm ready for data preparation. Data scientists spend about 80% of their time

7

doing data preparation, so this is things like resizing the image or here's an example of --

8

normalization is another thing that you have to do a lot of. Here's an example of four

9

different scanners and you can see that the intensity values are very different on these

10
11

scanners and you can tell just from the intensity value which scanner it came from.
So I can normalize this, but even if I normalize all these values to be between zero

12

and one, there's still going to be an issue if you can identify what scanner it is from its range

13

on that zero-to-one value. And the point here being, if I bring in a fifth scanner, it's going to

14

have even different intensity values and the algorithm, once again, it may not work on that

15

scanner.

16

Now I'm ready to create my model, develop my model, so I'm going to get the

17

optimal parameters for it and let's suppose I went through and did that and now I'm ready

18

to evaluate it. Well, if I'm using a classification model, then the output of the algorithm is

19

going to be a probability. And like we were talking about before, that probability isn't that

20

useful, so I have to set a threshold in order to classify and where I set that threshold is

21

going to affect the accuracy of my algorithm.

22

In this example in the chart there on the upper left, the blue dots above the red line

23

are the true positives, the yellow dots are the false positives and below the red line, the

24

yellow dots are the false negatives and the blue dots are the true negatives. If I'm

25

optimizing for accuracy, I want to make the fewest number of yellow dots possible and
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that's going to give me the most accuracy.

2

But depending on what I want to use my algorithm for, that may not be what I want

3

to do. Let's suppose that I'm in an ER situation and I'm going to bump somebody up in the

4

queue, like somebody mentioned earlier, I don't want to bump somebody up in the queue

5

because then I'm bumping somebody down if they don't really have the disease, so I want

6

to make sure everybody who I bump up really has, in this case, an intracranial hemorrhage.

7

On the other hand, maybe I'm going to use the algorithm to send people home, so

8

I'm going to say hey, you guys are fine, you can go home, I want to make sure I'm not

9

sending somebody home who actually has a bleed, so I'm going to use a much lower

10
11

threshold.
But these are all the same model, it's just a different threshold. So you know, how

12

you look at that in terms of approval, are you going to approve it three different times even

13

though it's the same model is something to think about.

14

All right, so I now set my threshold and I've got the model ready and now I want to

15

test it, I want to do my technical testing. I want to do an external validation dataset. Well,

16

if I do my external validation dataset from the same institution that I trained it on, you can

17

see the deep purple along the diagonal, it works really well. But in this case, when I take

18

the model to other institutions, in this case they had different scanners, you can see that

19

the -- statistic drops off quite a bit and the algorithm doesn't work as well. So better would

20

be to have an exclusion dataset that -- or an external validation dataset that is

21

representative of all of the data that you're going to use it on and similarly, you should train

22

the data on something that's representative of all the data you're going to use it on, in

23

which case whether you do that centrally or whether you do federated learning, you get

24

something that's much more robust.

25

Now I'm ready to do clinical testing and get my FDA clearance and let's assume that I
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have FDA clearance and I'm ready to go to market. So now I want to test my data on

2

different sites. Just to give an example of types of bias, an algorithm that was trained at

3

one site where it worked really well, had really high accuracy, was taken to a couple other

4

sites where the accuracy dropped off and it turns out, in the first dataset, the patients were

5

very sick and they were using a portable chest X-ray, so the algorithm was associating

6

pneumonia with a portable chest X-ray and it didn't work as well in the other sites, and the

7

point being that all of these factors -- and this has kind of been drilled in all through the day

8

today, all of these different factors can cause the algorithm to break.
Finally, before you deploy it in a clinical setting, you want to do shadow validation

9
10

where you let the algorithm run in the background, the radiologist goes and does their

11

normal routine and then check them after the fact to see if they're correlated to make sure

12

it's working well before you go to deploy it clinically. And I'm going to let Keith take it from

13

there.

14

DR. DREYER: Thank you. So now we've taken this path from data modeling,

15

regulatory and market and so to the deployment and you've seen some of the folks at my

16

organization, Behrooz and others, talk about the deployment of algorithms in the wild and

17

so I want to talk about the real-world monitoring that's proposed as necessary for this kind

18

of activity. One of the things, I'll just talk about some of the challenges that were cited

19

before, this notion of the fact that this device is not actually measuring things coming out of

20

humans. Unlike other medical devices, this is measuring things coming out of something

21

that's measuring something from a human. And so when you change that intermediate

22

device, you're actively changing the output of this.

23

And just to put this in scale or scope, at my organization we have over a thousand of

24

these devices and so if we refresh these every 3 years or so, we're changing a device a day

25

on average. And so the effort that's required to be able to maintain and monitor these
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can't be marginalized.
I would also say that the evaluations that we've done on algorithms, internally and

3

externally created, produce a result like this. While it's positive on one, another algorithm

4

that does the same task is negative on the same device. And so it really gets very

5

confounding as to which algorithm you run and when and under what circumstances and

6

you need to make decisions to be able to monitor that.

7

And so the monitoring processing that we're looking at, it's exactly this, we have

8

different ways to filter through retrospective data as it's being run. We can go back at any

9

time and say what's the performance look like?

10

And so let's take this case where I'm looking over time, so from left to right it goes

11

'16, '17, '18, '19, 2020 and I'm looking at this data and I can see that there's some -- on the

12

bottom again, like Laura's, below the threshold of 0.45, the red dots demonstrate false

13

negatives. And so I'm seeing an increased growth of false negatives here happening in the

14

last year and now I can start to filter to ask questions because, as I say, we have many,

15

many acquisition devices that this algorithm's running against. And so I can say, in this

16

case, let me look at these chest X-rays and, say, just these last couple years and I want to

17

focus on vendor -- Manufacturer Number 4. I can keep the device's film, CR, PA, laterals,

18

ER, OR, ICU, the same, but I can see I'm filtering down now to what looks like the culprit is

19

probably a change in something on that Device Number 4 that came in.

20

I can go then, take it and interrogate those exams and take a look at that, but I can

21

also then say let me look at that compared to senior faculty and they look at it, to all faculty

22

and individual faculty, because what typically happens is somebody's saying this doesn't

23

work for me and we've got to figure why. And so we need to dig into that deeper to

24

historically look at what those problems would be.

25

So just to talk about the summary and review and then just get a little provocative
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around the notion of autonomy. I would say these successful AI algorithms require many

2

phases of validation and monitoring. I hope we've -- throughout the day I've seen a number

3

of folks that reiterate that and I think that's very important.

4

FDA-cleared AI algorithms for medical imaging are often very brittle and as you've

5

heard, it's because of the way that -- and oftentimes, the way they're designed, the test

6

sets, the training sets. Unlike other approved devices, AI algorithm input data changes

7

constantly, so we have to be cognizant of that fact. And without monitoring, it's really not

8

known when these algorithms stop performing to specifications.

9

Methods for clearance and labeling are inconsistent and unclear, I believe, to the

10

public. As a member of the public, when I tried to understand exactly what's going on and

11

what processes are used, I got much deeper into confusion before any clarity or before I

12

began to see some of the light. And every time I come and watch the excellent folks

13

presenting at FDA, I learn a nugget or two again, but it's an incredibly difficult process if

14

you're not entrenched in this information to be able to absorb it. I'm talking about my

15

colleagues in the field, but then also the general public has got to be much more

16

challenged.

17

I just took -- went through all the public-facing documents of the approved

18

algorithms for radiology and imaging space and just drew out the validation set size that I

19

could see the largest set size, whether it was a reader study or performance, a standalone

20

performance, and it's a pretty broad range that you can see and 40% I could not even find

21

the reporting validation set size, which is important for us when we're trying to decide

22

which algorithm we want to deploy.

23

And then if you start to go a little deeper into the codes, you start to see deeper into

24

the bowels of the system that talk about LLZ and QAS and QFM and POK and QDQ and have

25

to ask yourself what exactly are these? Well, 61% are LLZ, which are post-processing, but
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maybe they do just a little bit of detection and pathology if in the midst of trying to find

2

anatomy, etc., etc.

3

So it gets very challenging and confounding to try and expose this. It's got to be very

4

difficult for manufacturers to decide which path to go, but imagine the recipient of this

5

information trying to figure out what all this means. And so it's very challenging. I don't

6

envy the physician because it's a very difficult space, but there's got to be some way to

7

simplify this information, particularly if we're thinking about autonomy and particularly if

8

we're thinking about going to patients.

9

Autonomous AI algorithms will have far more serious consequences if they fail, I

10

would say, because -- and this has been expressed several times, rule-outs require

11

extremely high negative predictive value. I think society is going to require superhuman

12

performance and if you look at this, the first Uber death that happened to a pedestrian in

13

2018, in March in Tempe, Arizona, this hit the press all over the place, but yet that same

14

year 40,000 automobile deaths occurred because of human error. So maybe that's because

15

we treat machines differently, but also if you think about it, if one human makes an error,

16

that's one brain making an error. If this makes an error, it could be making thousands or

17

millions of errors. And so I think it's not unreasonable to expect superhuman performance

18

off of these.

19

Tests for safety and effectiveness should be different than other CAD. Each false

20

negative could represent a loss of life and so I think that's really important to take seriously

21

and to think through where you want to set the sensitivity.

22

Positive predictive values, however, need to be as high as possible. An example of

23

what Laura showed here, if I had an ROC curve but I'm sitting here at this ridiculously high

24

sensitivity, if you look on the left graph on the bottom, below the red line, that yellow dot

25

represents potentially a loss of life. So if I drop that down and now I hit ridiculously high
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sensitivity, now I've just increased my negative -- false negative or false positives.
This is going to be, I think, an extreme challenge, as well as the fact that's been

3

highlighted, prevalence of radiologic findings for many diseases are often very low, so you

4

would need to be able to take a test set with a ridiculously large comprehensive population,

5

maybe a distributed validation. If you look at cancer population of seven billion people,

6

only 43 million have cancer. So to try and detect these things in the subcomponents or

7

types of cancer is going to be very difficult to represent in a population.

8

Should we continuously monitor for false negatives in the released product? Similar

9

to the way the Pap smear solution was brought out in '98 and again in '08, all cases, I think,

10

should be continuously monitored for statistical change and probably to the point where I

11

think humans should over-read a fixed percentage of cases, maybe all of them initially.

12

Radiology exams can have more than one finding and I think this is important. So if

13

you're trying to create a definition of finding a single-shot definition like breast cancer or

14

pulmonary embolism, which I'll show in a second, the case isn't done when it says that's

15

negative because there's probably or could be other things inside of that case. I think

16

labeling and indications of use are going to be extremely important so that people don't

17

misunderstand what it is that this thing is diagnosing and more importantly, what it's not

18

diagnosing.

19

If you look at, in this particular case, PEs or a CTPE, pulmonary embolism or a

20

pulmonary angiogram CT, which is predominantly or perceived to be done to rule out

21

pulmonary embolism, less than 5% in our cases in the ER have PE. However, over 25% of

22

other causes, serious causes of shortness of breath and also -- are demonstrated on those

23

exams and also over 75% have pulmonary nodules that need follow-up. If you said no PE,

24

patient can go home, you're missing all this other important information. And this is the

25

case again and again with many of the exams that we perform.
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I would say there's lessons that could be learned from other areas such as this

2

particular case of autonomous vehicles, and the Society of Automotive Engineers created

3

this definition of the pathway to autonomy with six different methods or six different steps

4

or levels in autonomy. This has been adopted and endorsed by the National Highway Traffic

5

Safety Administration, and it really says this is what it is that you have to do to be at this

6

level, which helps to create some of the regulations around this. The State of California

7

requires, when you're high up in this level, that you have to continuously monitor those

8

autonomous vehicles. I would argue that's the same kind of rigor that we need to think

9

through when we're creating autonomy inside of these algorithms as well.

10

What would this look like in our space? I mean, we've done an excellent job of

11

defining these things as we see them and again, I would say this CAD is really a single-shot

12

diagnosis, you're not making a full diagnosis of that entire patient, a single shot. And I

13

would think we'd have to go further to be able to say you need to do things like analyze

14

priors, analyze history, create an overall impression, create overall recommendations,

15

explain your reasoning and communicate these kind of results and information. It's this

16

kind of level of functionality that then we can start to map out and say how are we getting

17

toward this level of autonomy? And if you look at this and more and more features and

18

functions are going to give you that level of autonomy, we're really at this early stage.

19

We're just doing these early things in this early phase Step 1 of a system that we see. And

20

now it's being put on the table as this level of a single-shot diagnosis that does some partial

21

automation. So not to say that this is not important and not to say this doesn't need to be

22

monitored when we make that next step. But the reality is we're far, far, far away but

23

headed in the right direction toward this level of the road to autonomy.

24

Thank you very much.

25

(Applause.)
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DR. PARK: Thank you. We have the last speaker, Robert Lindsey, Dr. Robert Lindsey,
from Imagen Technologies, he's the cofounder and chief science officer.
DR. LINDSEY: Hi, I'm Rob Lindsey. I'm the chief science officer and cofounder of

4

Imagen Technologies. Briefly, Imagen is a startup company in New York, we're focused on

5

building software medical devices in radiology that are intended to improve the diagnostic

6

accuracy and efficiency of clinicians as they interpret medical images.

7

My own background. I'm a researcher in statistical machine learning techniques and

8

in deep learning for computer vision. So I'm no regulator, but I'm going to try to talk today

9

about postmarket surveillance methods and try to give a unique sort of AI perspective to

10
11

the story.
I realize this is the last talk of the day and I know you all are pretty tired and so I'm

12

going to be a little intentionally provocative here. I'm going to claim that the safety and

13

effectiveness of AI software in radiology cannot be ensured adequately, primarily through

14

premarket testing, which is the status quo. You know, no matter how clever we are in

15

coming up with premarket tests, you essentially have to make so many assumptions in

16

order to conduct those tests that are incompatible with the way these sort of underlying

17

mathematical assumptions about these AI models, assumptions like stationarity, for

18

example, the notion that the statistics of the environment don't change over time, that it

19

causes real problems. So I'm going to spend the first half of this talk going into this topic in

20

some detail and in the second half of the talk, in the spirit of this being a workshop, I'm

21

going to introduce a potential and novel solution to the problem.

22

I do believe that within this domain there are really unique opportunities to create

23

very strong safety guarantees that are not currently done in practice. And thematically,

24

these safety guarantees will be focused around trying to empower individual clinicians and

25

radiologists to be sure that the software is -- that we're creating is working for them as
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individuals.
I guess to start from the very top, the question we're all here today to answer is how

3

should we best ensure that AI-based radiology software is safe and effective in a real-life

4

clinical practice?

5

As we've talked about, currently these testing methods are divided into premarket

6

testing and postmarket surveillance and testing. I guess not to beat a dead horse, I'll just

7

say premarket testing, the key here is that these are one-off tests done prior to submission

8

and typically they involve either standalone testing or a reader study.

9

Postmarket surveillance, those, to my limited regulatory knowledge, are typically

10

limited to reactive measures, so for instance, adverse event reporting, monitoring basically

11

when something has gone wrong, people can report it to the FDA or the device

12

manufacturer, but it's reactive and not necessarily proactive. I think in practice, pretty

13

much the entire way we currently go about trying to ensure safety and efficacy is through

14

premarket testing.

15

I think in terms of the life cycle of AI software, I find this a little bit unusual in the

16

sense that these are sort of Day 1 tests out of the box, done by the manufacturer, whereas,

17

you know, these software devices are used for years, maybe even decades. I think CAD

18

mammography came out in 1998, they've been around for a long time and you have to

19

wonder well, what happens -- what happens out of the box on, you know, Days 2 through

20

8,000 or beyond?

21

Stepping back as a medical device manufacturer, I mean any device manufacturer

22

creating new technology like this, necessarily has limited knowledge beforehand about the

23

intended users, all of the potential intended use cases and scenarios in which kind of novel

24

AI technology, by its novelty, will be deployed. No one can know on Day 1 all of the

25

situations in which this will ultimately be deployed.
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Let's just into jump into a little bit of AI details. One thing that's very interesting

2

here is one of the biggest differentiators of AI software from other kinds of medical devices

3

like physical hardware is that it's kind of interacting with an environment, a complex and

4

often dynamic one and, you know, has imperfect information in the sense that it has limited

5

knowledge with the world and therefore has to operate under some uncertainty. And just

6

like clinicians, the software here is a given a sense of agency, it can take actions based off of

7

its imperfect perceptions of the world. And this is, I think, problematic for premarket

8

testing and I'll just talk about it in terms of an analogy, which I think previous speakers also

9

hammered on the same one, which is a self-driving car.

10

You know, as a potential consumer of a self-driving car, you wouldn't be very

11

reassured to know that Tesla kind of developed it, they ran it around the parking lot a few

12

times at the manufacturing plant, it worked well without a crash and so it's on the market.

13

No, you really want to know how many millions of miles has this driven safely in how many

14

different environments. Even though it was trained principally in the streets of San

15

Francisco, is it going to keep me safe as I drive in some icy mountain road in Alaska? You

16

really need to know these things as a potential consumer. And I think the same underlying

17

principles apply here in the medical device manufacturing space for different reasons.

18

Rather than differing environments of the streets of San Francisco versus mountain roads in

19

Alaska, you have -- essentially have very, very complex and wide, wide variety of potential

20

situations in which AI software could be deployed. There are lots and lots of healthcare

21

facilities and many, many patient visits per year, tons of clinical providers. The full crux of

22

this is, although perhaps theoretically possible to test, I think in practice it could never be

23

fully adequately explored to any measure of -- any level of premarket testing.

24
25

To kind of dive in with some specifics, I'm going to talk about it in -- talk about a
specific problem in terms of pneumothorax detection. So again, I'm an AI scientist, not a
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radiologist, but I've been told that this is essentially a collapsed lung, it's readily identifiable

2

on chest X-ray images, it's urgent and life critical, it needs to be detected. There's a fair

3

amount of academic research in the area on, I think, some recent products that have come

4

to market.

5

And one of the challenges in building AI algorithms that look at chest X-ray images

6

and try to detect positive examples of pneumothorax in part is the fact that they're really

7

rare. In our datasets they can occur in the order of 1 in 100 or one in 200 images, that

8

makes it very difficult both for AI and for radiologists to detect and furthermore, of the few

9

positive examples that one typically has, they're often affected by kind of hidden

10

confounding variables like whether it's been treated or not treated. And this sort of hidden

11

factor of has the thing that you're looking at -- has the patient already been treated or not,

12

affects a lot of different medical imaging tasks just beyond pneumothorax.
But it's relevant here because it's very visible within X-ray measures. The

13
14

pneumothorax, as I understand it, is treated by the insertion of chest tube. If you want to

15

build a pneumothorax detector that's good, naively you can build a really good one by just

16

implicitly learning to recognize a chest tube, which is very visually obvious and -- but not

17

necessarily -- well, it's certainly not that clinically useful since it's already been treated.

18

What you really want is something that works well on untreated pneumothorax cases.

19

And often in the academic literature, when you look at AUCs that have been

20

reported for medical tasks like this, they report global overall performance and you'll see

21

something really good, maybe low 90s in terms of AUC but, you know, stratified they could

22

tell quite a different story, where on the subset of cases where you actually need the thing,

23

it often has relatively low performance. Well, for this particular citation, in the 0.7 AUC

24

range.

25

And to get back to my original point, it's difficult for manufacturers to design a truly
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valid premarket test that will tell you, as an individual, exactly how well this device is going

2

to perform when deployed because, I mean naturally, not only does the prevalence of

3

conditions like pneumothorax vary by site, the relative distribution of these unobserved

4

confounding variables like whether it's been treated or not will vary from site to site. So

5

some folks who just happen to work, say, in an emergency room where most of the cases

6

have not yet been treated, they'll encounter more untreated cases and therefore they'll

7

experience a worse performance of the device. It's generally very, very difficult to give a

8

single universal answer to the device's performance.

9

And I'd be happy to talk offline about a variety of other kind of AI-specific

10

considerations here, but in general, it's very challenging to define up front a single one-off

11

premarket test that tells everyone everything they need to know.

12

But I don't want to just complain about the current situation, so here is a potential

13

novel solution to the problem and I'm going to introduce it by way of, I guess, the

14

Department of Transportation. How does society ensure that drivers who operate motor

15

vehicles are safe and effective? What they don't do is something analogous to current

16

premarket testing and reader studies, they don't -- you don't evaluate a few dozen drivers

17

in one place and then extrapolate their performance to all other drivers across the country.

18

No, you test every individual person and verify that they, as individuals, are capable of

19

driving and capable of benefiting from a car.

20

Obviously, in most of the medical world, this is not possible by virtue of it being -- for

21

instance, you know, if you're building an EM plant, you can very well test it on each

22

individual, it's sort of too late at that point because you would create untenable risk for

23

patients.

24
25

But something like this is possible for software, particularly AI software. You can
basically just, for example, imagine a modification to most devices where when you -- when
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we, as a manufacturer, give this to the client, it comes preinstalled with, say, some sort of

2

test like a miniature reader study or that either could include some imagery preselected

3

from the new deployment site, you can run new users of this software through the test and

4

observe that they, as an individual on perhaps their own unique caseload, actually benefit

5

from the software.

6

In this sense, you can create much stronger guarantees of safety and efficacy for

7

things like traditional CAD devices and triage devices because you show that, by definition,

8

anyone who has sort of unlocked subsequent features of the device has, at least at one

9

point time, been proven to benefit from it.

10

To summarize this idea, which I think is one among many potential ways that we can

11

take advantage of the unique properties of our problem to design clever and basically not

12

very costly postmarket assessment and surveillance methods, I think that this one is

13

particularly promising. It poses no risks to patients, it would be very practical and

14

inexpensive and I think that is very much consistent with the FDA's ongoing interest in

15

continuous AI and adaptive machine-learning algorithms.

16

I think I'll just summarize -- I'll stop here and recap. So definitely strongly believe

17

that premarket testing alone is not adequate to ensure the safety and efficacy of new

18

generation of AI devices. I think that there are pretty feasible approaches that could

19

address this problem that are just slight modifications to our current approach for ensuring

20

postmarket surveillance. Thank you.

21

(Applause.)

22

DR. PARK: Thank you for your attention today. We'll have a 15-minute break,

23

although we are running out of time, but I think everybody needs a 15-minute break. So

24

we'll start the discussion session, panel session, at 3:55. Would the panelists please come

25

back 5 minutes earlier, so by 3:50 so you can be all seated and ready to go when the
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audience comes back? Thank you.

2

(Off the record at 3:40 p.m.)

3

(On the record at 3:55 p.m.)

4

DR. SAHINER: Good afternoon, everyone. While the last panelists are taking their

5

place, my name is Berkman Sahiner and I'm with the Division of Imaging, Diagnostics, and

6

Software Reliability with the Office of Science and Engineering Laboratories within CDRH.

7

We will begin our discussion panel for the afternoon session. We have 12 expert

8

panelists, I thank them a lot for coming here and giving us their perspectives and I will let

9

them introduce themselves in a moment.

10

Before that, I'd like to say that similar to the morning session, we have preselected

11

questions and since we have limited time, I will read each question instead of inviting

12

audience members to the microphone. As a reminder, this session focuses on the

13

evaluation of AI software for radiological applications. With that I will let the panelists

14

introduce themselves, stating their name, title, and affiliation and starting maybe on that

15

side with Peter and then coming towards me.

16
17
18
19
20
21
22
23
24
25

DR. CHANG: Hello, again. My name is Peter. I am a faculty at the University of
California, Irvine where I run the Center for AI and Diagnostic Medicine.
DR. PETRICK: I'm Nick Petrick, I'm the Deputy Director for the Division of Imaging,
Diagnostics, and Software Reliability at the FDA.
DR. LINDSEY: I'm Rob Lindsey, I'm the Chief Science Officer and cofounder of Imagen
Technologies.
DR. DIAMOND: I'm Matthew Diamond, I'm the Medical Officer in the Division of
Digital Health at the Center for Devices and Radiologic Health at FDA.
DR. COOMBS: I'm Laura Coombs, I'm the VP of Data Science and Informatics at the
American College of Radiology.
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MR. EDGAR: Hi, I'm Marc Edgar, a senior staff data scientist at GE Healthcare, which

2

means I focus on data sufficiency and algorithm validation. I'm a data scientist who works

3

at the intersection between data strategy, AI products, and regulatory strategy.

4

DR. ROTH: Hi, I'm Holger Roth, Senior Applied Research Scientist at NVIDIA, deep

5

learning from medical imaging applied research team located here in Bethesda. I hope I can

6

give some perspective from the point of view of a computer scientist and machine-learning

7

practitioner who's developing AI-based applications for medical image analysis.

8

DR. LARSON: Hi, I'm David Larson. I am a pediatric radiologist. I'm also the vice

9

chair for Education and Clinical Operations in the Department of Radiology at Stanford, as

10

well as the Associate Chief Quality Officer for Improvement at Stanford. A couple of other

11

relevant involvements I have: I'm the quality and safety trustee for the American Board of

12

Radiology, I'm on the board of directors for the Society for Pediatric Radiology, and I'm the

13

nominee for the chair of the Quality and Safety Commission for the American College of

14

Radiology.

15

DR. KRISHNAN: Hi, my name is Arun Krishnan and I'm with IBM Watson Health

16

Imaging. I have the pleasure of working with a team of data scientists who are working on

17

medical imaging applications.

18

DR. GIGER: I am Maryellen Giger, I'm a professor of radiology and medical physics at

19

the University of Chicago. I also am a cofounder of Quantitative Insights, which produced

20

QuantX, an FDA-cleared device for computer-aided diagnosis for breast MRI, which is

21

now Qlarity and that's why I'm now an advisor at Qlarity Imaging.

22

DR. SAHINER: And Keith.

23

DR. DREYER: Hi, everybody. Keith Dreyer. I'm a diagnostic radiologist, Ph.D. in

24

computer science, Chief Data Science Officer at Mass General Brigham and the Chief

25

Science Officer of the Data Science Institute at the American College of Radiology.
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DR. SAHINER: Thank you, all. So I'd like to start with a first discussion question that

2

was introduced in the morning session, too, about -- you know, whether how AI devices can

3

say I don't know, so it may be important to allow for autonomous or semi-autonomous AI

4

systems to choose to abstain from making a diagnosis when appropriate, like doctors can

5

do. What are your thoughts about the AI device first trying to identify whether the input

6

belongs to the distributional training data or other techniques or requirements to achieve

7

this, that -- abstaining from diagnosis, and is there a difference between autonomous and

8

non-autonomous use in this regard? I'd first like to start with Rob.

9

DR. LINDSEY: It's a lot of parts to that question. I guess I'd first say that I think we

10

should make any design choice that improves the safety and efficacy of the device. So the

11

question of, you know, should we do out-of-distribution detection or just in general allow

12

the model to abstain from making a choice, it kind of goes back to that higher-level goal. So

13

I would say in the case of an autonomous system, what do clinicians do? There are many

14

circumstances in which a radiologist who's been asked to interpret a medical image may

15

conclude that they actually can't come to any medical conclusion, a hard diagnosis that you

16

do or don't have a particular condition. Maybe the patient has not been placed

17

appropriately within the image, maybe the image quality is poor, maybe they -- "they," just

18

as an individual, lack the adequate sub-specialization in order to reach the appropriate

19

determination. So there's no question that I think that, you know, as potential patients we

20

would all feel that it's appropriate for clinicians to be able to abstain from a diagnosis where

21

appropriate. For the case of an autonomous AI system which has been asked to assume

22

many of the responsibilities of a clinician, I think that they should be given the same

23

opportunity to make a safety motivated choice of an abstention.

24
25

For a semi-autonomous system, I think -- I think it ultimately should be a data-driven
choice, so in -- essentially, we can imagine doing an empirical study in which you evaluate
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the efficacy of a device in which you force it to sort of make a hard yes/no determination

2

and then provide its output to users versus another device which you allow it to abstain and

3

then you provide that output to users and you can just empirically choose whichever one

4

leads to the intended users coming to the most accurate conclusion most of the time.

5

With respect to out-of-distribution detection, I think what's very exciting about that

6

is being potentially integrated in the future into AI models is the ability to look at the

7

content of individual inputs being sent to models and making a determination about

8

whether or not it is sufficiently well represented within the model's development dataset.

9

To my talk just a few minutes ago, you know, self-driving car, it seems obvious that

10

it's trained in one setting like San Francisco and then deployed in another setting like, you

11

know, an icy mountain road in Alaska, you would not expect it to generalize well or at least

12

not -- you wouldn't have such confidence that you would want to be in the car yourself.

13

And I think the same reasoning applies here, which is that if the model through, you know,

14

various kind of new cutting-edge machine learning techniques is able to recognize whether

15

or not a particular input instance is sufficiently close in some sort of embedding space to

16

examples that it saw during training, then you would reasonably want to allow that image

17

through and if it's not close, you just should discard and abstain.

18

DR. SAHINER: Thank you. And Marc, can we have your thoughts on this topic?

19

MR. EDGAR: Sure. When I think about this question in the context of medical AI

20

systems, I think about two things. One is system robustness and two is model confidence.

21

In this morning's, one of this morning's talks, the concept of humility was raised and I think

22

that this question is related to that concept.

23

Let's consider system robustness first. Any production system should be able to

24

robustly handle a wide range of data, including data which was not collected according to

25

the specified protocol or an observation which is really different than what is expected.
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These cases generally do not pass the robustness checks and would be an example of if they

2

don't pass those checks of abstaining from communicating a prediction, that is they get bad

3

data coming in, they identify it and don't make a prediction.

4

Before making a prediction, the model confidence should also be evaluated. Think

5

Bayesian-type techniques. The key here is not to return a prediction, that a prediction

6

should not be retuned if the prediction confidence is below a threshold.

7

So in this part of the workshop it is focused on autonomous AI and I think that as we

8

consider the major differences between autonomous AI and non-autonomous, the risks of

9

patient harm and the benefits of the AI, such as immediacy of the prediction or accessibility

10

to a prediction without a clinician being afforded without reviewing the output. With this

11

view, the things that I think matters the most is having a robust processing pipeline that --

12

and setting the thresholds for acceptable performance-based level for the risk versus

13

benefits. The non-autonomous AI implies the clinician review, which would normally

14

mitigate risks and would have a lower threshold than an autonomous action which would

15

require a higher threshold for acceptance. In the end, the thing that's really important is

16

the demonstration that the algorithm is safe and effective for the intended population, for

17

the clinical use case, and the benefits that are there.

18

And if I might real quickly, I think that this is really important because these models

19

are data driven, right? They're empirical models and our trust in those models is earned

20

based on how they perform, especially when it's successful, successfully applied to cases

21

where -- that are perceptually challenging. The key here is that the algorithm is validated

22

on the data sample, which is representative of the true patient population and the sample's

23

large enough that the confidence in the model is high. So notice I said that it's validated on.

24

I'm only minimally interested in the training dataset. You know, the key is that the

25

performance of the algorithm with some confidence buffer is above the threshold of
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2

performance for the clinical use case and the benefits.
DR. SAHINER: Thank you. Any other thoughts from others in the panel or we can

3

move to the next question?

4

(No response.)

5

DR. SAHINER: In the morning we talked a lot about performance, but performance

6

may not be the only thing one might be interested in. So beyond performance, what other

7

elements must be considered to ensure the quality and safety of an AI-based diagnostic

8

algorithm in the real world, both for autonomous and non-autonomous AI? And I'd like to

9

start with you, David.

10

DR. LARSON: Sure, thank you. Well, I think Marc actually just captured a lot of that.

11

The word performance, I would maybe back that up and say I think we're usually referring

12

to accuracy when we talk about performance and whether we call that sensitivity,

13

specificity, precision, recall, positive predictive value, negative predictive value, but as Marc

14

mentioned, there are many other dimensions beyond that, we discussed that to a great

15

degree here. I might categorize it a little bit differently or maybe more broadly.

16

I think robustness or reliability, there are multiple elements to that, so how well

17

does it reproducibly operate in the setting of reasonably expected variation, what happens

18

when you start throwing distracting image data around it that's really not contributory, how

19

does it affect it, whether it's distractible, is it deterministic whether it gives you the same

20

outcome in different settings and so forth.

21

And then in terms of, you know, degree of confidence, I completely agree, but I

22

would say I'd maybe back that up again, we think about transparency, so that gets to issues

23

of, you know, explainability, audit-ability, monitor-ability.

24
25

And then there are other elements that you could kind of consider related to that
safety and we've talked about this earlier today, is it aware of its limitations and does it
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failsafe, does it recognize when it hits its limitations and not give an answer or somehow

2

protect its -- protect the user and the patient from injury. There's user interoperability

3

issues, there's privacy and security issues. So all of these things need to be assessed before

4

they go into the clinical environment.

5

And I would make a plea to those who are deploying these algorithms, please don't

6

use the clinical radiologist as your QC mechanism. Fix it in the background, get it fixed and

7

test it, stress test it before you put it out there.

8
9

A couple of other notes. I would say one, we talked about this, we just hit on it, I
think this is going to be enormous issue, perhaps one of the biggest issues we will

10

encounter in the next decade and that is the degradation when these algorithms encounter

11

local image quality problems. There is massive variation in the clinical environment right

12

now and we are just starting to encounter that and we're about to make measureable what

13

was previously unmeasureable and many of us are going to be surprised at that amount of

14

variation. We should not now be surprised. It's coming and we're going to have to deal

15

with it. And so those developers who are putting these in the clinical environment, you

16

better have a plan for what you're going to do when you encounter this in each clinical

17

environment and just to tell them go fix it isn't going to be enough, you're going to have to

18

have a way to help them work through those quality issues and approve their quality.

19

And then I would say, you know, given all of this, the investment that will be

20

required in ensuring the accuracy, reliability, and safety of these algorithms likely will end

21

up rivaling and may even -- actually exceeding the investment in the diagnostic task itself. I

22

think we just need to be prepared for that because that's what it's going to take to be able

23

to do this safely and effectively.

24

DR. SAHINER: Okay. Thank you, David. And Arun, can we have your thoughts?

25

DR. KRISHNAN: Yeah, sure. Hi. Just to be clear, I'm speaking my personal views and
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not officially the position of any company. The question was like, you know, beyond the

2

technical performance what should we be looking at, I think clearly usability is very key,

3

looking at how is the device liked by users, does it help them with their efficiency, does it

4

help them become more effective, what is the satisfaction of use for the device, I think all

5

of those are quite important aspects.

6

But take a look at autonomous AI. I mean, clearly, one thing that we talked about in

7

the session before is whether this is an AI that's doing only one task and is that the primary

8

task and is it sufficient for it to be just doing that one task or whether it does something it

9

has to do multiple things. And so clearly, if you don't have very broad AI systems, then you

10

have to be very careful from risk assessment point of view both before you deploy and after

11

you deploy. And one part of risk assessment, I think I'm glad that David also brought it up,

12

is cybersecurity and like really understanding that if you have an autonomous system, what

13

procedures do you have in place both from the manufacturer and from the site where you

14

deploy to make sure that it is not maliciously changed because, you know, if you have no

15

other human being who's there, part of the loop, then you have a risk that something could

16

be going wrong without you having me to catch it. I'm talking about those changes.

17

I think one very important aspect is also drift that happens. So I think we also talked

18

about earlier, that you might have small changes that are happening. You know, for

19

example, within mammography, we have seen that, depending on how much compression

20

is done for the patient, the actual device performance can change and even though the

21

image might look subtly the same, it might actually look the same, but subtly you have

22

issues with the algorithms.

23

So trying to understand, you know, having a system in place that is monitoring the

24

outcomes and actually, I think -- I think one of the speakers talked about this, clinical acuity,

25

I think that's a very important aspect, both to look at the drift that's happening in the
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patient population coming in, but also to catch these kind of changes that are dramatic

2

that, you know, have to be caught before you have many more patients going through it

3

and then somebody in the downstream finds out, why did this get called incorrectly?

4

DR. SAHINER: Thank you. Yes, Maryellen.

5

DR. GIGER: And when I read this, the quality and safety of AI-based diagnostic

6

algorithms in the real world, the real world includes the end user, which is the radiologist if

7

it's non-autonomous and if it's autonomous, it might be some other physician using it down

8

the way and so I think one also has to consider the training and the continuous training and

9

the continuous monitoring and testing of the whole package which includes who's going to

10
11

be using that number that comes out of the computer.
DR. SAHINER: Thank you. Let's move on to the next question. So in the morning or

12

in the afternoon, too, many of the presenters talked about algorithm modifications by the

13

sponsor after the device is introduced to the market and here's a related question about

14

what the users may be allowed to do. Should the end user be allowed to adjust

15

configurations of a trained algorithm to alter performance characteristics or user

16

interfaces? A simple example might be a user changing a threshold or a cutoff value that

17

would affect sensitivity and specificity, and could you please elaborate both for

18

autonomous and non-autonomous algorithms? And I'd like to start with Holger.

19

DR. ROTH: I think the two cases need to be handled differently. So for the non-

20

autonomous use case, I see the radiologist adjusting the threshold, like the probability of an

21

algorithm, quite similar to let's say the radiologist now adjusting the contrast, the window

22

level of an image to enhance the visualization of a certain pathology. So you could think of

23

the same interactive deployment of an AI algorithm where the radiologist can adjust the

24

sensitivity in order to get the best pixel for a certain case.

25

But I think these kinds of changes need to always be recorded in order to feed back
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to the algorithmic development. This constant feedback now with AI data-driven

2

approaches, we now have an opportunity that we can record the interaction with the

3

radiologist and feed back that information to improve the next generation of model

4

development.

5

So if I can give you the example of autonomous driving, right now this is maybe the

6

field where AI-based model development is happening on the larger scale where you have

7

some kind of base model that is maybe running in the background with the human driver

8

still having control of the car, but the AI-based model is doing all the prediction detections

9

of vehicles laying markings on the road and this information can then be used to find failure

10

cases where the current algorithm is failing and you could even think about, then, doing

11

something like a similarity search under a large cohort of data that's available at all the

12

hospitals to find similar cases that have this similar characteristic to then enrich your

13

training dataset, feed that back to the labeling cohort and improve your model training set

14

to get a better model in the next round. And this whole process could actually be

15

automated, right? Once we know which cases don't work, find new cases, send them to

16

your human annotators and then feed back to the model development in the next round.

17

For the complete autonomous case, I think the stories may be similar in that you

18

have to detect failure cases, but personally, I don't feel that we should let individual users

19

change the behavior of completely autonomous algorithm without having some data-based

20

evidence as to this -- that this change is not affecting the safety of the patient.

21

DR. SAHINER: Thank you. Rob, any quick additions to this?

22

DR. LINDSEY: Certainly, I would agree that devices, the semi-autonomous devices,

23

the users ought to be allowed to change their operating characteristics. As a medical device

24

manufacturer, I find it somewhat arbitrary that I personally need to choose the sensitivity

25

that all radiologists using the software will forever encounter, I think that because
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individual's risk tolerances vary that it differs a lot between emergency rooms or outpatient

2

settings or inpatient settings and I think, in general, a single global setting is inappropriate

3

for devices like this and I think it should be up to the individuals to determine what is

4

appropriate for their setting.

5

I believe my comment about the autonomous, I might disagree a little bit in the

6

sense that even an autonomous sort of radiology device is -- the output is used by some

7

other physician, present day, you know, maybe a primary care physician. I think they, as

8

consumers of the output of this sort of radiology autonomous device, should be allowed to

9

similarly modify its operating characteristics depending on the situation. For instance, if --

10

you know, if you're an emergency room doctor and you know that the patient has recently

11

suffered some trauma, you may not be so worried about some false positives, you may just

12

want to be sure to catch all the things that are wrong or vice versa. I think it really is up to

13

the individual consumer who is a trained physician and trained in the usage of the software

14

to make the sort of appropriate choice for them and the patients that they're caring for.

15

DR. SAHINER: Okay. Any other additions from the panel? Yes, Nick.

16

DR. PETRICK: I have a comment. I think it is a difficult regulatory challenge because

17

the issue with changing operating points is actually -- especially for things where you're

18

interacting with the device, it changes the user's performance of that device. And so what

19

might be ethical or efficacious in certain areas of performance may not be in others and so I

20

think that's one of the challenges from a regulatory perspective is it's -- certainly, I

21

understand the arguments for why flexibility makes sense and I wouldn't argue that it

22

doesn't, but it is a difficult challenge to say how can you evaluate that device across a range

23

of performance areas where you have confidence that within that range it's a reasonable

24

approach to vary it and if you go too far, that's not going to actually produce a better

25

overall clinical outcome.
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DR. SAHINER: Okay, thank you. Yes, Keith.

2

DR. DREYER: Yeah, I completely agree. As I was thinking how to answer it exactly

3

right, but I guess if you said what is the right thing to do and then how do you fix it, I would

4

say just like the example you gave with window level, I would hate to think that CT device

5

had only one window level setting because it was easier to do that way, I'd rather say

6

what's the optimal way for me to use the device and then figure out how to do it and clearly

7

setting the threshold of my own reasoning for whatever the clinical issue is, is obviously

8

most important.
DR. PETRICK: I think I would add one follow up, which is that I think there are

9
10

potentially straightforward methods to evaluate the safety of a device like this. You can

11

imagine a minor modification to the way that we currently conduct reader studies in which

12

you evaluate the device's performance under sort of essentially every fixed or allowable

13

operating setting of the device and prove that if in each and every setting possible to the

14

device, it's superior to unaided diagnostic accuracy, then I think it's reasonable to infer that

15

you have set appropriate bounds on what ranges of operating the ROC curve that you can

16

operate in and that it's useful under all of them.
DR. DREYER: Sorry, just to -- you're right. I think if you even said let's set this for

17
18

high sensitivity, high specificity or high accuracy, that might even be helpful as an

19

intermediate step.

20

DR. SAHINER: Let's move on to the next question, again, staying with the theme of

21

changes to AI software. So with every update there might be a new learning curve for the

22

end user, so what are appropriate and practical approaches to user training to make sure

23

that the user is not confused by similarities and/or differences between original and

24

updated devices? Again, both for autonomous and not autonomous, so I'd like to start with

25

Arun.
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DR. KRISHNAN: This is a very nice question because, I mean, if I just look at car

2

driving, I know we were talking about cars quite often. When I take a rental car that's the

3

same model as the one that I'm used to at home, all the controls seem very, very familiar,

4

it's very easy for me to use it, I actually don't even go and try to look at the user manual for

5

the car, I don't know who over here ever does that, and then you just start driving. But the

6

issue is that when you go in for a different car model than what you're used to, we still

7

don't look at the user manual because we kind of think that we know how to drive but then

8

somewhere down the highway you want to turn on the headlights and then you turn the

9

wipers on, right, and then you kind of scramble a little bit, right?

10

So to me it seems like it's the same kind of thing that happens to clinicians because

11

we do all of these studies to show that this particular device at this operating point is

12

working well and then whenever you have an update, I mean, I think the manufacturer has

13

to be able to push this information about what has changed between the newer version and

14

the previous version.

15

But at the same time, I think that the clinician has a responsibility to also pool this

16

information, like they have to feel like they have to know when they're not used to this

17

particular tool, when is it outside the comfort zone, and then some of the changes might be

18

small, some of them might be significant, but then you want to know it before you make a

19

mistake.

20

And just going back to the car analogy, if you have a car that has an ABS versus a car

21

that doesn't have an ABS, you not know what's the difference until you actually have a skid

22

and then you have to decide whether you have to pump the brakes or whether you'll be

23

able to hold it steady, right? And you don't want to figure it out at that time that actually

24

you had a different model of the car, right?

25

So I would just say I think there's a responsibility for the manufacturer to
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communicate, I think there's an equal and maybe greater responsibility for the user to also

2

pool this information and try to understand what has changed.

3

DR. SAHINER: Thank you. And Maryellen, your comments.

4

DR. GIGER: So for all AI devices there's two important -- well, there's many

5

important parts, but two of them are one is the computer/human interface and then the

6

performance of the AI analytics and even autonomous devices will eventually have their

7

output used or communicated by a human. So the AI output may also -- and it also might

8

be used in some form of integrative diagnostic, so both of those you still have to consider.

9

Assuming that the computer/human interface remains the same, the user will need to be

10

trained on the new performance levels of the computer, whether it's an improvement in

11

the accuracy, does it correctly call that malignant lesion 85% when it used to call it 75% or is

12

it a decrease in variation or an increase in computer confidence? The computer now might

13

output the same value of 75% likely to be cancer but instead of 25% sure, now the

14

computer's 50% sure and that's something the radiologist, the user, whoever the end user

15

is will have to get used to.

16

And I view this similar to a physician who moves from one hospital to another and

17

maybe the specialty physician at the new hospital is better than the prior hospital. The

18

physician will slowly adjust to that performance level of their -- of the specialty physician.

19

Now, if you are in the situation, I think the version number of the software upgrade

20

has to be very prominently displayed so the user knows all the time where they're going

21

and this goes back to the training of the end user. Just as in the beginning, whenever

22

there's an upgrade there should be mandatory training and evaluation of the user that

23

they're using it correctly now that the performance level has improved.

24
25

Now, why might these upgrades to the AI algorithm be necessary? Well, maybe the
company came up with a better algorithm so the AI system itself is performing better, but
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also it might be that the input to that AI system, that is the medical image, might now be

2

acquired by a different image acquisition device and so now you have to look at okay, the

3

physics of the image acquisition device has changed those parameters, so the input to the

4

AI algorithm is different, so maybe it needs upgrading to handle the newer image input.

5

One way to handle this, and I just want to bring this up, is how do we evaluate these

6

new -- in order to give the physician, the radiologist, confidence in a new AI device, how do

7

we calibrate, how do we assess that performance and one way might be with some kind of

8

AI technology assessment institute that might be supported by FDA, NIH, and industry that

9

could be an independent means to test the new algorithm and give that performance value

10

to the radiologist so when they use the upgraded one they have that additional confidence.

11

And of course, one can always go back and pull old cases and rerun them through the new

12

upgrade and see how those cases change with the new algorithm to try to understand what

13

change has occurred.

14

DR. SAHINER: Thank you. Moving on to the next question and again, this was

15

mentioned multiple times through the day, standard validation datasets. So do you think

16

there should be standard validation sets used to verify the accuracy and robustness of AI

17

algorithms? What role should the FDA play in the creation of centralized databases, if any,

18

for algorithm validation and what are the challenges in creating and maintaining such a

19

validation platform? I'd like to start with Nick.

20

DR. PETRICK: From a regulatory perspective, I think there's a lot of value in

21

standardized databases. One of the challenges that we have now with AI algorithms, a lot

22

of times is they're evaluated on relatively small datasets that are completely independent

23

of each other and therefore for an end user, I can imagine it's a bit of a challenge looking at

24

that data and deciding which one of these might be better for your particular clinical

25

situation. From a regulatory perspective, it requires these to be evaluated individually by
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themselves

2

So having the ability to have standardized databases can serve a couple of purposes.

3

First of all, if you can get these datasets to be large and have large variation of components

4

of the technology and patient population, you have the ability to just look at standalone

5

performance and start to understand where some of the weaknesses may be, where may be

6

the limitations of performance for those particular types of datasets. So I think that's really

7

useful, obviously from a regulatory perspective. That opens up the possibility to do direct

8

comparisons between two algorithms. So if we know one is approved, it's on the market or

9

cleared and it's on the market and it's done this clinical reader study or a standard of care

10

clinical evaluation, there's a lot of confidence that this is a well working algorithm. If we

11

can look at other algorithms and compare that standalone performance, we may have

12

pretty confidence that that algorithm should worked at least as well as the other one on the

13

market. So there's value within that framework.

14

The other side of the coin is if you can have these large, robust, dynamic datasets,

15

especially if there had been like a standard of care assessment where you know where

16

clinicians are performing on that in a clinical context, that could streamline the ability to get

17

more AI into the market more efficiently without having to require every device that comes

18

in or even every modification that comes in to go through a clinical standard of care

19

assessment type of study. So I think there's a lot of value there.

20

We used the same datasets on modification to the algorithm from the same

21

company, typically they'll have a dataset, they applied something on the original, when they

22

come in with the modification they'll have a dataset where they can apply the algorithm to

23

that as well as to the predicate and determine whether there's compatibility there.

24
25

So I think there's value. I don't believe it's going to solve every problem. It's not
going to solve the general problem of what happens in clinical practice, but it's really a
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useful tool to try to help put these onto an equal playing field, make sure that users and the

2

agencies can understand how to use.

3

The question about FDA's involvement, I think it certainly would be nice, I don't think

4

it's a requirement the Agency be involved in this, but I think from a regulatory sense, if

5

that's the pathway for why it should be used, it would be quite helpful to have the Agency

6

involved. We don't have access to clinical data, we don't have clinical management, so for

7

us to be the leader in building this dataset and controlling it and evaluating devices seems a

8

little bit of a stretch. So I think it's much better if societies, groups, hospitals get together,

9

third parties, that have an interest and can put these datasets together to be utilized, but I

10

think there's an Agency role to at least make sure they meet some of the requirements for

11

regulatory practices and of course, others involved to make sure that they meet other areas

12

associated with clinical evaluation or how you look at this over the long term.

13

The final element was challenges. I think one of the big challenges, there is not

14

currently any real infrastructure for doing this. So even though it's a great idea and there

15

might be people interested, to go out to clinical sites and get this data on a regular basis is a

16

certainly technological challenge and a difficulty in doing it, so there needs to be an

17

approach for how you could do that and get that infrastructure in place.

18

Another challenge is this has to be something that evolves and grows. We know the

19

imaging technologies, we know the inputs are going to evolve and change, this can't be a

20

one-off. We have a number of datasets that are one-off, they have great value, they're very

21

useful, some of these have longer-term utility, some of them have shorter, but the ability to

22

change and grow over time is another really important characteristic so they can be

23

adaptive to the clinical considerations. I'll stop there.

24

DR. SAHINER: Thank you. And Marc, can we have your comments?

25

MR. EDGAR: Sure. So there's three questions buried in there and I'll take them in
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reverse order and let's start with the challenges in creating and maintenance. You know,

2

validation datasets are familiar to us from either contests or challenge problems and the

3

ACR's also building out some. There's a number of things to consider about these

4

standardized databases and so let's take them in turn. As the ACR alluded to, alignment of

5

the clinical use case and the appropriateness is paramount, we agree that it has to be

6

relevant. You know, when we think about the cases that we're familiar with of a contest

7

problem is taking a very specific use case and a very specific dataset and they're fused

8

together, you know, sometimes it might start with a particular clinical question and then

9

collecting the data to build out the challenge. Other times I think it's the other way around,

10

having a dataset and then forming a contest. So the difference here is that when you're

11

thinking about a new product, so as a device manufacturer, I think your innovation and new

12

products frequently have a new use case and for many of the applications the product will

13

innovate in one or more ways that require special consideration in how the dataset is built.

14

Variety and representativeness. Is the distribution of the dataset representative of

15

the new medical device's intended population? I think that's -- as a medical device

16

manufacturer, that's on us to be able to do. If you're using a centralized database where

17

it's on someone else, everything becomes a lot more uncertain.

18

Ground truthing and ground truthing -- the ground truthing process and quality

19

control. Is the protocol for the collection of the ground truth aligned with the clinical use

20

case for the device and are the quality controls there for -- to ensure that the database is

21

accurate and how is -- how are errors detected and remedied?

22

Inclusion and appropriateness of metadata factors for subgroup analysis. We know

23

that the FDA is interested in having subgroups analyzed to make sure that there's good

24

coverage across the intended population, so there needs to be the appropriate metadata

25

factors that allow you to understand how the algorithm performs across different
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populations. And these populations are not just clinical, they might be -- they might be

2

clinical, they might be related to the patient, they might also be related to the

3

manufacturer, the machine type, the mode, the setting, the particular protocol that was

4

used. The resulting image quality, are there artifacts, is there motion in the data? And

5

lastly, other exogenous factors, whether it's the standard of care, the region that the data

6

came from, etc. And so it's -- these things are going to be use-case specific.

7

Veracity, right, the oversight on the data collection and curation and case selection

8

process sufficient to ensure the validity of the database. Data curation, how the data is

9

collected, is there any role for Part 11, for example? And keeping up-to-date maintenance

10

was mentioned earlier. Certainly, I certainly agree with that. Volume, is there enough data

11

to have high confidence in the performance and estimate, especially as you get to

12

subgroups where you might have lower populations and being able to have high confidence

13

in your estimates.

14

And lastly, and I think fairly importantly as well, is developer access to samples to

15

learn from failure cases. I feel strongly that if you have a centralized dataset that a fraction

16

of the data, maybe 10 or 15%, should be made available for development to avoid the

17

"bring me the rock" phenomena. You know the "bring me the rock" phenomena? You

18

know, it's like having an unsympathetic boss who gives you the task of bring me a rock and

19

so you go out and you find a rock and you bring it back and you say here's the rock and they

20

say no, I didn't want that rock, I wanted a better rock, right? So you go back and you collect

21

another one and this process repeats itself and ends up being inefficient and potentially

22

impenetrable. And so, you know, the important thing here is that the situation could easily

23

occur with a standardized dataset.

24
25

So next question that was buried in there of what role should the FDA play, and I feel
that there should probably be more multiple pathways because of the particular challenges
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and that standardized datasets, you know, might be one pathway, but there should be

2

multiple pathways for approval. And we welcome working with the FDA and others to

3

create guidance for regulatory validation datasets whether they're created and maintained

4

by the device manufacturer or by third parties. You know, the same standards should apply

5

across the board.

6

And lastly, do you think that standard validation datasets should be used to verify

7

the accuracy, with the emphasis being on standardized validation datasets. I think because

8

of the challenges that were highlighted that we should approach this in a measured way

9

and that having a single database should not be a requirement for approval but that having

10

it as a pathway is one of the things to consider.

11

DR. SAHINER: Thank you, Marc. Any discussion from the panelists? Yes, Peter.

12

DR. CHANG: I know we're going long, so I'm going to keep this short. So I shared an

13

anecdote with several of you in the break and it's that as part of the ASNR and ASFNR, these

14

national societies, we actually curated a very large head CT dataset that was cross-read

15

between 5 and 10 radiologists across a number of abnormalities and as part of the meeting,

16

we actually went to every commercial entity with an FDA-cleared product to evaluate head

17

CTs and no matter what we said or asked or promised not to disclose, we had zero

18

participants from the commercial community. And so I would argue that without the

19

gravitas of the FDA or some other entity to provide a little support, I think national societies

20

alone may not be able to solve the problem.

21

DR. SAHINER: Thank you. Okay, so let's move on to the next question. What is the

22

role of medical professionals, including professional societies, in the development and

23

quality assurance of AI-based autonomous or semi-autonomous algorithms? And I'd like to

24

start with Laura.

25

DR. COOMBS: Hi. Yes, so I think, not unlike the FDA, the professional societies,
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many of them have, as part of their mission, to provide more safe and effective or promote

2

safe and effective patient care. So I see this as definitely a role of professional societies.

3

Many societies, including ACR, have established registries for monitoring quality and I don't

4

see AI as any different, so I think that we're going to continually want to monitor these

5

algorithms and especially with, you know, the autonomous algorithms, they can very quickly

6

go off the rails for many of the reasons that's been discussed throughout the day, so it's

7

going to be really imperative that we monitor and make sure that these things are working

8

effectively.

9
10

DR. SAHINER: Thank you. And David, can we have your comments?
DR. LARSON: I have a couple of thoughts on that. One, I think there's one area that

11

we haven't really discussed very much, I think is solely the purview of the professional

12

societies and another that I think could be. One really gets at what Peter just mentioned

13

and that is defining the clinical task. If you think about it, the assessment, the -- whatever

14

the thing that the tool does is based on some clinical definition or some measurement

15

system or quantitative biomarker or some classification scheme. I personally don't like to

16

use clinical use -- the term clinical use case, I think it's very much a computer scientist way

17

of seeing the world, it's like I got a tool and I want to go find my clinical use case. I'd say it's

18

a clinical task is what we're doing, we're boiling it down to a clinical task, we should start

19

with that and then we should use the tool to apply it.

20

And so if we think about, like, the classification schemes, the Bosniak criteria or the

21

BI-RADs or PIOPED or TNM staging or Gleason scoring or AST trauma scoring or Salter-Harris

22

fracture classification or the Fleischner criteria for UIP or the Wolfe classification for breast,

23

it goes on and on and if you think about it, there's the value, actually, and right now we're

24

concentrating on the tool, kind of working our way backwards. We should be concentrating

25

on the clinical task and then really, what that does is it constitutes a clinical standard.
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So a lot of our standards we talked about here are technical standards and that's

2

great, we need those technical standards, but we need this, the clinical standard that is

3

then agreed upon by a professional society, by those who are going to adopt it and those

4

who are the experts in the field and then can use that, and then it needs to be maintained

5

over time. So what do you do when BI-RADS is updated or when Bosniak is updated, is it

6

the manufacturers who are going to update their own version, their own clinical

7

classification systems? And I would also say that right now there's a lot of lack of

8

transparency, they're built into the system, and so these datasheets that used to drive the

9

labeling often are just opaque, so we don't know what definition is used. And so as the

10

users, as more of these are going to come to the market, we're going to have more

11

questions about what is the exact definition of pneumonia, right, and that is the thing that

12

allows us to be able to compare one to the other. So the second one -- so I think that is --

13

we have to do that as professional societies and I think the FDA would be very helpful if we

14

could work together on that.

15

The other one gets to what Maryellen and also Nick talked about where I think there

16

is this need for third-party evaluation where we do need a way to compare the algorithms

17

to get directly to each other based on a standard definition. It's kind of like the challenge

18

that we talked about, right? When you put out a challenge, we can -- that's where you

19

really get to see how well they perform, at least in the ideal clinical setting.

20

And I think professional societies can be -- just like Peter mentioned, can be highly

21

motivated to say, for example, from a pediatrics perspective, I would love to have an

22

algorithm that can detect child abuse based on a skeletal survey and I don't care about the

23

economics of that, like that -- I think that we could probably rally the Society for Pediatric

24

Radiology around that, we could probably get those images, we could probably overcome

25

all the inertia. Especially if we had the regulatory support, I think we could put that out
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there and if we had the cooperation from the manufacturers, I think we could really make a

2

difference.

3

DR. SAHINER: Thank you. And, Maryellen, you have something to add.

4

DR. GIGER: Yes. And I know in talking about medical professions here we're looking

5

at what is the clinical question, what is the clinical use of these, but also there are other

6

professional societies, as mentioned in a few talks this morning, on the -- for example, the

7

American Association of Physicists in Medicine, which are -- who put out reports evaluating,

8

say, the technical characteristics of the image acquisition system, but also how that will

9

affect AI is in that general area. And so I think, when we include professional societies, we

10

should look along the entire imaging chain, both from the very beginning to the end in

11

assessing these. And I know they're willing.

12

DR. SAHINER: Thank you. So this morning, in the panel session, there was discussion

13

about localization of algorithms. There might be a tendency for algorithm performance to

14

vary by site, so what strategies can be used to ensure quality and safety of AI-based

15

diagnostic algorithms at all sites? And I'd like to start with Holger.

16

DR. ROTH: So I think we will see more and more emphasis on this idea of having a

17

confidence estimate from the algorithm as to whether a diagnosis, a prediction it made, it's

18

with high confidence or not. At the same time, I think there's a need for these kind of

19

quality control -- can also be AI-based quality control models that make sure that the

20

acquired image data is actually of sufficient quality to be -- to send it to a model. I think

21

down the road these two aspects can probably be combined in the same algorithm, but

22

they can also coexist and work together and in different AI-based models working together.

23

Also, explainability will play a more and more crucial role in order to make sure that

24

a certain decision that was provided by the AI model actually makes sense in the clinical

25

context. As we know, a lot of the current algorithms that we will see in the next couple of
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years being deployed in clinical practice don't really make use of things like patient history

2

and other contextual information, so I think having this kind of built-in reasoning and

3

explainability in algorithms will be critical.

4

Ultimately, I think we cannot really talk about this evaluation without also talking

5

about the training and development of these algorithms. I think we need to look at

6

solutions that make it possible to build up more and more varied datasets for training that

7

can accurately catch the real-world patient population. So there are new techniques like

8

federated learning where we can all train models in a collaborative manner without actually

9

having to share data outside a hospital. So this is getting around a lot of the data privacy

10

concerns. I think it was also mentioned by Peter earlier today. So I think there are a couple

11

of new technologies now in AI model development that will make it easier to develop more

12

robust models to begin with that hopefully generalize better to unseen cases.

13

There's also technologies like active learning where you could apply a trained model

14

to a large dataset of unlabeled cases and harvest the most relevant images that have

15

development information for training of robust models. So you would actively search for

16

images that need to be annotated by human annotators and then can feed back to the

17

model development. I think if we can integrate the AI model development with constant

18

postmarket evaluation of the AI, I think that will -- and we can end up with models that can

19

generalize and be robust to different dataset sites.

20

At the same time, of course, we have also this approach where we can fine tune to

21

local sites and optimize performance of models to specific data sources, which I think is

22

something we definitely also need to make use of as a technology, but at the same time, we

23

obviously ensure that -- I think the model performance, let's say, of the standard datasets

24

that are hopefully well curated to ensure adequate performance, that that is not

25

degradating (ph.) when you do things like localized adaptation of an AI algorithm.
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DR. SAHINER: Thank you. Laura, can we hear your comments?

2

DR. COOMBS: Yeah. So I agree with Holger and I think we start off with a large

3

representative dataset and the way that -- one of the ways we can get that is through

4

federated validation so that we can take the algorithm to the site and we can collect a large

5

representative set to see how the algorithm is working. And so once we have that idea that

6

the algorithm is pretty generalizable and robust because we validated it on a large dataset,

7

we can take it to the sites and then when we go to the sites we definitely need to be

8

monitoring it and we need that -- this idea of an algorithm audit where we're constantly

9

slicing and dicing it to see is it working in this subpopulation, that population, where is it

10

working, where is it not working, and when we find that it's not working, we may not know

11

why, so we have to investigate. And it's possible, at a site, if it's not working, maybe the

12

radiologists at that site are not -- don't do that task particularly well and they need

13

educating, but then it might be the case that it's a subpopulation that the algorithm hadn't

14

seen before, so we need to do fine tuning at that site and so I think there's all these

15

approaches that we need to take.

16

DR. SAHINER: Thank you. And David, can we hear your comments?

17

DR. LARSON: I agree with both of those comments. I would add maybe just a little

18

bit to -- this is a massively complex problem, there's so many variables, and so I do think the

19

more we can break it down step by step, the better chance we have to solve it. So one way

20

to think of this, again, we're looking at -- our goal is world-class performance at every site,

21

so the first question is how do you establish world-class performance?

22

And it was remarkable, I was part of the first RSNA machine-running challenge and,

23

you know, this was a very defined training set that was given out there and everybody had

24

the same opportunity to perform. There were a few that were close, but the tail was long

25

and there were some clustered at the top but there were quite a few that weren't.
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And so the first thing that we need to have a way is, you know, again, that standard

2

clinical definition and then within a controlled environment that hopefully resembles --

3

simulates real-world conditions to the extent possible, test those performances and

4

compare them to each other and that -- if we can do that, that then becomes the standard.

5

It both becomes a standard for what each other -- for each other and also internally. Then

6

you can take that into the real world and you can use your own internal standard to say

7

well, this is how I did it in a controlled environment, now I start doing reader studies and

8

testing in general real-world conditions and keep iterating until I can come close to that

9

controlled environment. And then, I think when we look at the local sites, we need to find a

10

way that is not as expensive and time consuming as a full clinical trial at every site, we just

11

can't -- we can't do that. So if we can find those methods, out-of-distribution methods or

12

other methods, you know, monitoring methods that we can then say okay, compared to my

13

-- now my internal benchmark of real-world performance, how well am I doing at this local

14

site and then that then becomes my standard for over time. So step by step, piece by piece,

15

I think you can -- we can put it together so that actually we can achieve this goal of world-

16

class performance at every clinical site.

17

DR. SAHINER: Thank you. So Peter, this morning or this afternoon, you mentioned a

18

little bit about sometimes the discrepancy between the reported algorithm performance

19

and what happens in the clinic, so what are some of the reasons for this and, you know,

20

what can we do to get them aligned better? First you, Peter, and then Laura.

21

DR. CHANG: Well, I think this is an interesting question because I think it boils down

22

to the fact that the very quality about deep-learning models that makes them so powerful

23

and flexible is the exact same thing, a reason why they fail in certain cases. In other words,

24

if I aggregated a large and diverse enough dataset, heterogeneous with all sorts of

25

variation, there's no reason for me to believe that the neural net can learn all the relevant
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patterns in that dataset, right, extremely powerful and flexible. But the flip side, right, is

2

that I don't have representative data, anything the algorithm does not see, it will probably

3

not do a good job on, right?

4

And so I think -- if we think about not just imaging but the practice of healthcare and

5

how diverse and heterogeneous and varied practices are, I think it's very difficult, really, to

6

realistically think that we'll ever truly build a heterogeneous enough dataset to properly

7

solve this problem. Certainly, I talked about a few sources of that heterogeneity earlier, I

8

think the imaging pipeline and the fact that to get an image from the scanner to an

9

algorithm that, you know, even finding the right sequence of interest can be challenging.

10

Certainly, I think that's a significant, significant bottleneck that we face. Again, an

11

illustrative example, if I just -- if I have a collaborator come up to me and say hey, we want

12

to test out that algorithm you built, what do you think, and I'll say oh, sure, no problem,

13

give me all the axial soft tissue head CTs from a 6-month window and I'll run it right away.

14

And a simple request as that, right, just finding the right sequence of interest can take

15

months, right, not in a fully automated way. And then certainly, heterogeneity on the

16

dataset size, right?

17

So as another sort of anecdote or illustration of how heterogeneous data can be, you

18

know, we recently started working with large tele-radiology groups, right, outside of our

19

academic institution to really get a sense of what real-life radiologists deal with and I'll be

20

honest, as soon as I started looking at some of these images, right, we're talking about

21

hundreds of hospitals across the United States, there were practices that I just had not even

22

-- never seen before, I would have not imagined it was possible, right, slice thicknesses that

23

vary as you go through the patient or image quality that just, to me, seemed completely

24

incomprehensible. But the reality is that, again, outside of our limited spheres of

25

experience that's, in fact, the reality of most of the United States, if not the world.
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And so I think it's an extremely challenging problem, I think solutions, you know,

2

have been brought up at various points during this panel and earlier, whether it's, again,

3

aggregating a big enough dataset or, in fact, deciding that, you know, one algorithm is

4

probably not going to solve the problem and that we're going to need fine-tuned models or

5

distributed models or something else. I think that's certainly open for debate but certainly,

6

I think the solution is going to be different than what we're seeing in practice today.

7

DR. SAHINER: Thank you. Laura, your comments.

8

DR. COOMBS: So I think throughout the day we kind of brought up a full variety of

9

different things that can cause, you know, the algorithms not to go well, work well from one

10

place to another from technical to patient comorbidities to demographics and I just really

11

want to add that in terms of subpopulations, the algorithms can act differently in different

12

subgroups. And you know, Jay Streak (ph.) -- did some nice work on race, looking at breast

13

density and the fact that, you know, Asians tend to have a more dense breast and the

14

algorithm tends to work better in dense, so the performance is actually better in that

15

subgroup than it was in other subgroups.

16

So there's questions around bias in terms of if you're making the algorithm, if you're

17

-- you know, you're setting the threshold for accuracy so that you get the total number

18

correct but there's difference in prevalence in these different subgroups, then you may

19

have the total number correct, proportion the same, but it may be then that you have more

20

false negatives in one group than the other because you're using the same threshold and so

21

you're -- you know, one group you're missing more cancers and you have to be sensitive to

22

that. So just there's lots of things to think about in terms of the variability within these

23

populations.

24

DR. SAHINER: Okay. Any other comments from -- yes, David.

25

DR. LARSON: Yeah, can I respond to those comments? I think they're an excellent
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point. You know, putting my quality improvement hat on, one thing I think we need to be

2

thinking about as we encounter the variation, there are different types of variation. One is

3

biological variation, we have to account for that and we just accept as an uncontrollable

4

variable. Some of it is machine variation, modality variation, I'd say that's -- over time,

5

perhaps that's something that can become less varied. And then there's maybe reasonable

6

variation that's out there in practice and we just accommodate for it, but then there's also

7

just poor quality. In general, when I'm wearing my informatics hat, I want to think okay,

8

how do I just account for that as an uncontrollable variable, but over time we have to

9

realize that is a controllable variable and let's think about how we move towards -- and it's

10

going to be kind of a -- you know, iterative process but gradually, we need to move towards

11

improved quality because algorithms struggle with poor quality just like humans do and just

12

because it's existed for a long time doesn't mean it should, so we need to think about how

13

do we do it in a reasonable, measured way but eventually we really should be using this

14

technology to help improve quality.

15

DR. SAHINER: Thank you. Next, we have two or three questions all related to

16

postmarket monitoring. What are the best approaches? For example, would a

17

standardized platform for collecting postmarket cases and algorithm performance be

18

useful? Should the output of the AI device be included in electronic health records and

19

what else should be included as AI device information? And I'd like to start with Keith.

20

DR. DREYER: I would say, to start, I do think that postmarketing monitoring is

21

essential, as I described in the presentation. To do this at the federal level would require a

22

standard platform much like the standards that Kevin described and others, and some of

23

the registries that are taking place already in the accreditation processes at the American

24

College of Radiology are kind of lower case "s" standards for people to be able to adopt, to

25

push images to a central location for the purpose of monitoring and measuring. And so I do
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think that will be essential, otherwise it's on the backs of the vendors and that's adding an

2

increasing effort to their already challenging tasks of creating algorithms.

3

Should it be included in the health record and then what should be included in the

4

information? I think there's at least three personas for monitoring, one would be the

5

vendor themselves to improve the performance of -- and retrain the algorithm, kind of as

6

Marc said, where's the rock, to be able to get the data to prove where the rock is. And I

7

think sites should have the choice to release that information or not depending upon their

8

capability to share.

9

By site, to be able to manage quality and safety, so all -- it needs all the data, it

10

doesn't have to typically be de-identified in that case, so you want to be able to see

11

demographics, acquisition devices, readers, date, acquisition, all of that information would

12

be helpful.

13

And then I would also say another persona is this concept of a national registry

14

where you have consolidated anonymized views of devices, site, geography, general

15

demographics, so you can start to look to see trends and bias and those kind of things and

16

also inform the Agency of activities that might be taking place that show something is

17

leaving specks, etc. And this is not unlike radiation dose registries of today where it was

18

hard to say ahead of time what is the exact right dose for CT of the chest. But if you're

19

looking at a nation and you see that you're the one outlier, way outlined, then there's

20

probably something wrong. I think that's the same kind of thing we'll see with AI.

21

With regard to storing the information, the EHR, I'd rather just think of it as the final

22

output should go to the appropriate system of record, whether it's the reporting system,

23

PACS system, EHR or PopHealth, but I would only do this after following the indications

24

used by the FDA, and I say that because this is all discoverable information. And so if an

25

algorithm is intended to be reviewed by a human before its actually allowed to be acted
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upon, that that information goes to the EHR and either is permanently there or it gets read

2

by someone before it gets corrected or its legally discoverable but it was wrong, those are

3

serious problems.

4

And then this, from a technology standpoint, adds kind of a whole new system inside

5

of places like ours where we have to say we have to create a new infrastructure that's a

6

temporary cache of information that's waiting for the clinician to be able to do their

7

checkpoints and then record that for historical purposes to make sure you can retrieve it,

8

but don't send that forward into the clinical systems until it's actually been vetted and

9

validated as approved by the use on label and the indications of use by the FDA.

10

DR. SAHINER: Thank you. Rob, can we hear your thoughts?

11

DR. LINDSEY: Sure. I agree with most of that. I think I'll just add that, you know, the

12

decision of what specific data should be recorded within postmarket assessment has to be

13

sort of derived from first principles in terms of thinking about, you know, what are ways

14

that specifically this sort of modern breed of AI algorithms can go wrong.

15

So, for instance, if distributional shifts in the data are identified through some risk-

16

based analysis to be the most likely culprit for problems, then we ought to record data

17

specifically to monitor for distributional shift, so record sort of summary statistics of the

18

distribution of patient characteristics that's being encountered, image characteristics that's

19

encountered and for the outputs of the device over time.

20
21

So essentially, I think all of these postmarket assessments have to be derived from
specific and upfront identified weaknesses of the individual models.

22

DR. SAHINER: Thank you. So moving on, most currently marketed diagnostic

23

radiology AI systems are either CADe or CADx or CADt, so they provide a location or a score

24

or a mark next to the case or notification. What other types of information related to AI

25

output could be useful? For example, the confidence of the AI and the output that's
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produced or human interpretable reasoning for the output and others. And would the

2

evaluation for those types of output be different? So I'd like to start with Marc.

3

MR. EDGAR: Thank you. As I understand this question, at the core of it is that we're

4

asking why is the algorithm making the prediction that it did and the confidence in that

5

prediction, and this is closely coupled with the notion of trust that we've talked about

6

before and trusting that the algorithm made the right prediction for the right reason. So as

7

I think about this, I'm reminded of the "five whys" approach -- that's w-h-y-s -- the "five

8

whys" approach to understanding why something happened and the root cause of a

9

problem, right? So this process involves asking why five times or thereabouts, to get to a

10

root cause and each time you're asking why, you're drilling in, you're drilling down to a

11

more detailed explanation of what's happening and your explanation of the root cause. The

12

key here, I think, is for a clinician or the end user of these AI systems that it requires

13

answering why at the right level of abstraction, you know? So it's useful. Some of the

14

answers are going to be too abstract, too nebulous, and some are going to be too detailed,

15

and using the right level of abstraction is important to being clinically useful.

16

So the evaluation of the additional outputs requires using metrics that measure is

17

the algorithm making the right prediction for the right reason? And so we've seen some

18

examples of those earlier today, pixel saliency maps, text descriptions, etc. So it could also

19

include things like feature significance ranking to identify the most significant variables and

20

that sort of thing. The exact criteria, though, is going to depend on the use case and so

21

fundamentally the key is that the metric needs to measure that the algorithm, again, is

22

making the right prediction for the correct reason.

23

So I'd like to note that when it's done right, the potential of this is tremendous, right,

24

it means that we can learn from the AI and there were a couple of examples earlier today of

25

the human plus AI being able to perform better than either one on its own and there's a lot
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of precedence also for this in other domains, so say for example, although it's in the chest,

2

chest examples of humans being able to learn from the AI and I think that it's the same

3

opportunity here.

4

So now to get to the question in a little more detail, I think that the approaches to

5

these things and the evaluation means having -- being able to communicate with the user

6

the justification for the decision and the uncertainty, right? So there is knowing that there's

7

uncertainty in the clinical prediction whether it's from a human doctor or from a data-

8

driven algorithm can have all sorts of unintended consequences, right? Having uncertainty

9

may motivate a patient to seek a second opinion; in other cases, it may just cause undue

10

anxiety. I think we need to study pretty carefully how we communicate these things. In

11

terms of the metrics, I think it goes back to being able to have a technical approach to

12

measuring is the algorithm doing the right thing for the right reason.

13

DR. SAHINER: Thank you. And, Holger, can we hear your comments?

14

DR. ROTH: I think when you're talking about other kinds of information that might

15

be related to an AI output, I think you're also talking about basically multitask AI models,

16

right? We're going past just localizing certain diseases or pathology in the images, right?

17

You could think of AI models in the future automatically pulling up the relevant patient

18

history for a certain case or find similar cases in the PACS system to show up, to give to a

19

clinician an example of prior diagnosis for these kind of characteristics. It could

20

automatically link to textbook entries and show relevant information that's related to the

21

diagnosis that the AI algorithm is proposing.

22

Then we can even think about other potential time savings that the AI model can

23

bring in terms of automatically generating reports, filling in that information so it can be

24

recorded and just laid on, understandable by a human who might look at this information

25

later on.
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1
2

and use cases, so all of these will require more specific evaluations and metrics. So

3

especially when you start talking about explainable AI, you might -- I think we need to

4

author a thing about new observer-type studies that can actually quantify the relevance of

5

interpretability and explainability of an AI algorithm that's presented to the end user. And

6

even simple things like providing some statistics of how do the -- how do the training data

7

actually look like for this particular AI that's being deployed, I think that could be useful

8

information just for the radiologist, the clinician, to make sure that they are applying the

9

current AI model correctly and to give them context.
DR. SAHINER: Thank you. Any other comments? Let's start with you, Arun, and

10
11

then we'll go around the table, Keith and then Nick.

12

DR. KRISHNAN: So it seems like a very popular question to answer. Like my point

13

over here is that I think we need to understand who we are communicating with and for

14

what purpose. So I think you have one interface which is how is the AI going to be seen by

15

the radiologist who has to now agree or disagree or has to change his report to actually

16

take into account what the AI is showing. Then you have the communication between that

17

particular clinician and the specialist and all the primary care physicians. Then you also

18

have how is it being communicated to the patient, right?
And so the amount of explanation or the amount of detail or what to show as

19
20

examples as to why this AI made that decision might keep changing as it goes down the

21

pipeline and I think at some point it then becomes the opinion of the clinician and not as

22

much about the AI anymore. So I think we need to be careful about not having one kind of

23

explanation that has been given to everybody because at some point my assumption is that

24

these doctors or these clinicians will stop looking at the answers and will just start trusting

25

it.
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DR. SAHINER: Thank you. Keith.

2

DR. DREYER: Just to share an experience that I had at our institution, some of our

3

radiologists are developers, too, and so a novel approach that a couple of our folks took

4

was to be able to -- and it gets back to the thresholding question, leave the threshold alone

5

but at least be able to see the population that's coming back from, say, a classification

6

algorithm to say I'm sitting right here in this mess of false positives and I can now look at

7

those and see because it helps me to make that decision of the reason of why it's doing

8

what it's doing. I've seen failure of saliency maps where you think they're perfect, a lot of

9

times you see presentations and everyone picks their favorite one to show that it works, for

10

every one of those there's another dozen that don't. And so I've surprisingly seen

11

radiologists, or at least some, want to take more time to help analyze and answer that

12

question at the tough times to figure what it was doing and they found that that p-value at

13

that point helps.

14

DR. SAHINER: Thank you. Nick.

15

DR. PETRICK: So I was just going to try to address that last part, is the evaluation

16

different, and I think that's a complicated question and it may be that some of this

17

information doesn't really necessarily need to be evaluated. Saliency maps, do they need to

18

be evaluated? You know, maybe you can make an argument they don't because the

19

information is just anecdotal to the sort of overall diagnosis.

20

But if you start bringing back information that this was a feature, this was why I

21

made this decision, there's probably going to need to verify, first of all, was that

22

information correct and then the second part of that, is that information actually useful or

23

interpretable by the clinician? And so it probably does change the dynamics to some extent

24

of how you go about the assessment in some way and I'm not sure how to solve those

25

problems, but it does change the equation. So the more you're sort of adding this
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information the more you may be playing around with how you would go to assessing it and

2

then how do you evaluate that it's really useful information and not just, as you said,

3

information -- you could give the same reason for every case that's positive and negative,

4

that's probably not very useful.

5

DR. SAHINER: Thank you. The next question is from a patient's point of view.

6

Should I, as a patient, have a choice of which algorithm is run on my data? Should I be able

7

to decide that AI should be run or should not be run, especially if we are considering an

8

autonomous algorithm? And I'd like to start with Maryellen.

9

DR. GIGER: So today patients have a choice whether or not they want to see a

10

specific doctor or have a blood test, so in the initial days of an AI device perhaps they will

11

be given this option. But patients now do not decide on the reconstruction algorithm that's

12

used to create their CT image, they don't decide on the MRI protocol, they don't ask if they

13

want the pilot to use computers on their flight. So to me, once AI becomes standard of

14

care, it's part of routine medical care and if the patient prefers not to have it, it's like

15

declining a diagnostic test that their physician wants them to have. The big question is

16

when does the device become standard of care and part of everyday life?

17

DR. SAHINER: Thank you. And Arun, can we hear your comments?

18

DR. KRISHNAN: Yeah, I actually also feel similarly to what Dr. Giger said. I mean, like

19

to me, I think it's also a matter of the amount of transparency that you give and I think that

20

is key for all the stakeholders within the whole ecosystem. So I think for something like that

21

that is semi-autonomous, to me, I think it is the clinician's choice and clinician should have

22

the right to use whatever tool they prefer. Maybe they don't want to use the tool, then

23

that is their choice.

24
25

If you're talking about something that is not semi-autonomous but is autonomous, I
think there there's not a very easy answer and I think very similarly also in a lab test, you
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know, I might choose to do a lab test or not, but I really don't get to choose which is the

2

particular assay or which is the manufacturer that's making that critical lab test and I'm sure

3

they're all very different, right, they all have different performance levels, but at some point

4

I'm just going with okay, yes, I have to have a cholesterol test, it's not like which particular

5

vendor.
So I think there is some element of patient consent that has to come in, but maybe

6
7

more at a gross level but not a very fine level of picking okay, this particular AI and

8

particular operating point.
DR. SAHINER: Thank you. AI machine-learning research shows that it might be

9
10

possible for algorithms to predict future diseases for a patient and what if the

11

reason/explanation is not very describable. So the question is how should such algorithms

12

be evaluated? And I'd like to start with Maryellen. Yes.
DR. GIGER: So I would say it should be evaluated the same way we do other systems

13
14

with very high rigor of evaluation of accuracy, the sensitivity/specificity, ROC analysis, also

15

looking at the variation, the reproducibility, the repeatability, because in the end, if the

16

performance is high enough and the reproducibility high enough, the device will be used

17

with or without explanation, so of course there's going to be a curve of when folks will be

18

there.

19

So from another view, we can view a physician as a black box to their patients and to

20

their colleagues. Physicians have been trained and they give expert advice, but they

21

routinely do not explain in detail why or how they perceived disease in the medical image.

22

They're also continuously trained, especially by difficult cases and by the mistakes.

23

So in the end, if the black box is of sufficient quality, maybe explanation 90% of the

24

time won't be needed as long as it's being -- as long as that level is at the level with at least

25

an expert radiologist and that a trained professional is using that output from the
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computer. Now, we use the term black box and that it's not explainable, but to the 10%

2

who may be developing these, many of those black boxes, we can go back in and actually

3

see what's going on and try to understand what's going on, but for everyday use, maybe

4

that's not necessary.

5

DR. SAHINER: Thank you. And Matthew, can we hear your comments?

6

DR. DIAMOND: Sure. So I agree with what Maryellen said about, you know,

7

ultimately it's about the performance through rigorous validation. I think, as you

8

mentioned, this question raises important points about explainability, which we discussed

9

today, and it's a developing science in and of itself. You mentioned that for those that have

10

more intimate knowledge of the development of the algorithm, they may be able to provide

11

or derive more of an understanding. So I would encourage, whenever possible,

12

explainability and I think it always is reassuring, even when a physician can provide some

13

explanation for why they're doing what they're doing and similarly here, and there are

14

different levels of explainability.

15

And just very briefly, even just having an understanding of what are the inputs that

16

are going into that decision is some degree of an understanding of what's going on. And

17

then another level might be okay, well, in general there are all these inputs but in general a

18

certain subset of inputs are particularly important. And the next layer might be for this

19

particular case, for this patient, these particular inputs seem to be influencing things more

20

than others. And just as someone else mentioned, you know, in many cases having a good

21

understanding of the population the device was trained on may also provide some insight

22

into the basis for the decision.

23

We certainly have a precedent for approving medical products, which we don't

24

always understand the mechanism, if you look more broadly than medical devices and so,

25

you know, we always want to look at the balance of benefit and risk, we want to
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understand what are the hazards, what could go wrong and the consequences of that, but

2

looking at things holistically, there's a role for these types of devices.

3

DR. SAHINER: Thank you. So yes, please, David.

4

DR. LARSON: As this technology is beginning to unfold, I think maybe for a while it's

5

okay to say well, we don't know -- it's a black box, we don't know why it works, but I don't

6

think we should accept that for very long. That's antithetical to the whole philosophy of

7

science, this whole institute that we're sitting in, you know, to say oh, it's a black box, what

8

do you do, right? I mean, that should be seen as a challenge, it should be seen as an

9

opportunity, a research opportunity to now dive in to say well, why does this work, let's go

10

learn about it, there's something going on. I mean, ultimately, you know, these neural nets,

11

they are finding something, there's something causing that, and so we should view that as a

12

temporary situation, this black box, that drives us, as a field, to understand what are the

13

underlying mechanisms that are creating those outputs.

14

DR. SAHINER: Thank you. Maryellen.

15

DR. GIGER: So I just want to respond. Basically, that's the 90% and the 10%. The

16

10%, the developers, they need to really understand, the users who are interested need to

17

understand, but in everyday life we use black boxes all the time and from a patient

18

perspective, just there's many black boxes throughout the day, including medical care, so --

19

but I agree, the developers need to know.

20

DR. LARSON: Yeah, the plane I flew in on is an enormous black box to me, but some

21

engineer understands it really well and where they don't understand it, that's a problem

22

and they need to understand it.

23

DR. DIAMOND: Yeah. You know, just to add --

24

DR. SAHINER: Matthew.

25

DR. DIAMOND: -- we don't understand how all drugs work. We should strive to
Free State Reporting, Inc.
1378 Cape Saint Claire Road
Annapolis, MD 21409
(410) 974-0947

212
1

come to that understanding, but it doesn't mean we should stop using a drug if it's very

2

effective.

3

DR. PETRICK: And I would just emphasize, I agree that from a regulatory perspective

4

we will have some of these things that aren't well understood, but I completely agree, from

5

a scientific perspective, especially for risk predictors and things like that where there should

6

be a clear pathway for why there's a risk associated with that. Doing the science or trying

7

to understand that, at least somewhere down the road, is really an important concept

8

because the more we can do that the more we can drive the field forward to improve it

9

even better from that. So, you know, from a regulatory perspective, we have to do our job

10

and some of these things will be difficult, but I completely agree, a scientific perspective,

11

these need to really be understood and understand what are those factors that are really

12

important.

13

DR. SAHINER: Thank you. So we're a little bit over our allocated time but since we

14

started 15 minutes late, I'm told that we can have one more question, so -- and I think it

15

might be a question that might again generate a lot of discussion. The user of most, if not

16

all, currently marketed radiology AI algorithms are clinicians. What are your thoughts about

17

radiology AI systems that may be marketed directly to the subjects or patients? Especially,

18

for example, for things like ultrasound where maybe -- or maybe the patient is given their

19

images and they can go home and they run their images on those algorithms, should the

20

evaluation of such devices be different from those that are intended to be used in a clinic?

21

If so, how? So I'll start with Peter.

22

DR. CHANG: That's a very interesting and provocative question. So I'm going to

23

expand the scope a little bit and just include not just patients but also non-imaging

24

clinicians or non-experts using these tools and I would say on one hand, certainly there's an

25

opportunity, right, we're extending the sort of scope and the potential umbrella of people
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using imaging technologies and techniques. You know, we oftentimes knock AI tools today

2

because they only do one thing but clinicians, right, my neurologist, all he cares about if

3

there's a large vessel occlusion, right, or another, you know, very similar type of example

4

for most of non-imaging colleagues. So I think in that sense there is certainly some

5

opportunity there.

6

For patients, we might, as Berkman just mentioned, imagine that primary care clinics

7

could be using ultrasounds in ways that we don't really think about using ultrasound now

8

because they know that a non-radiologist can still provide a decent amount of

9

interpretation with the image. On the flip side, I would say the danger, of course, is that

10

typically when you think about a use case in an algorithm, you're trying to come up with a

11

very specific part of the clinical paradigm for which that algorithm fits seamlessly into, it has

12

to affect some sort of decision making. If you're just blindly testing everything under the

13

sun, you're going to get a lot of false positive and unanticipated consequences.

14

As an example, I have a colleague who's a cardiologist, and he told me a story

15

recently with your Apple iWatch now, for the first time you can actually continuously

16

monitor your heart rate for arrhythmias and what they've seen almost invariably is that the

17

number of false positives and anxious patients that come to their doorsteps because the

18

Apple watch said that they had arrhythmia is just -- it far outweighs any actual true

19

incidence of pathology.

20

Now, again, there are some interesting potential there, right, so for one, we've never

21

halter monitored a large population before and so now they're seeing that there's probably

22

little runs of arrhythmia that are just common in the population and we just didn't know

23

about that. So sure, extending that device to a general population lets you uncover those

24

patterns but again, the regulation and especially the work in trying to put it into a clinical

25

workflow, I think that part is very tricky and that's something that we'll have to think
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correctly about.

2

DR. SAHINER: Thank you. Keith, can we hear your comments?

3

DR. DREYER: Yeah. I mean, it is -- that is an interesting question and maybe where a

4

lot of this is headed or an opportunity for it, but the way I split this first was to say is it a

5

self-contained device, is it part of the acquisition chain? So if that ultrasound analogy

6

you're making was a handheld ultrasound that someone had at their home, I would answer

7

the question a little differently than if they took the images home or if they acquired their

8

images via download. And the one big distinction there, I would say, I think -- I think it's a

9

lot easier to manage that whole -- that chain like you did with the diabetic retinopathy

10

device. You said it has to be this camera and it has to go through this process. I think you

11

have a better chance of actually controlling a lot of the variables that are out there. If that's

12

not the case, then I would say you would have to do a pre-step without a distribution error

13

because not only would it be difficult for the patient to understand exactly what image

14

they're looking at, but I think there's so much perturbation that could happen to the pixel

15

level data, jpegs, compressions, all of these things that we see coming off on CDs for

16

patients to look at that you would -- the regulatory body would have to say you have to be

17

able to control for all of that and only run the algorithm when the algorithm can actually be

18

run.

19

I would say regardless of that, though, you would really want to be able to also train

20

the quality of what's being done. Even if it was done at home, you'd say well, you missed

21

your liver and so I can't give you an answer, so all of those kind of things you'd have to give.

22

And then finally, I would say just like the kind of the autonomous car example I gave,

23

you would definitely want to be able to monitor this on a regular basis. So I would

24

continuously want to have feedback back because this is now truly in the wild west out

25

there where everyone can do whatever they want with it. And I think it depends on risk, so
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if it was an autonomous tricycle in your backyard and you fell and hit the grass maybe it's

2

okay not to monitor, but a lot of these devices are going to have critical impact on patient

3

care and so I think you'd really want to be able to get information back on everything and

4

do it like the State of California is requiring for autonomous vehicles.

5

DR. SAHINER: Thank you. Any other comments from the panel?

6

(No response.)

7

DR. SAHINER: Okay. Before I turn it over to Jen for closing remarks, I'd like to thank

8

all the panelists and presenters in the afternoon for great presentations, a great discussion,

9

thanks for your participation.

10

(Applause.)

11

MS. SEGUI: Good evening, everyone. For those that were not here this morning,

12

very briefly, I am Jennifer Segui, I'm a lead reviewer in the Mammography, Ultrasound, and

13

Imaging Software Team in the Division of Radiological Health and the chair of this

14

workshop. It's been a pleasure talking with all of you during the planning process and thank

15

you very much for attending today. I'll just wrap up very briefly with a summary of

16

perspectives on the AI automated radiology workflow as we've heard them today.

17

As stated this morning, the workshop is about autonomous AI, which has been

18

defined multiple times throughout the day and earlier in my talk as software in which

19

artificial intelligence is being used to automate some portion of the radiological imaging

20

workflow such as detection, diagnosis, and reporting tasks. Of course, this is part of a 2-day

21

event, so I do hope we'll see you all again tomorrow.

22

We heard about the evolving role described as rapid growth by Dr. Ron Summers,

23

and we heard repeatedly about responsibility and accountability, as well as the need to

24

refine policies and best practices. We heard about benefits, risks, and clinical integration,

25

defining appropriate use cases. We heard about human reader variability and the benefits
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that autonomous AI can then have, patient perspective and human factors, as well as

2

explainability.

3

In the public presentations, despite their brevity, we continued to hear expanded

4

emphasis on the need for AI but also challenges and risks, emphasize data quality and

5

generalizability, standards development, and the important role of ethics. Public

6

presentations expanded on applications. Again as an event hosted by the Mammography,

7

Ultrasound, and Imaging Software Team, we cover a limited range of modalities for the

8

most part and so we wanted to make sure that other modalities were given reasonable

9

consideration in the event. Many thanks for your contributions in these areas including

10

dental, MRI, nuclear medicine, and oncology.

11

We heard extensively about premarket and postmarket evaluation. Of course,

12

there's a need for ongoing discussion, importantly, generalizability, data quality, and change

13

management as well as accuracy, postmarket surveillance, as well as the regulatory scope.

14

Radiological health at CDRH spans multiple offices, that includes the Office of

15

Science and Engineering Laboratories. You just heard from my colleague, Berkman, and he

16

is one of our subject matter experts frequently participating as a member of our review

17

teams. I am a reviewer within the Office of In Vitro Devices and Radiological Health under

18

which is the Division of Radiological Health as well as the Division of Mammography Quality

19

and Standards, DMQS, through which the MQSA is enforced.

20

At the head of DRH is my colleague, Dr. Thalia Mills, and with Deputy Directors

21

Lieutenant Commander David Dar, as well as Dr. Michael O'Hara, under which we have four

22

different teams.

23

Today, as a prospective event, next steps are critical. Again, we defer you to the

24

public docket where you'll be able to leave comments for the public as well as responses.

25

You can access this from the event website, submit comments is below the registration
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portion.
What might next steps look like, in case you're wondering what we might want to

3

see. Of course, we defer to your creativity and knowledge, as well. For example, standards

4

development meetings have been mentioned, as well as the need for global harmonization.

5

Future events and conferences, we know many of you present regularly, we'd certainly love

6

to know about that. We'd like to hear more about explainability and labeling, this is an

7

important aspect of any of our reviews and was not covered in significant detail today.

8

Topics and viewpoints not covered in today's program. One day on a very hefty topic, I

9

think, as everyone acknowledged, it's just a start or at least kind of a steppingstone for us to

10

shape the discussion a little bit, that way we can leverage the information we gain directly

11

in our review work. Concerns regarding generalizability are clear and the need for

12

postmarket surveillance, as well. But ultimately what we need are well-defined workable

13

solutions that can serve as a well-defined special controls.

14

We'd like to know if you're requesting guidance on specific topics from the Agency

15

and if you are considering or currently preparing a premarket submission for a new device,

16

you might want to consider submitting a pre-submission Q-sub first to obtain feedback from

17

the Agency regarding your performance testing, for example, change management plan and

18

postmarket surveillance and so forth.

19

Again, if you are interested in presenter requests from the Agency, please contact

20

the CDRH speaker liaison. Contacts include Dr. Robert Ochs on behalf of OIR, my acting

21

assistant director, Jessica Lamb of Mammography, Ultrasound, and Imaging Software, as

22

well as the Digital Health Program, and the Division of Imaging, Diagnostics and Software

23

Reliability, Dr. Kyle Myers.

24

Members of the press, please contact the Office of Media Affairs. I am not

25

authorized to provide responses to you directly. Jim McKinney is the press office contact
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for this event at james.mckinney@fda.hhs.gov.
Again, this event is not possible without many participants, including everyone who's

3

been on stage today and my colleagues from Day 1 and Day 2, organizers and moderators

4

who, I believe, have done a fantastic job. The CDRH Public Meetings Working Group led,

5

again, by Susan Monahan, and Lori MacLennan is our communications lead. And last but

6

not least, Managerial and Supervisory Committee, who requested this event, provided a lot

7

of recommendations behind this event including recommendations for who would serve as

8

our presenters and panelists. And thank you for providing me this opportunity.

9
10

That's all I have. I hope we'll see you again tomorrow. If not, thank you very much
for your participation today and we look forward to hearing what you'll be up to next.

11

(Applause.)

12

MS. SEGUI: Thank you.

13

(Whereupon, at 5:38 p.m., the meeting was adjourned, to be continued the

14

following day, Wednesday, February 26, 2020 at 9:00 a.m.)

15
16
17
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19
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